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Executive Summary

Deliverable 4.6 (D4.6) provides the outcomes of SUNRISE-6G’s work on two critical enablers for
6G experimentation:

1. A multi-Radio Access Technology (RAT) dual connectivity framework supporting
integration between Non-Terrestrial Networks (NTN) and terrestrial 5G systems,

2. An O-RAN-enabled Network Digital Twin (ONDT) is designed to enable intelligent, large-
scale, and reproducible experimentation with disaggregated Radio Access Network
(RAN) architectures.

The first enabler introduces standards-aligned architecture for flexible experimentation with
integrated satellite-terrestrial connectivity. This document presents a set of standard options for
implementing this type of multi-radio technology, and a specific combination is chosen for
implementing the 6G enabler. The proposed architecture leverages Multipath Transmission
Control Protocol (MPTCP) and Multipath Quick UDP Internet Connections (MPQUIC) and
combines them with satellite emulation and terrestrial 5G components. Two independent
implementations, deployed at NCSRD (Greece) and Siemens (Germany), demonstrate the
framework’s versatility. The updated interfaces and workflows for the experiment are explained
for both implementations. Key functionalities supported and demonstrated through the
functional tests (FTs) of the SUNRISE-6G portal include the ability to steer traffic across NTN and
Terrestrial Networks (TN) paths, perform latency and throughput measurements, select different
schedulers, and enable experiment configuration via Application Programming Interfaces (APIs).
These experiments provide a validated technical foundation for hybrid 5G/NTN communication
systems and support further evolution towards integrated 6G networking scenarios.

The second enabler, the ONDT, provides a modular and virtualised environment for evaluating
RAN Intelligent Controllers (RICs) and Machine Learning (ML)-based x/rApps. Its architecture
supports both Near-RT and Non-RT RIC integration, a simulation/emulation layer, and well-
defined APIs for experimentation orchestration. Multiple simulator options, including both open-
source and commercial ones, are presented and compared. Furthermore, a prototype has been
deployed using Juniper’s Non-RT RIC, and additional enhancements and integration capabilities
have been incorporated in this final version. The ONDT facilitates experiment submission and
monitoring through the SUNRISE-6G portal, supporting realistic configuration and visualisation
of results. A set of reference use cases is defined that specifies the scope and expected capacities
of the ONDT. The current ONDT implementation supports advanced experimentation workflows
and establishes the basis for future support of rApps/xApps and multi-vendor environments. A
manual for deploying and operating this version is also provided.

Together, these two 6G enablers contribute to the core objective of Work Package (WP) 4:
implementing a 6G experimentation library that supports experimentation across heterogeneous
infrastructures. As the final version of D4.6, this document consolidates the architectural
definitions, implementation updates, functional validations, integration improvements, and
experimental results achieved throughout the project. It also expands the supported use cases
and provides a mature basis for future evolution and large-scale experimentation of hybrid 6G
infrastructures.
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1 Introduction

This deliverable presents the outcomes of two foundational tasks, namely Task 4.4 “Multi-RAT
Dual connectivity for NTN-terrestrial access” and Task 4.5 “Design and development of an O-RAN
enabled Network Digital Twin”, within the scope of the SUNRISE-6G project and WP4
“Implementation of 6G Library for experimenters”, focusing respectively on the enablement of
multi-RAT dual connectivity for NTN and terrestrial 5G access, and the development of an O-RAN-
enabled network digital twin. Both efforts are designed to support advanced experimentation
capabilities and are integral 6G-enablers of the federated SUNRISE-6G infrastructure.

The first part of the report focuses on the enhanced design and the updated development of all
necessary components to realise inter-Public Land Mobile Network (PLMN) NTN-terrestrial
connectivity in a controlled and cost-effective test environment. The architecture is broken down
into its components and interdependencies, and the final implementation is documented. Two
separate implementations in their respective testbeds (Athens 6G testbed, Siemens testbed) and
their updated formats are presented, along with results from experiments and validation
performed at both sites.

The second focus of this deliverable presents the final ONDT architecture and its main
components, including the integration of the SUNRISE-6G Experimentation Portal and Adaptation
Framework (AF) with the different functional layers of the platform. It describes the interaction
between the Non-RT and Near-RT RIC layers, the RAN emulation environment, the infrastructure
layer, and the O-RAN Network Digital Twin components used for experiment management, data
collection, storage, and orchestration. In addition, the section outlines the supported interfaces
and APIs enabling interoperability between the different modules and facilitating
experimentation workflows through the SUNRISE-6G framework.

1.1 Mapping SUNRISE-6G Outputs

The purpose of this section is to map the SUNRISE-6G Grant Agreement (GA) commitments, both
within the formal Deliverable and Task descriptions, against the project’s respective outputs and
work performed.

Table 1: Adherence to SUNRISE-6G GA Deliverable & Tasks Descriptions

SUNRISE-6G Respective
Task No. and SUNRISE-6G GA Task Description Document Justification
Title Chapter(s)
This task develops key components for
enabling multi-RAT dual connectivity .
. . Section 2
between NTN and terrestrial 5G in a cost- .
Task 4.4 - .. . introduces the
. efficient, controlled test environment. A
Multi-RAT . . . updated
Dual satellite emulator is integrated with the 6G- architecture for
connectivity SANDBOX te#bed, complemented by . Section 2 the NTN/5G
MPTCP proxies and standards-compliant .
for NTN- . o multi-RAT
. APIs following CAMARA guidelines. The .
terrestrial . . . e architecture and
solution aligns with 3GPP specifications .
access . ) the final
and supports legacy mechanisms like implementation
ATSSS to enable flexible, interoperable p ’
experimentation for 6G scenarios.
Task 4.5 - This task focuses on developing an O-RAN- Section 3
Design and enabled network digital twin to support Section 3 presents the
development | advanced experimentation within the architecture of
of an O-RAN SUNRISE-6G federated environment. The the 0-RAN digital

Page | 12
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enabled digital twin includes an emulation platform twin, all its layers
Network and an O-RAN RIC stack, allowing the reflecting the
Digital Twin definition of custom topologies, user final

mobility, and traffic patterns. It leverages implementation.

open-source tools and exposes interfaces to
accommodate diverse RICs and emulators,
enabling flexible and reproducible O-RAN-
related experimentation.

Deliverable Description

D4.6 - Report on NTN and Open RAN enablers - Final (M30)

Final Report on inter-PLMN NTN-terrestrial connectivity and O-RAN emulator

1.2 Deliverable Overview and Report Structure

The report begins with the executive summary of this deliverable, followed by Section 1, which
introduces the deliverable and situates it within the proper context of the project.

Section 2 focuses on the updated version that reflects the improvements and newly incorporated
components, including Multi-RAT Dual Connectivity for NTN-Terrestrial Access. It presents a
comprehensive overview of the system architecture, outlines the specific NTN and TN modules
deployed across two experimental testbeds, and describes the finalised API suite that supports
the experimentation. This section also details the implementation process and summarises the
results obtained from experimental validation.

Section 3 presents the design and the final implementation of the O-RAN Digital Twin. It begins
with the final architectural overview and then delves into the emulation and RIC layers. The
section also outlines the interfaces and APIs that enable interoperability between modules and
facilitate experimentation workflows through the SUNRISE-6G framework. The available
simulator and emulation options are also briefly discussed, together with the mechanisms for
experiment execution, monitoring, and result visualisation. Finally, the section summarises the
current implementation status, supported experimentation capabilities, and the foundations
established for future extensions towards advanced xApp/rApp integration and multi-vendor O-
RAN experimentation environments.

Section 4 provides the conclusions, summarising the progress achieved in all phases of the 6G-
enabler development and setting the stage for future work, as reflected in this final version of the
deliverable.

1.3 Advancements with Respect to D4.3

This deliverable presents the second iteration of the NTN and ONDT enablers. Specifically, the
following updates have been implemented compared to the initial report in D4.31:

1 Section 2: Architectural improvements on the MPTCP protocol, implementation of the
MPQUIC protocol with two default schedulers and the implementation of two additional
schedulers one dedicated to traffic classification and critical traffic and one utilising
adaptive behaviour based on Reinforcement Learning (RL).

9 Section 3: Description of the final architecture of the ONDT detailing its components, as
well as its final implementation and validation through FTs.

1 D4.3: https://sunrise6g.eu/wp-content/uploads/2025/07 /SUNRISE-6G D4.3 v1.0-i2CAT.pdf
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2 Multi-RAT Dual Connectivity for NTN-Terrestrial Access

The proliferation of multi-homed devices (e.g., smartphones equipped with both cellular and Wi-
Fi interfaces, IoT gateways bridging wired and satellite links) has raised the relevance of
transport protocols capable of exploiting multiple network paths simultaneously. Traditionally, a
transport-layer connection is bound to a single pair of source and destination addresses, meaning
that when a device possesses multiple interfaces, only one can actively carry traffic for a given
connection at any time. Multipath transport protocols break this limitation by enabling a single
logical connection to stripe, replicate, or migrate data across multiple paths, thereby improving
throughput via bandwidth aggregation and resilience via path redundancy.

However, the heterogeneity between terrestrial and satellite links remains a key challenge for
multipath transport protocols such as MPTCP and MPQUIC. In particular, the pronounced
differences in latency, bandwidth dynamics and packet loss behaviour across TN-NTN paths
require an efficient traffic distribution. The limitations stemming from latency differences
between the two paths that affect conventional schedulers motivate the need for more adaptive
mechanisms capable of exploiting multi-RAT dual connectivity under highly diverse network
conditions.

This section presents the final development of a Multi-RAT Dual Connectivity framework
enabling the integration between NTN and terrestrial 5G systems. It explores two different
convergence architectures, (one hybrid in terms of hardware (HW) and software (SW), and a
second fully software-based, while highlighting the implementation steps undertaken to realise
this development, with particular focus on the differences compared to the initial version
presented in D4.3. In this context, two new schedulers have been implemented and tested for
each setup: a stream-aware scheduler for the standalone setup, and a scheduler based on a
contextual multi-armed bandit algorithm for adaptive and learning-driven traffic allocation.

2.1 State of the Art and Beyond

In the context of MPQUIC, several multipath scheduling strategies are commonly used, including
Round Robin (RR) and Minimum Round-Trip Time (MinRTT). These schedulers rely on simple
heuristics: RR distributes traffic evenly across available paths without considering their current
conditions, while MinRTT selects the path with the lowest instantaneous RTT following a greedy
approach. Their popularity stems from their simplicity and low computational overhead.
However, both approaches have inherent limitations in heterogeneous and dynamic network
environments, as they do not adapt based on long-term path performance trends or learn from
historical behaviour. In addition, they primarily rely on instantaneous network metrics and do
not account for traffic semantics or differentiated service requirements. To address these
limitations, this work advances the state of the art in MPQUIC scheduling through a two-fold
approach:

1. an online learning-based scheduler,
2. atraffic-class-aware scheduler.

2.1.1 LinUCB-Based Scheduler

To further improve adaptability, the proposed Linear Upper Confidence Bound (LinUCB)
scheduler introduces an online learning mechanism that leverages cross-layer network state to
dynamically optimise path selection over time. Unlike existing contextual bandit approaches (e.g.,
Peekaboo-style LinUCB schedulers) [1], which typically assume stationarity and rely on fixed
feature representations and exploration strategies, our approach explicitly targets non-
stationary wireless conditions. The proposed design extends the classical LinUCB framework in
three key ways:

1. a non-stationary adaptation mechanism based on idle-time and RTT-change-driven
forgetting,

Page | 14
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2. acongestion-aware reward function that jointly captures latency and congestion window
(cwnd) utilisation,

3. stabilised cross-layer feature construction using exponential moving averages of key
transport signals.

In addition, adaptive exploration control and per-path learning states enable a continuous
balance between exploration and exploitation under dynamic network conditions. This results in
faster convergence to the optimal path compared to randomised exploration approaches, as the
scheduler intelligently focuses exploration on paths with high uncertainty rather than
selecting randomly.

2.1.2 Traffic-Class-Aware Scheduler

The traffic-class-aware scheduling approach goes beyond purely metric-driven decisions by
incorporating QUIC delivery primitives (streams and datagrams) and coarse-grained traffic
classes (mission-critical and bulk traffic). These distinctions are mapped to different scheduling
policies: redundant multipath transmission is used for latency-sensitive datagrams, while single-
path transmission is applied to throughput-oriented streams. By aligning scheduling decisions
with both delivery requirements and traffic characteristics, this approach improves latency
performance for critical traffic while maintaining efficient throughput for bulk transfers across
heterogeneous terrestrial and non-terrestrial networks.

2.2 Architecture of the Multi-RAT Dual Connectivity Enabler

In D4.3 [2], several approaches have been presented towards the distinct integration models that
can be instantiated through various options, each offering different levels of seamless integration,
in which NTN can be part of a 5G/6G system, thereby extending the capabilities of the User
Equipment (UE) with a 5G-compatible Satellite interface. Among these options, option A
(illustrated in Figure 1) has been adopted and implemented through two novel setups to advance
the development of Multi-RAT Dual Connectivity for integrated NTN-Terrestrial access, marking
a significant step forward in testing and experimentation in this domain.

In the setup described in Option A, the UE can communicate with both the satellite and the 5G TN
via its dedicated network interfaces, enabling seamless integration and enhanced connectivity
across two completely disjoint networks. This dual connectivity approach ensures that the UE can
maintain robust communication links, even in challenging environments, by dynamically
switching between satellite and terrestrial networks based on the selected scheduling algorithm.

5G
Services
N
Satellite . PLMN
AS 4 S 5G Data
' Netwcrk
Interconnection

System /

‘—TﬁferneET‘lefvTib?

Satellite UE RAN N7
Internet
Services

Satellite Data
Network

&> Data Flow (IP-based Flow)

Figure 1: Interconnection of 5G and Satellite Networks over Data Network
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The general approach presented in Figure 1 above has been tailored to the specific context of the
project. Within this framework, the following architecture was defined from the beginning and
has served as the baseline for all subsequent developments. The architecture for Multi-RAT Dual
Connectivity in NTN-TN, illustrated in Figure 1, remains largely unchanged, with all the
components continuing to support the experimentation capabilities of the enabler.

Two multipath transport protocols have received the most attention from both the research
community and the standardisation bodies: MPTCP and MPQUIC. While both share the high-level
goal of multipath data delivery, they differ in terms of architectural underpinnings, protocol
stacks, deployment models, and extensibility. In the following sections, the main difference that
directly impacts the scheduling strategies is highlighted.

2.2.1 Multipath TCP

MPTCP, standardised by the IETF in RFC 6824 [3] and later updated in RFC 8684 [4], extends the
conventional TCP protocol to allow a single TCP connection to operate across multiple paths
simultaneously. The connection begins as a regular TCP handshake on one path (the initial
subflow) and subsequently establishes additional subflows over other available interfaces or
address pairs. Each subflow acts as a full TCP connection. A connection-level sequence space
maps application data onto subflow-level sequence numbers, enabling the receiver to reassemble
data that arrives across different subflows into the correct application-byte-stream order. Several
architectural characteristics of MPTCP are worth highlighting:

1. Because each subflow is a genuine TCP connection, MPTCP inherits TCP's head-of-line
(HoL) blocking at the subflow level. If a segment is lost on subflow A, subsequent
segments on that subflow cannot be delivered to the MPTCP reassembly layer until the
lost segment is retransmitted and received, even if subflow B has already delivered later
data in the connection-level sequence space. The MPTCP layer adds a second level of
potential HoL blocking at the connection level: data cannot be delivered to the application
until all preceding connection-level bytes have arrived, regardless of the subflow on
which they were carried. This two-tier blocking is particularly harmful in heterogeneous
networks, where a slow or lossy path can stall delivery of data that arrived promptly on a
fast path.

2. MPTCP is already integrated within the operating-system kernel (e.g., Linux) and,
therefore, modifying the scheduler requires kernel-level development, recompilation or
module reloading, and, in production environments, careful validation against kernel
stability and security requirements. While the Linux MPTCP upstream project has made
strides toward modularity, the iteration cycle remains substantially heavier than user-
space development.

3. MPTCP must contend with middlebox interference. Because MPTCP signals its capability
through TCP options, network middleboxes (e.g., firewalls, NATs, proxies, and traffic
shapers) that strip unknown TCP options or alter sequence numbers can silently break
MPTCP negotiation, causing the connection to fall back to regular single-path TCP. While
the protocol includes fallback mechanisms precisely for this reason, such fallback negates
the benefits of multipath operation and can go undetected by the application.

2.2.2 Multipath QUIC

Multipath QUIC extends the QUIC transport protocol (RFC 9000) [5] to support simultaneous data
transmission over multiple network paths. QUIC itself was designed as a modern, encrypted,
multiplexed transport running over UDP in user space. Its key architectural features (e.g., stream
multiplexing with per-stream flow control, integrated TLS encryption, connection migration via
connection IDs (CIDs), and zero-RTT or one-RTT connection establishment) provide better
support for multipath extension than TCP's byte-stream model.
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The multipath extension introduces the concept of multiple path contexts within a single QUIC
connection. Each path is identified by a path ID, carries its own congestion-control state, and is
validated through path-challenge/path-response frames. The QUIC connection ID mechanism,
originally designed for connection migration, is leveraged to associate packets with their
respective paths without relying on the IP 4-tuple. A particularly important advantage of MPQUIC
lies in its stream-level independence. In QUIC, data is organised into individual flow-controlled
streams, each with its own offset space. Loss on one stream does not block data delivery on
another stream. When extended to multipath, this means that a segment lost on path A for stream
1 does not prevent the application from reading data that has arrived on path B for stream 2. This
property dramatically reduces head-of-line blocking compared with MPTCP, where all data
shares a single connection-level byte stream.

Furthermore, QUIC's support for unreliable datagrams (RFC 9221) [6] introduces a delivery
primitive that has no equivalent in the TCP ecosystem. QUIC datagrams are discrete, message-
oriented units that are sent without retransmission guarantees: if a datagram is lost, QUIC does
not attempt to recover it. For latency-sensitive traffic (e.g., real-time telemetry, control
commands, live sensor readings), this is precisely the desired behaviour, as retransmitting stale
data would be worse than dropping it. Table 2 summarises the architectural comparison between
MPTCP and MPQUIC.

Table 2: Architectural Comparison Summary

Property MPTCP MPQUIC
Underlying Protocol TCP QUIC (over UDP)
Implementation Space Kernel / User Space User Space
Encryption Optional (TLS on top) Mandatory (TLS)

Multiple streams +

Multiplexing Single byte stream datagrams

Two-level: subflow +

Head-of-Line Blocking Per-stream only

connection
Unreliable Delivery Not supported QUIC Datagrams
Scheduler Iteration Kernel cycle / App or library App or library update
update
Per-Stream scheduler No Yes

differentiation

2.3 Multipath Packet Schedulers

The scheduler is the decision point that determines, for each outgoing unit of data, which of the
available paths will carry it, therefore it is the most performance-critical component of any
multipath transport protocol. The quality of this decision directly impacts latency, throughput,
resilience, and fairness. In what follows, we describe the three most used scheduling strategies
for both MPTCP and MPQUIC that have been extensively studied in the literature and that serve
as reference points for evaluating more advanced designs:

1. Redundant Scheduling: Redundant scheduling, sometimes also referred to as
replication-based scheduling, adopts the most conservative approach to path diversity:
every data unit (be it a TCP segment, a QUIC stream frame, or a QUIC datagram) is
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duplicated and transmitted on all available paths simultaneously. The receiver, upon
receiving the first copy of a given data unit, delivers it to the application and discards any
subsequent duplicates.

2. Round-Robin Scheduling: Round-robin scheduling distributes data units across paths in
a cyclic, sequential fashion. The first packet is assigned to path A, the second to path B, the
third back to path A, and so on (in the two-path case). The algorithm is simple, stateless
(beyond a path index counter), and ensures that all paths are utilised equally.

3. MinRTT Scheduling: The MinRTT scheduler maintains a smoothed RTT estimate for
each available path, updated continuously from acknowledgement feedback. When a new
data unit is ready for transmission, the scheduler assigns it to the path with the currently
lowest smoothed RTT, if the path's congestion window has available space. If the best
path's congestion window is full, the scheduler may either wait (blocking until window

space opens) or fall back to the next-best path, depending on the implementation.

Table 3: Comparison among the most used Scheduling Strategies for MPTCP and MPQUIC

Scheduler Advantages Disadvantages
The end-to-end (E2E) delay for
each data unit equals the
minmum delay across all paths 1 Inatwo-path scenario, the
at that instant, providing a .
. aggregate goodput is at most
natural form of instantaneous .
. . iy equal to the goodput of a single
path selection without requiring . .
Redundant . L path, since every byte of unique
explicit RTT estimation or .
- data consumes bandwidth on
prediction.
. both paths. For three paths, the
If one path fails or drops packets, .
. overhead triples, and so on.
the copy on the surviving path
ensures delivery without
retransmission delay.
. 1 Inheterogeneous environments,
In homogeneous environments, . :
. the RTT disparity causes packets
where all paths have similar RTT :
) . sent on the slower path to arrive
Round- and bandwidth, round-robin .
. . . . significantly later than packets
Robin achieves near-optimal bandwidth :
: . . sent on the faster path, resulting
aggregation with minimal . ) . .
. in receive-side head-of-line
reordering. .
blocking.

9 Exhibits a bandwidth under-
utilisation problem in
heterogeneous scenarios, since it

Effective at minimising average strongly favours the low-RTT
latency for individual data units, path, while the high-RTT path
and it naturally adapts to path receives little traffic and its
MinRTT changes: if path A's RTT capacity goes largely unused.
increases due to congestion or Under high load, the low-RTT
routing changes, the scheduler path becomes saturated (e.g., its
smoothly shifts traffic to path B. queues grow, RTT increases, and
loss rates rise) before the
scheduler meaningfully spreads
traffic to the high-RTT path.

The core component of the Multi-RAT Dual Connectivity framework has been enhanced to
support both MPTCP, already included in the initial version, and MPQUIC as a newly
introduced protocol (Figure 2). The Northbound Interface (NBI) layer continues to act as the
link between the Experiment API and the underlying infrastructure, exposing programmatic
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endpoints for orchestration and management through the Experimentation-as-a-Service APIL
This API provides essential functionalities, including experiment creation, monitoring, and
control. Finally, the AF maintains its key role in interfacing the SUNRISE-6G portal with the
experimentation backend, enabling efficient selection, execution, and monitoring of experimental
activities.

SUNRISE-6G Portal

Adaptation Layer

Experimentation-as-a-Service API

ﬁ’ Enabler’s API

Experiment
Orchestrator

—_— Multi RAT connectivity NTN-TN
Monitoring

MPTCP MPQUIC

Infra SBI
© OpenNebula Infrastructure Layer

Figure 2: Architecture of the Multi-RAT Dual Connectivity Enabler and its integration with SUNRISE-6G
Components

The following sections, 2.4 and 2.5, describe the two setups for the Multi-RAT dual connectivity
NTN-TN enabler, focusing on the updates that have taken place in terms of components and
functionality.

The first setup, deployed in the Athens testbed [7], utilises a physical UE device connected
through the Amarisoft NR RAN and Core, and incorporates the OpenSAND emulator to model the
NTN segment.

The second setup, implemented at the Siemens premises, employs UERANSIM to emulate the UE,
Open5GS as the 5G Core network, and leverages the NTN Edge Cloud System Emulator for the
NTN component.

In both setups, the MPTCP proxy is based on Linux in-kernel integration, enabling the efficient
management of multipath traffic across different network links.

2.4 Error! Reference source not found.Error! Reference source not
found.Error! Reference source not found.Multi-RAT Dual
Connectivity for TN-NTN Hybrid Setup

Figure 3 below presents the functional architecture of the Multi-RAT Dual Connectivity enabler
supporting integrated NTN-TN access, as implemented in the SUNRISE-6G project. The
foundation of the system is based on multipath transport capabilities, supporting both MPTCP
and MPQUIC to enable dynamic traffic routing across terrestrial and non-terrestrial network
paths. The introduction of MPQUIC extends the framework by providing additional flexibility at
the QUIC level for transport-layer experimentation. Recent updates, clearly marked with red
boxes in the diagram, include deploying and testing a new UE and enhancements that improve
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traffic management in the initial version of the MPTCP protocol, resulting in an improved overall
experimentation process. Moreover, the experiment orchestrator has been adapted to support
both protocols, enabling a more comprehensive evaluation of multipath transport solutions.

For performance analysis, particular emphasis is placed on the traffic generation mechanism. For
MPTCP, the iperf utility is used to generate controlled traffic streams. At the client side, iperf
creates continuous byte streams by repeatedly filling application-layer buffers with payload data
of a specified size and rate. These bytes are then passed to the transport layer, where TCP
segments them according to the Maximum Segment Size (MSS) and schedules them across
available subflows. This allows precise control over parameters such as bitrate, packet size, and
transmission duration. The server reconstructs the received byte stream and measures metrics
such as throughput and latency. For MPQUIC, a custom-built traffic generator is implemented to
replicate the same behaviour while operating over QUIC. The generator produces application-
layer data streams by allocating buffers and populating them with random byte patterns. These
bytes are encapsulated into QUIC frames and distributed across the paths at the transport layer.
Unlike TCP, QUIC performs stream multiplexing and packetisation in the user space, enabling
finer control over scheduling and retransmission strategies.

During dual-connectivity end-to-end experiments, the generated traffic is split across two paths.
The 5G path forwards byte streams from the client through the Amarisoft gNB and User Plane
Function (UPF), ensuring delivery over 5G NR. In parallel, the emulated satellite path is
implemented using the OpenSand [8] platform, where Gateway (GW), Satellite (SAT), and
Terminal (ST) modules run on separate VMs.

(Satellite Emulator
GW SAT ST

() | &' &

MPTCP-
MPQUIC
Client

4 Proxy

Scheduler SG-NR

gNB UPF ==

ﬁw J/ Server

Client UE

Figure 3: Updated Topology of the Multi-RAT Dual Connectivity NTN-TN enabler in the Athens Testbed
Error! Reference source not found.

2.4.1 Components

The updated building blocks of the final architecture for the multi-RAT dual connectivity solution
are outlined below, with each component described in detail in the following subsections.

2.4.1.1 MPTCP

The MPTCP protocol builds upon the initial implementation, extending support to both uplink
and downlink traffic in this second version while retaining the same core logic.

2.4.1.2 MPQUIC

The experimental implementation builds directly upon the open-source TQUIC library [9]. TQUIC
was selected for its native Multipath QUIC capabilities and robust Rust-based architecture,
providing the foundational transport layer for the implementation presented in this report. With
the proper configurations in place, this framework was successfully deployed and tested within
the Athens Beyond 5G (B5G) testbed environment. Figure 4 below illustrates the implementation
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of the MPQUIC protocol in the Linux Kernel, with two distinct interfaces for the NTN (eth0) and

TN (wwanO0) paths.

- ip -c a
<LOOPBACK,UP,LOWER UP> mtu 65536 qdisc noqueue state UNKNOWN group default glen 1000
link/loopback brd
inet /8 scope host lo
valid 1ft forever preferred 1ft forever
inet6

/128 scope host noprefixroute

mtu 1500 qdisc mg state
link/ether

group default gqlen 1000

inet 7 scope global dynamic noprefixroute eth®

valid 1ft 593sec preferred 1ft 593sec
1neto /04 5C0pe L1nK noprerixroute
valid 1ft forever preferred 1ft forever

<NO-CARRIER, BROADCAST ,MULTICAST,UP> mtu 1500 qdisc pfifo fast state

link/ether brd

group default glen 1000

<POINTOPOINT,MULTICAST,NOARP,UP,LOWER UP> mtu 1280 qdisc pfifo fast state UNKNOWN group default glen 500

link/none
inet6 /64 scope link stable-privacy
valid 1ft forever preferred 1ft forever

<NO-CARRIER, BROADCAST,MULTICAST,UP> mtu 1500 gdisc noqueue state

link/ether brd
scope global docker®

inet6 /64 scope lxnk stable-privacy
valid 1ft forever preferred 1ft forever

group default

TN Interface

Figure 4: NTN and TN interfaces (clients) in the kernel, indicating the MPQUIC implementation

And at the same time, the MPQUIC server is deployed on a Linux host. Running the network
interface configuration query verifies that the server possesses three active, independent
network interfaces configured to process concurrent multipath traffic, as can be seen in Figure 5.

-oot@mptcp-server:~/raw-quic/target/release# ip -c a

L: <LOOPBACK,UP,LOWER UP> mtu 65536 qdisc noqueue state UNKNOWN group default qlen 1000

link/loopback brd
inet /8 scope host lo
valid 1ft forever preferred 1ft forever
1iete 71Z6"SCope oSt
valid 1ft forever oreferred 1ft forever
<BROADCAST,MULTICAST,UP,LOWER UP> mtu 1500 gdisc fq codel state
link/ether brd
altname enpOs3
altname ens3
inet /24 brd

scope global eth®
pretens forever
inet6 /64 S(ope llnk

valid 1ft forever preferred 1ft forever

<BROADCAST ,MULTICAST,UP,LOWER UP> mtu 1500 qdisc fq codel state

link/ether brd
altname enp0s4
altname ens4
inet /24 brd scope global ethl

valid 1ft forever preferred 1ft forever
inet6 /64 scope link

valid 1ft forever preferred 1ft forever

<BROADCAST,MULTICAST,UP,LOWER UP> mtu 1500 qdisc fq_codel state

link/ether brd
altname enp0s5
altname ens5
inet /24 brd scope global eth2

valid 1ft forever preferred 1ft forever
inet6 /64 scope link

valid 1ft forever preferred 1ft forever

<NO-CARRIER,BROADCAST ,MULTICAST,UP> mtu 1500 qdisc noqueue state

link/ether brd
inet /16 brd
3 eyver prefe

scope global docker®

MPQUIC Server

default glen 1000

group default glen 1000

default glen 1000

group default

Figure 5: MPQUIC server-side in Linux host

2.4.1.2.1 Schedulers Under Test

The MInRTT scheduler selects the transmission path with the lowest latency, prioritising the
TN path (P1 - 192.168.2.2) for data traffic. At the same time, the NTN path (PO - 10.220.2.139)
also participates in traffic transmission, enabling simultaneous use of both paths while favouring
the lower-latency connection. However, due to the scheduler’s logic of always selecting the path
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with the minimum RTT, the TN path handles the majority of the traffic, as also reflected in Figure
6 and Figure 7, respectively.

3
0/88431 (0.00%

Figure 7: Server-Side Packets Collection for minRTT Scheduler (TN path prevails)

On the other hand, the RR scheduler equally splits the traffic between the two paths. As shown
in Figure 8 the scheduler initialization is followed by an even distribution of traffic between PO
and P1, while the server side aggregates the traffic according to this equal split, as illustrated in
Figure 9.

-7

~ equal traffic split

Figure 8: Initialisation of RR Scheduler and Split of the Traffic

Figure 9: Server-Side Packets collection for RR Scheduler

2.4.1.2.2 LinUCB Non-Stationary Congestion Awareness Scheduler

Efficient traffic scheduling in multipath transport protocols remains challenging in
heterogeneous and time-varying network environments, where paths exhibit dynamic latency,
congestion, and reliability characteristics. Traditional heuristic-based schedulers such as RR and
MinRTT are unable to capture these variations, as they rely on static or instantaneous metrics
without learning long-term path quality. To address this limitation, we adopt a contextual bandit
formulation based on the LinUCB algorithm to enable online learning of path performance. The
scheduler estimates the expected utility of each path using real-time transport-layer
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measurements and selects the path with the highest upper confidence bound at each
transmission opportunity. Unlike probabilistic or split-based schedulers, the proposed method
performs per-packet deterministic selection, where the decision is made by maximising the
LinUCB score across all available paths. This design ensures low computational overhead while
allowing implicit traffic balancing to emerge over time through exploration and adaptive model
updates. At each scheduling decision, a context vector is constructed for every path using cross-
layer features, including normalised RTT, congestion window utilisation, packet loss rate, and
pacing rate. These features jointly characterise both latency and congestion conditions in the
network. The LinUCB model computes a score consisting of an exploitation term (estimated
reward) and an exploration term that captures uncertainty. After each transmission, the model is
updated online using acknowledgement feedback. The observed network performance is
transformed into a reward signal, which is used to refine the per-path parameter estimates via
recursive updates of the covariance matrix and reward vector. To improve robustness under real-
world network dynamics, the scheduler incorporates several key enhancements:

1 Exponential moving average (EMA) smoothing of RTT and congestion-related metrics to
reduce noise sensitivity

9 Idle-path forgetting to reintroduce exploration for underutilised paths

1  RTT-jump detection to adapt quickly to sudden changes in path conditions

9 Adaptive exploration control through a decaying a parameter with a lower bound

These mechanisms allow the scheduler to continuously adapt to non-stationary network
conditions while maintaining stable performance across heterogeneous paths such as terrestrial
5G and satellite links.

As shown in Figure 10, the implemented scheduler operates in a continuous decision loop, where
traffic is dynamically distributed across the available paths based on learned network conditions.
At each transmission opportunity, the client generates application data and invokes the scheduler
to determine the most appropriate path for sending the next packet. At the beginning of the
transmission, both paths are utilised to allow the scheduler to explore their performance
characteristics. As feedback is collected, the scheduler progressively adjusts the traffic
distribution, favouring higher-performing paths while still maintaining limited usage of
alternative paths for exploration. The scheduler first collects real-time measurements for the
active paths, including RTT, congestion window utilisation, packet loss rate, and pacing rate.
These measurements are used to construct a context vector for each path, representing its current
network state. Based on this context, the LinUCB model computes a score for each path that
combines an estimate of its expected performance with an exploration term accounting for
uncertainty. The resulting scores are then transformed into probabilities using a softmax
function, enabling the scheduler to derive a continuous traffic distribution rather than selecting
a single path. These probabilities are accumulated into per-path credits, which serve as a
mechanism for translating probabilistic decisions into actual packet scheduling.
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"MPQUIC Client" "MPQUIC Server"
LinUCB Scheduler Path A (Interface 1) Path B (Interface 2) Receiver

1. Observe RTT & CWND

2. Compute Scores (A vs|B)

-

alt [Higher Score for Path A]

3. Send via Path A

A J

Data Transfer

A J

ACK
‘ ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
4. Feedback received

P D

[Higher Score for Path B]

3. Send via Path B
Data Transfer
ACK
)
4. Feedback received
3
5. Update Al Model (RL Update)
LinUCB Scheduler Path A (Interface 1) Path B (Interface 2) Receiver

Figure 10: Sequence Diagram of the Adaptive Schedule’s Functionality

At each step, the path with the highest accumulated credit is selected for transmission, and its
credit is reduced accordingly. This ensures that, over time, traffic is distributed proportionally to
the estimated utility of each path while maintaining smooth and stable scheduling behaviour.
After packets are transmitted and acknowledgements are received, the scheduler collects
feedback from the network. This feedback is used to compute a reward signal that reflects the
observed performance of the selected path. The LinUCB model is then updated online using this
reward and the corresponding context vector, allowing it to continuously refine its estimation of
path quality. Additional mechanisms, such as exponential moving average smoothing of RTT
measurements and detection of abrupt changes in network conditions, are incorporated to
improve robustness and responsiveness. This process repeats continuously, enabling the
scheduler to adapt to time-varying and heterogeneous network conditions. As a result, the system
achieves efficient and balanced utilisation of multiple paths, such as low-latency 5G and high-
latency satellite links, while maintaining the ability to explore and learn optimal transmission
strategies over time.

Equation (1) defines the LinUCB score used to evaluate each path. The first term represents the
estimated reward (exploitation) based on the current model parameters and observed context
features. The second term introduces an exploration bonus, which depends on the uncertainty of
the estimate through the covariance matrix © . The parameter «a controls the balance between
exploration and exploitation, allowing the scheduler to probe less-explored paths while favoring
high-performing ones. The parameter follows the standard LinUCB formulation with selection-
based decay which is a theoretically grounded approach rather than a hyperparameter requiring
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optimization. This deterministic decay ensures exploration decreases automatically as the
scheduler accumulates experience with each path, without requiring manual tuning.

on y @u n @n 1@ (1)
The scheduler selects the path with the highest UCB score described by equation (2)
& AJGAd (2)

Equation (3) computes the parameter vector — for each path by solving a regularised linear
regression problem. The matrix ~ captures the accumulated feature correlations, while &
represents the reward-weighted sum of past observations. This formulation enables efficient
online estimation of path quality.

[ b6 & (3)

Equation (4) updates the covariance matrix O after each observation by incorporating the outer
product of the context vector @ . This update reflects how frequently and in which regions of the
feature space the path has been explored, and it directly influences the confidence term in the
LinUCB score.

0 0 0w (4)
Equation (5) updates the vector & by accumulating the observed reward i weighted by the

context vector. This step integrates feedback from the network (e.g., delay, loss, congestion) into
the model, enabling it to refine its estimation of path performance over time.

& O e (5

The reward is defined as:

. A AEA ——
i —o%ﬁ R TTe p 0@ oaobo
., AUORI& ECEO
PR - N
WO oA60 50E 0 ip
To reintroduce exploration for inactive paths, the model decays when a path is idle:
0 N1o p 1 0x
Moreover, when a sudden RTT change is detected, the model partially resets:
5 (8)
Exploration is controlled using a decaying parameter:
18 1 Ag ﬁm: 9)

And the final decision rule is defined as:

A AJCAg @ 11 @! @ (10)

To evaluate the behaviour of the LinUCB-based multipath scheduler, several experiments under
varying network conditions have been conducted. While the overall trends are consistent across
runs, we focus here on a representative experiment that clearly highlights the scheduler’s
adaptive behaviour. The following plots illustrate how decisions evolve over time across the two
competing paths (PO dashed green line and P1 solid green line), tracking RTT dynamics, packet
transmission counts, exploration activity, and the resulting traffic distribution. Together, these
figures show how changes in observed path quality influence the exploration-exploitation
balance of the scheduler, and how these internal decisions are ultimately reflected in the
observed split of traffic between the two paths. In the following Figure 11 the RTT is captured for
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both paths. The practical execution of this logic is clearly demonstrated across the three distinct
phases of the experiment:

Phase 1: Exploitation (Steps 0 to 60): During the initial phase, Figure 11 shows that path P1
maintains a high RTT fluctuating between 70ms and 80ms, while path PO stays near Oms. Despite
the higher latency on P1, the scheduler's objective function, optimized for throughput, path
capacity, or a specific reward metric, heavily favors P1. As a result, Figure 12 shows a steady,
linear growth in cumulative packets sent via P1, while the traffic on PO remains entirely flat at
zero. The LinUCB scheduler is consistently exploiting its highly rewarded path.

Phase 2: At exactly step 60, a drastic network performance in terms of congestion occurs. Figure
11 captures an immediate inversion of network states: the RTT of P1 drops instantly to near-zero,
while the RTT of PO spikes vertically to approximately 65ms-70ms. This sudden shift alters the
context vector for both paths within the LinUCB algorithm.

Phase 3: The scheduler reacts instantly to the altered context. Because the reward profile flips,
the upper confidence bound score for P1 drops significantly below that of PO. As shown in Figure
15, the cumulative traffic line for P1 goes perfectly flat at step 60, meaning the scheduler
completely stops routing packets through it. Concurrently, the traffic line for PO begins to climb
linearly.

pl.rtt_ms, pO.rtt_ms

Figure 11: RTT Shift in the Two Paths
pl.sent, pO.sent

Figure 12: Packets sent for path0 and path1 Indicating Exploration
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In LinUCB, exploitation and exploration are fundamentally adversarial at a path level. When
traffic goes up, uncertainty must go down. The graphs shown in Figure 13 and Figure 14below
describe the way exploration works. When P1 sent (Figure 12) is climbing, P1 explore ratio is at
0. When P1l.sent flattens, P1 explore ratio immediately rises. This confirms the mathematical
confidence bounds are calculated exactly as intended. The sharp spike in P1’s explore ratio
around step 72 followed by a rapid drop proves that the exploration factor is working. The
algorithm did not permanently forget about P1 instead, it allowed uncertainty to grow until it
reached a threshold, forced a brief probe to check on the path, and then went back to maximising
efficiency based on the new traffic. On the other hand, based on the implemented logic as a choice
goes unselected, its calculated uncertainty bound grows. Consequently, PO’s explore ratio climbs
at a high level between 0.6 and 0.8. This high value represents the algorithm's growing curiosity
to sample the path to see if conditions have changed.

p0.explore_ratio

| \
|
| k\/\fo/\/v /‘%4/ \ﬁf ; V’“’“\/?\

|

Figure 13: Explore Ratio Drop for PO, showing that at Some Point, the Other Path is Selected

pl.explore_ratio

Figure 14: Explore ratio rises for P1, showing that is being Heavily Explored

Finally, Figure 15 tracks how the scheduler splits the traffian percentagebetween the two paths
in real time, activating path steering. For the first 60 steps, patiPl completely dominates the
transmission, hogging 100% of the traffic while pathPO sits entirely idle. But the second the
network flips at step 60, the scheduler reacts instantlyvhen the lines make acrossover, cutting

POdown to zero and launchingPOfor the rest of the run.
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pl.traffic_share_pct, p0.traffic_share_pct

= tquic-linucb-1779271509439 pl.traffic_share_pct == tquic-linucb-1779271509439 p0.traffic_share_pct

_____________________________________________________________________

Figure 15: Traffic switches between the Two Paths based on the Adapted Status
2.4.1.3 OpenSAND Satellite Emulator

The overall architecture of the Satellite Emulator continues to rely on the OpenSAND platform,
integrated on top of the Athens testbed. This integration enables a realistic evaluation of NTN-
TN interoperability scenarios, maintaining support for multipath traffic steering mechanisms,
including both MPTCP and MPQUIC. The OpenSAND components are deployed as VMs within an
OpenNebula-managed cloud environment, following the same deployment logic as in the initial
implementation. Error! Reference source not found.2.4

2.4.1.4 5G-NR components

The TN part is implemented again using the Amarisoft callbox (all-in-one), which integrates both
the 5G NR and 5G core functionalities. Compared to the initial version a different UE has been
tested in the final implementation. The device supports 5G modules with an M.2 Next Generation
Form Factor (NGFF) Key B interface [10], including Quectel models and more specifically
RM530N-GL for high-speed connectivity, fast data transfer, and enhanced network performance.
It is compatible with both Sub-6 GHz and millimetre Wave (mmWave) frequencies. The onboard
USB 3.1 Type-A port is utilising the Raspberry Pi4, providing a straightforward 5G network
solution. The hardware components comprising the UE are shown in Figure 16. On the left side
of the figure, the 5G device, along with the 5G NR module, is displayed. On the right side, the
Raspberry Pi board is shown utilised for the MPTCP and MPQUIC implementation inside its
Kernel.
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Figure 16: UE consisting of 5G Module and Rpi4

The experimental setup, as illustrated in Figure 17 consists of both the UE, described previously,
and the 5G all-in-one. The 5G access network is powered by the Amarisoft stack, which integrates
both gNB (antennas at the backside of Amarisoft) and UPF features.

Figure 17: The Actual Setup of the UE connected to the Amarisoft Callbox

The UE, equipped with a 5G module and a dedicated SIM card, establishes 5G NR connectivity and
communicates wirelessly with the Amarisoft gNB, which manages the radio link and directs the
traffic to the UPF. From there, the traffic is forwarded to the OpenNebula virtual infrastructure,
where both the MPTCP proxy and the iPerf3 and custom servers are hosted. This configuration
creates a complete end-to-end 5G data path, linking the UE to the server via the Amarisoft
components.
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2.4.1.5 Orchestrator

The backend logic for managing and monitoring the FT of the Multi-RAT Dual Connectivity for
NTN-terrestrial access is handled by the custom orchestrator, which has now been enhanced to
support both MPTCP and MPQUIC protocols. It interacts with all components of the
experimentation platform through API calls. Once all components are configured according to the
experimenter-defined parameters and confirm readiness, the orchestrator initiates the iPerf
client to generate traffic toward the server. Subsequently, it collects performance results at short,
regular intervals and reports them back to the AF, while also enabling their visualisation in the
SUNRISE-6G portal (Figure 18). To initiate an experiment, the orchestrator sends a POST request
to a dedicated API endpoint (http://10.220.2.57:8000/experiment), with a JSON payload
containing all required configuration parameters for execution. Its main functionalities are:

1 Task Lifecycle Management: It lets you programmatically create tasks for experiments,
track their lifecycle state (PENDING, RUNNING, COMPLETED, FAILED), and store results
for each task identified by an experiment ID.

1 Callback Handling: For each task, it enables the registration of callback URLs for both
status updates (e.g., state transitions like RUNNING or COMPLETED) and data results (e.g.,
experiment KPIs). As tasks progress or finish, the system automatically posts updates to
these URLSs, allowing other systems or web frontends to react in real time.

1 Async Notification and Results Formatting: The update_task_state function triggers
HTTP callbacks with the experiment’s status or results. When results are available, it
parses and converts raw experiment data (such as iPerf output) into a standardised KPI
format (e.g., for jitter, packet loss, throughput), attaches timestamps and sends the
formatted structure to the results callback URL.

71 Isolation and Reusability: All tracking is done in simple Python dictionaries, isolating
each experiment (by its unique ID) and allowing multiple concurrent experiments with
independent callback management.

2.4.2 Interfaces

Building upon the architecture and operational workflow established in the initial version, the
updated orchestrator enables the automated deployment and execution of experiments while
continuously monitoring their status. Through its API, users can retrieve information about
testbed availability, discover the set of supported experiments and their required parameters,
launch experiments with customised configurations, and track their execution progress. The
experiment orchestrator serves as the central component responsible for managing, configuring,
and executing the experiments presented below. It provides a unified interface through which
users can define the experimental setup, specify the required configuration parameters, and
initiate experiment execution. These configurations include, among others, the traffic distribution
between the NTN and 5G paths, the selection and characteristics of the NTN link, uplink and
downlink traffic settings, and the parameters of the custom traffic generator used for multipath
transport evaluations. The overall architecture reflecting the experiment is illustrated in Figure
18 . A key enhancement of the current version is the support for both Multipath TCP (MPTCP)
and Multipath QUIC (MPQUIC), allowing the same experimental framework to be used for
evaluating and comparing different multipath transport technologies.
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Figure 18: Updated FT in SUNRISE-6G Portal supporting both MPTCP and MPQUIC

The exposed API endpoints and their corresponding HTTP verbs are listed below in Table 4.
These endpoints support the complete lifecycle of experiment execution, from checking
infrastructure availability to monitoring experiment progress. Users can first verify whether the
testbed is available via the testbed availability endpoint, then retrieve a list of executable
experiments along with their required configuration parameters. Once an experiment has been
selected, it can be initiated through the experiment execution endpoint by providing the
necessary input parameters in the request body. After submission, the platform assigns a unique
experiment identifier that can be used to query the experiment status endpoint and monitor the
execution progress until completion. Together, these APIs provide a streamlined mechanism for
discovering, launching, and managing experiments on the SUNRISE 6G testbed.

Table 4: Endpoints exposed for multi-RAT TNT-TN Experimentation

REST
Method

Resource URI Description

GET /sunrise6g/availability/testbed Retrieve testbed availability

Retrieve experiment name, status
(availability to be executed) and

GET /sunrise6g/availability /experiments parameters which are expected
in the POST body for proceeding to
execute it.
GET /sunrise6g/experiment/status?exp_id=ID | Retrieve the status of the experiment
POST /sunrise6g/experiment Start experiment

Figure 19 presents the set of configuration parameters available for FT along with their
predefined values. These parameters define the experimental setup and allow users to customise
different aspects of the experiment execution.
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I "name": "mode",
{ "default_value": "uplink",
“name": "NCSRD NTN-TN Functional Test", "optional”: false,
"status": true, "value' i
“parameters": [

"name": "protocol” "max": null,
"default_value" C "predefined":
"uplink",
"downlink"
1
+
"max": null, {
"predefined": [ "name": "scheduler",
"tcp", "default_value": "RoundRobin",
"optional": false,
"value": "string",
: null,
null,
"name": "window_size", "max": null,
"default_value": "64K", "predefined"‘:
"optional™: false,

"max": null,
"predefined": [

"default_)
"optional

"max": 5,
"predefined": []
h

“name": “duration",

: "seconds",

10,

1 200,
"predefined": []

“predefined": []

"name": "bandwidth"
H "name": "ntn_orbit_type",

"default_value": "LEO",
"optional": false,

"max";

“predefined": "max": null,

"predefined":
“LEQ",

Figure 19: List of Parameters and their Predefined Values for the Configuration of the FT
2.4.3 Results of the Final Implementation

The architecture presented in Figure 18 and the endpoints presented in Table 4 are implemented
and reflected in the FTs available through the portal, as shown in Figures 20 and 21. The figures
illustrate the FT configuration interface and protocol-specific parameters prior to test execution.
Figure 20 depicts the updated MPTCP FT, whereas Figure 21 depicts the MPQUIC FT. The results
obtained from the FTs for both protocols will be presented and discussed in detail as part of WP6
and in D6.2 due to M36.
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Figure 20: NTN-TN FT for MPTCP Protocol in the Portal
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Figure 21: NTN-TN FT for MPQUIC Protocol in the Portal

2.5 Multi-RAT Dual Connectivity for TN-NTN Standalone Setup

This testing playground follows a fully softwarised emulation approach for both the TN and NTN
segments.
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2.5.1 Components

The testing playground is built upon three key components, as depicted in Figure 22:

I.

ii.
iil.

NTN Edge Cloud System Emulator, an emulation framework for NTN networks and
devices,

UERANSIM, an open-source tool for simulating RAN and UE interactions,

Open5GS, an open source 5G core network implementation.

Open5GS

. e

Figure 22: Multi-RAT Dual Connectivity for TN-NTN with Emulated NTN and TN Segments

Together, these components form an E2E 5G/6G TN-NTN testing infrastructure. Their detailed
role within the testing playground is as follows:

1

NTN Edge Cloud System Emulator: The NTN Edge Cloud System Emulator is an
orchestration and emulation framework designed to build distributed and dynamic NTN
edge networks and computing systems, such as those involving satellites, ground stations,
and devices. By doing so, this tool can serve as a one-stop shop for defining and
instantiating NTN testbeds. The NTN segment is mostly emulated or simulated. It can be
connected to a real networking segment (e.g., a private LAN or even the Internet itself)
and/or to real industrial systems. Additionally, each node in the NTN edge network can
be used for deployment.
i.  Real-world applications,
ii.  Additional capabilities (e.g., Satellite Computing capabilities)
iii. Connecting dedicated devices, such as IoT sensors, to create a hybrid and mixed-
reality environment.

Open5GS: Open5GS is an open-source, 3GPP-compliant 5G Core implementation that
serves as the mobile core network, managing essential functionalities such as user
authentication, session establishment and control, mobility management, and
infrastructure monitoring. Although it provides an implementation of a wide range of 5G
NFs, it still lacks the implementation of Non-3GPP Interworking Function (N3IWF) and
Trusted Non-3GPP Gateway Function (TNGF), which are necessary to fully support
interworking as a non-3GPP Access Network option.
UERANSIM: UERANSIM is an open-source tool that mimics the behaviour of a 5G UE and
RAN (i.e., gNB). Although it does not fully implement the physical layer, it emulates the
5G-NR radio interface over the UDP protocol and, consequently, it can model the physical
and protocol layers (including the establishment of the user plane via General Packet
Radio Service (GPRS) Tunneling Protocol (GTP) as well as the signalling procedures
between the UE, RAN and 5G Core (including authentication and key agreement
procedures).
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Note that, in this setup, the satellite and mobile networks are developed, implemented, and
operated as completely distinct networks, interconnected via ground stations that serve as
gateways (Option A in Section 2.2). The simplest scenario has been chosen to establish baseline
measurements for multi-RAT dual connectivity, ensuring that our initial analysis is
straightforward and focused on fundamental performance metrics.

2.5.2 Interfaces

Despite not being targeted as an experimental enabler within the scope of the project, this setup
also supports the interfaces of the Multi-RAT dual connectivity enabler regarding the experiment-
related operations (see Table 5). These consist of interfaces related to SUNRISE-6G, including the
APIs that interact with the SUNRISE-6G AF. The details of these interfaces are reported in WP5
deliverables D5.2 [11] and D5.4 (which will be submitted concurrently with this deliverable), and
are both related to the integration of the 6G library with the experimentation plane.

Table 5: Experiment-related Interfaces of the Multi-RAT Dual Connectivity Enabler

Interface ID Interface Description

Experiment-related operations

SUNRISE6G-Experiment (start/stop/retrieve results)

2.5.3 Stream-Aware MPQUIC Scheduler for Heterogeneous Terrestrial and
NTN

The Stream-aware MPQUIC schedUler for heterogeNeouS terrestrlal and NTN (SUNRISE)
scheduler is explicitly designed to exploit the complementary strengths of the terrestrial and non-
terrestrial paths while respecting their limitations. The terrestrial path's low latency is leveraged
to provide the fastest possible delivery of mission-critical data; the satellite path's wide coverage
and capacity are leveraged for bulk data delivery (and as a redundancy path for datagrams). The
expected trade-off is clear and intentional:

1 Latency improvement for mission-critical traffic: delivery latency approaches or
matches the fully redundant scheduler and significantly undercuts minRTT (which would
occasionally send datagrams on the slower path when the fast path's congestion window
is full).

7 Slight throughput reduction for bulk traffic: The throughput loss compared to an ideal
multipath bandwidth-aggregation scheduler is bounded by the capacity of the unused
path. However, compared with the fully redundant scheduler used for bulk traffic, the
single-path approach delivers far superior throughput.

This is not a compromise but a deliberate, application-informed allocation of network
resources, enabled by MPQUIC's unique ability to differentiate scheduling at the stream and
datagram level.

2.5.3.1 Traffic Classification

The proposed scheduler begins by classifying traffic within the MPQUIC connection into two
distinct classes (as summarised in Table 6), each mapped to the appropriate QUIC delivery
primitive:

1. Mission-Critical Traffic encompasses time-sensitive data for which low-latency delivery
is paramount and stale information is of diminished or zero value. This traffic is carried
as QUIC datagrams, leveraging their unreliable, message-oriented semantics. The choice
of datagrams is deliberate: by avoiding retransmission, the protocol avoids expending
time and bandwidth recovering data that, by the time it could be retransmitted, would
already be outdated. Each datagram is a self-contained unit that is either delivered
promptly or not at all.
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2. Bulk Transfer Traffic comprises larger, delay-tolerant payloads where completeness
and throughput matter more than immediacy. This traffic is carried as QUIC reliable
streams, benefiting from QUIC's built-in retransmission, flow control, and ordered
delivery guarantees. The application can tolerate the higher latency inherent in reliable
delivery because the data is not time-critical.

Table 6: Traffic Classification within MPQUIC

Mission-Critical Bulk Transfer
Delivery QUIC Datagrams QUIC Streams
Reliability Unreliable Reliable
Latency Low-Latency Best effort
Volume Low (small payload) High (large payload)
Staleness Critical Tolerant

2.5.3.2 SUNRISE MPQUIC Scheduler Design

The stream-aware scheduler intercepts every outgoing data unit at the MPQUIC scheduling layer
and applies one of two policies based on the data's classification:

1. Redundant Scheduling for Mission-Critical Datagrams: Every mission-critical
datagram is duplicated and transmitted on all available paths. In the TN/NTN two-path
case, this means one copy is sent over the terrestrial link and an identical copy over the
satellite link. The receiver delivers whichever copy arrives first and silently discards the
duplicate. This ensures that the delivery latency for each mission-critical message equals
the instantaneous minimum across both paths. In practice, dominated by the terrestrial
path under normal conditions, with the satellite copy providing a safety net in case the
terrestrial path experiences a transient outage, spike in delay, or packet loss. The
bandwidth overhead is bounded by the mission-critical data rate, which by design is small
(short messages at relatively low frequency) compared with the available path capacity.

2. Single-Path Scheduling for Bulk Streams: Bulk stream frames are sent exclusively on
one path. The path selection for bulk traffic can follow several strategies: always use the
NTN path (to offload bulk data from the latency-sensitive terrestrial link), always use the
terrestrial path (if maximum throughput is desired and terrestrial capacity is sufficient),
or dynamically select based on congestion-window occupancy and available bandwidth.
In our design, the default policy directs bulk traffic to the maxRTT path, reserving the low-
latency terrestrial path's headroom for mission-critical datagrams (note that the selected
MPQUIC implementation would still fall back to another path if the congestion window is
full, regardless of the scheduler decision). This single-path policy maximises goodput for
bulk data because no bandwidth is wasted on redundant copies.

In a multipath context, datagrams combined with redundant scheduling offer a powerful
mechanism: the same datagram can be sent on multiple paths, and the first copy to arrive is
delivered to the application, achieving latency equal to the minimum across all paths without the
penalty of reliability-induced delays. The remaining capacity can then be used by the remaining
traffic flows. The overall workflow is depicted in Figure 23.
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Figure 23: Scheduling Policy Workflow
2.5.3.3 Cross-Traffic Interaction and Path Budget Management

An important design consideration is the interaction between the two scheduling policies on
shared path resources. When a mission-critical datagram is replicated onto one of the paths, it
consumes a small portion of that path's congestion window and bandwidth. Because mission-
critical datagrams are typically small and sent at modest rates, this consumption is negligible
relative to the path's capacity. Nevertheless, the scheduler must ensure that the path's congestion
window is not fully consumed by bulk traffic to the point where there is no room for datagram
copies. Our implementation reserves a configurable fraction of each path's congestion window
for mission-critical traffic, guaranteeing that redundant datagrams can always be dispatched
without queuing behind bulk frames. Conversely, the single-path policy for bulk traffic means that
the bulk stream does not compete for bandwidth on the path not selected for it. If bulk traffic is
directed to the NTN path, the terrestrial path remains essentially dedicated to (the small volume
of) mission-critical datagrams, minimising contention and keeping terrestrial-path queues short,
which further benefits datagram latency.

2.5.4 Results

This section presents a rigorous performance analysis and evaluation of the two multipath
protocols and their respective scheduling algorithms. Leveraging the SIEMENS testbed combined
with a softwarized infrastructure, the analysed results demonstrate the structural trade-offs of
and benefits of each approach.

2.5.4.1 MPTCP Experiments

The initial set of experiments for the MPTCTP implementation utilises iperf3 as the baseline
measurement tool to assess network performance. These tests were first conducted over legacy
TCP to establish a reference point for comparison. Subsequently, the same tests were run over
MPTCP, facilitated by mptcpize, a program that enables multipath TCP on existing legacy
applications. To do so, mptcpize dynamically intercepts library calls, transparently modifying the
TCP socket creation to a MPTCP socket and, therefore, allowing kernel’s MPTCP capabilities to be
enforced. Both tests are represented in Figure 24. This approach enables us to directly compare
the performance improvements offered by MPTCP with those of traditional TCP in multi-RAT
dual-connectivity NTN-TN scenarios, providing a clear understanding of the benefits and
potential challenges associated with multipath connectivity.
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Figure 24: iperf3 Experiments over legacy TCP and MPTCP

Figure 25, Figure 26, and Table 7 showcase the behaviour of two of these schedulers for MPTCP
(results for MPQUIC are shown later in section 2.5.4.2 for the comparison with a proposed
scheduler):

As shown in Figure 25 in:

Scenario (a), the 5G-only deployment with legacy TCP has a stable performance with
consistent throughput around 50 Mbps, indicating efficient operation under traditional
terrestrial conditions.

Scenario (b), utilising NTN-only with legacy TCP, demonstrates some performance
instability, with throughput fluctuating between 5 and 20 Mbps, primarily due to the
inherent variability of satellite communications.

Scenario (c), integrating 5G and NTN using MPTCP, presents unexpected challenges due
to the combination of low-latency and high-latency paths, which leads to packet
reordering issues.

Consequently, the aggregate performance at the application level exhibits variations, which are
due to an attempt by the TCP/IP stack to handle out-of-order packet delivery. The E2E latency
profiles presented in Table 7 show that latency remains comparable in the best conditions, but
still diverges at their maximum values.
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Figure 25: MPTCP subflow (minRTT) over 5G and NTN

Figure 26 showcases the effectiveness of the same fully emulated MPTCP deployment when
managing network failures through backup paths.

In scenario (a), the 5G-only deployment with legacy TCP demonstrates stable throughput during
normal operation but exhibits complete service interruption during failure periods (t=30stot=
60s), highlighting the vulnerability of single-path communications.

In contrast, scenario (b) implements MPTCP with NTN as a backup path, showing improvements
in connection resilience. While maintaining similar performance during normal operation, the
connection transitions to the NTN backup path during 5G failures, ensuring service continuity at

a reduced throughput (switching between latency profiles measured in the baseline experiment,
Table 7).

This failover mechanism ensures session continuity without connection termination,
demonstrating MPTCP’s capability to manage path diversity, while also exhibiting efficient
recovery behaviour when 5G connectivity is reestablished.

60 60
| —— 5G Flow —— 5G Flow
NTN Flow NTN Flow
—— App . —— App

Throughput (Mbps)
8
Throughput (Mbps)

0 20 40 60 80 100 120 ) 20 40 60 80 100 120 ) 20 40 60 80 100 120
Time (seconds) Time (seconds) Time (seconds)

(a) 5G only with legacy TCP (b) NTN only with legacy TCP (c) 5G and NTN as subflow with MPTCP

Figure 26: MPTCP subflow (backup) over 5G and NTN

Table 7: Latency Measurements Across Different Configurations

Scenario Average Minimum 95% Maximum
5G-only, legacy TCP 6.091ms 5.717ms 6.378ms 9.305ms
NTN-only, legacy TCP 41.071ms 29.172ms 52.826ms 286.849ms
5G and NTN (MPTCP subflow) 6.128ms 5.667ms 6.380ms 24.718ms

All the abovementioned schedulers share a fundamental limitation: they apply a single, uniform
policy to all traffic within a connection, without a mechanism to distinguish between traffic that
requires low latency and traffic that prioritises throughput, between small mission-critical
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messages and large bulk transfers, or between unreliable datagrams and reliable streams. In an
environment where a single MPQUIC connection multiplexes diverse traffic classes (i.e., each with
distinct quality-of-service requirements), a uniform scheduling policy forces a compromise that
underserves at least one traffic class.

This observation motivates the design of a scheduler that is not only path-aware but also stream-
aware, applying differentiated scheduling policies to different traffic classes within the same
connection. In addition, the ongoing integration of TN and NTN is creating heterogeneous
communication environments that pose unique challenges for transport-layer protocols, as
highlighted in the results above for MPTCP. In these network architectures, a device or gateway
can maintain simultaneous connectivity over at least two fundamentally different types of links:

i.  Terrestrial paths characterised by relatively low latency (single-digit to low tens of
milliseconds RTT), moderate-to-high bandwidth, and generally low packet-loss rates;

ii.  Non-terrestrial paths characterised by significantly higher latency (tens of milliseconds
for LEO constellations up to ~600 ms for GEO) due to propagation delay, variable
bandwidth subject to orbital dynamics and atmospheric conditions, and potentially
higher or bursty packet-loss rates.

This RTT asymmetry makes conventional uniform schedulers ineffective. MinRTT would route all
traffic over the terrestrial path virtually, wasting satellite capacity. Round-robin would inflict
severe reordering due to the path delay differential. Fully redundant scheduling would deliver
low latency, but at the cost of halving (or worse) the effective throughput. None of these strategies
considers that the traffic itself may be heterogeneous, with different streams demanding different
treatment.

2.5.4.2 MPQUIC Experiments

The client machine (i.e, Dual RAT device) is equipped with two network interfaces, each
connected to a separate emulated path. The server machine has two interfaces. Network
emulation is applied using Open5GS/UERANSIM for the 5G path and COSNO for the NTN path.
The two paths are fully independent: they share no physical link, buffer, or shaping state,
accurately reflecting the independence of terrestrial and satellite links in a real deployment.
During each experiment, the client triggers two concurrent traffic flows within a single MPQUIC
connection, which start simultaneously and run for the full duration of the experiment (300
seconds):

1. Mission-critical datagram flow: The client sends ping QUIC datagrams at a constant rate
of 200 datagrams per second (i.e., one every 5ms). Each datagram carries a monotonically
increasing sequence number and a transmission timestamp, enabling the receiving server
to echo it with a pong message. At each ping-pong cycle, the client computes the RTT
latency and detects losses. This flow emulates real-time telemetry or control traffic.

2. Bulk transfer stream: The client opens a single QUIC reliable stream and requests the
transmission of a 50GB payload as fast as the transport allows (i.e., limited only by
congestion control and flow control). The receiver logs the total bytes received and the
elapsed time to compute throughput. This flow emulates a large file transfer or data
upload.

Finally, the MPQUIC implementation is based on tquic [9], which we extended with a new
scheduler module. For the experiments, we compare our proposed scheduler with three other
scheduler variants: the MinRTT scheduler, the redundant scheduler, and the round-robin
scheduler.

1. Mission-Critical Datagram Latency:

Figure 27 presents the time-series evolution of the round-trip time experienced by mission-
critical datagrams over the full 300-second experiment duration for each of the four schedulers
under test. The SUNRISE-6G scheduler consistently achieves the lowest RTT throughout the
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measurement window, settling into a narrow band of approximately 30-50 ms after the initial
transient phase and showcasing lower variance compared to all other schedulers. The Redundant
scheduler is the second-best performer, stabilising around 50-70 ms after an initial overshoot of
roughly 130 ms during the connection ramp-up. The MinRTT scheduler displays a more erratic
pattern: after an initial spike to approximately 200 ms in the first 10 seconds, likely caused by the
scheduler exploring both paths before the RTT estimates converge, it settles into a range of 60-
80 ms, but with noticeably higher instantaneous variance than either SUNRISE or Redundant
schedulers. The Round-Robin scheduler performs worst, exhibiting persistent high-amplitude
oscillations that frequently reach 100 ms and occasionally spike to 200 ms. These oscillations are
a direct consequence of Round-Robin's path-agnostic cycling, which forces a substantial fraction
of datagrams onto the high-latency NTN path regardless of its RTT.

The empirical Cumulative Distribution Function (eCDF) of mission-critical datagram RTT, shown
in Figure 29 (left), provides a complementary statistical view that confirms and sharpens the
time-series observations. The SUNRISE scheduler's eCDF rises most steeply, indicating a tightly
concentrated latency distribution: its median (p50) RTT is approximately 26 ms, its 95th-
percentile (p95) latency is approximately 89 ms, and its 99th-percentile (p99) latency remains
below approximately 113 ms. The Redundant scheduler follows closely, with an average around
68 ms and a p99 near 133 ms. The MinRTT scheduler's eCDF rises more gradually, reflecting its
higher variance; its average is approximately 55 ms, but the distribution's tail extends further,
with a p99 around 207 ms, indicating that a non-negligible fraction of datagrams experience
delays well above the terrestrial-path baseline. The Round-Robin scheduler exhibits the widest
distribution by a considerable margin: while its average is around 68 ms, its heavy tail extends
up to 500 ms, yielding a p99 of approximately 463 ms. This long tail reflects the occasions on
which datagrams scheduled onto the satellite path must traverse the full NTN propagation delay,
a penalty that round-robin imposes systematically rather than exceptionally.

2. Bulk Stream Throughput:

Figure 28 presents the time-series throughput of the bulk reliable stream over the 300-second
experiment. The MinRTT and round-robin schedulers achieve the highest instantaneous
throughput values, fluctuating in the range of 55-65 Mbit/s with occasional peaks approaching
70-90 Mbit/s. Both schedulers distribute bulk stream frames across both available paths when
congestion-window headroom permits, enabling a degree of bandwidth aggregation that pushes
throughput above the capacity of any single path. The Redundant scheduler delivers a more stable
but lower throughput of approximately 53 Mbit/s, with substantially less variance. This stability
arises from the fact that, under full redundancy, every stream frame is duplicated across both
paths, which limits the effective goodput to roughly the capacity of a single path despite
consuming capacity on both. The SUNRISE-6G scheduler records a throughput of approximately
56-65 Mbit/s, above the Redundant scheduler but lower than the MinRTT and Round-Robin
schedulers. This outcome is consistent with SUNRISE's design: by confining the bulk stream to a
single path, it intentionally trades a modest amount of aggregate throughput for the assurance
that the low-latency terrestrial path remains uncongested and fully available for mission-critical
datagrams.

The throughput eCDF, shown in Figure 29 (right), reinforces these observations. The MinRTT and
Round-Robin scheduler distributions are concentrated around 55-70 Mbit/s, with steep eCDFs
that reach p99 by approximately 90 Mbit/s, confirming their consistent high-throughput
performance. The SUNRISE scheduler's eCDF is slightly shifted to the left, with the bulk of its
distribution falling between 50-65 Mbit/s, reflecting its single-path throughput limitation.
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Packet Loss:

Table 8 reports the packet-loss statistics for mission-critical datagrams across the four
schedulers, averaged over all experiment runs. All schedulers transmit approximately the same
number of datagrams, providing a consistent baseline for comparison. The SUNRISE-6G
scheduler achieves a dramatically lower loss rate of 4.7 £ 0.5%, meaning that most mission-
critical datagrams are successfully delivered to the application. This result stands in sharp
contrast to the three baseline schedulers, all of which exhibit substantially higher loss. The
Redundant scheduler records a loss rate of 25.7 + 0.5%.

Although it replicates datagrams across both paths, the congestion introduced by simultaneously
duplicating bulk stream frames elevates queue occupancy on both links, increasing the
probability that datagram copies are dropped on both paths before reaching the receiver. The
MinRTT scheduler suffers a still higher loss rate of 32.1 + 0.8%, a consequence of directing both
mission-critical datagrams and the entirety of the bulk stream onto the terrestrial path (i.e., the
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lowest-RTT path) thereby saturating its capacity and inflating queue occupancy to the point
where datagram frames are frequently dropped alongside bulk data. Without the safety net of a
redundant copy on an alternative, uncongested path, each dropped datagram represents an
irrecoverable loss. The Round-Robin scheduler performs worst, with a loss rate of 50.0 + 1.0%. By
mechanically distributing both bulk stream frames and mission-critical datagrams across both
paths in a cyclic fashion, Round-Robin congests both the terrestrial and the satellite links
simultaneously, leaving no uncongested path on which datagrams can be reliably delivered.

The result is that approximately half of all mission-critical messages are lost, a rate that reflects
the compound effect of elevated queue pressure on both paths rather than merely the satellite
link's inherent loss characteristics. SUNRISE's order-of-magnitude improvement over all
baselines is attributable to its combined strategy of datagram redundancy and bulk-traffic
isolation: by replicating datagrams on both paths while keeping the terrestrial path free from
bulk-induced congestion, SUNRISE-6G scheduler ensures that at least one copy survives delivery.
The result is a mission-critical datagram channel that is not only the lowest in latency but also the
most reliable, despite operating over an unreliable datagram transport primitive.

Table 8: Packet Loss Statistics

Scheduler Packets Sent | Packets Received  Packets Lost Loss Rate (%)
MinRTT 6013.9+0.1 4081.9 +46.8 1932.0 £ 46.8 32.1+0.8
Redundant 6013.9+£0.1 4465.5 + 30.8 1548.5 +30.8 25.7+0.5
Round-Robin 6011.2 £0.2 3006.4 +61.1 3004.8 +61.2 50.0+ 1.0
Sunrise 6010.9 £ 0.2 5730.3 +31.3 280.6 £ 31.3 4.7+0.5

Combined Latency-Throughput Trade-off:

Figure 30 maps each scheduler onto a two-dimensional trade-off space, with the mean bulk
stream throughput on the horizontal axis and the mission-critical datagram p99 latency on the
vertical axis. Lower positions indicate better latency performance, and rightward positions
indicate better throughput, so the ideal operating point is the lower-right corner of the plot. The
Pareto frontier (i.e., the set of operating points for which no improvement in one metric is
possible without degradation in the other) is indicated by dashed lines. In addition to these two
primary axes, the figure also encodes a third performance dimension (i.e., mission-critical
datagram loss rate), enabling a joint assessment of latency, throughput, and reliability for each
scheduler.

The Round-Robin scheduler occupies the worst position in this space, sitting in the upper region
of the plot and simultaneously exhibiting the highest datagram loss rate among all schedulers. Its
high throughput cannot compensate for the severe latency penalty and the substantial loss of
mission-critical messages it imposes, rendering it unsuitable for any application with real-time
delivery or reliability requirements. The MinRTT scheduler improves substantially on latency
while closely matching the Round-Robin scheduler's throughput. However, its latency is still
dominated by tail events in which datagrams are diverted to the satellite path, placing it well
above the Pareto frontier's lower bound. Moreover, MinRTT's datagram loss rate, while lower
than Round-Robin’s, remains considerable, reflecting the absence of redundancy to protect
datagrams that are scheduled onto the lossier NTN path. The Redundant scheduler reduces
latency further by replicating datagrams across both paths and achieves a moderately lower loss
rate than MinRTT, but this benefit comes at a throughput cost because the duplication of stream
frames consumes bandwidth on both paths without contributing additional unique data.
Furthermore, the congestion caused by blanket duplication limits the reliability gains that
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redundancy would otherwise provide, preventing the Redundant scheduler from fully exploiting
on-path diversity for datagram protection.

The SUNRISE-6G scheduler achieves the most favourable position in the trade-off space across all
three dimensions. It records the lowest p99 mission-critical datagram latency of all four
schedulers, while simultaneously delivering a mean bulk throughput higher than the Redundant
scheduler and only marginally below the MinRTT scheduler. Critically, SUNRISE-6G also achieves
by far the lowest datagram loss rate, demonstrating that its selective-redundancy strategy (i.e.,
replicating only mission-critical datagrams while isolating bulk traffic onto a separate path)
protects datagram delivery far more effectively than even the fully redundant scheduler, which
undermines its own redundancy through bulk-induced congestion. SUNRISE-6G thus sits
squarely on the Pareto frontier, representing the operating point at which no further
improvement in latency, throughput, or reliability can be obtained without sacrificing
performance on at least one of the other axes. The dashed Pareto-frontier lines confirm that
SUNRISE-6G dominates both the Redundant scheduler (which achieves similar latency but at
lower throughput and higher loss) and the MinRTT scheduler (which achieves similar throughput
but at higher latency and substantially higher loss), and it strictly dominates the Round-Robin
scheduler on all three dimensions.
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Figure 30: Latency vs. Throughput Trade-off Comparison
Discussion:

The experimental results validate that stream-aware scheduling differentiation within Multipath
QUIC is an effective strategy for heterogeneous integrated terrestrial and non-terrestrial network
environments. The SUNRISE-6G scheduler’s optimal positioning in the latency/throughput trade-
off space demonstrates that it is possible to deliver near-optimal latency for mission-critical
traffic without imposing a significant throughput penalty on bulk transfers, provided that the
scheduler exploits the semantic distinction between traffic classes available at the QUIC layer.
Three key mechanisms underpin this result, each of which carries broader implications for the
design of future multipath transport systems in satellite-augmented networks:

1. By applying redundant scheduling exclusively to mission-critical datagrams, the
SUNRISE-6G scheduler ensures that every time-sensitive message benefits from path
diversity without incurring the bandwidth cost of duplicating the far larger bulk data
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volume. This demonstrates that redundancy is most effective when applied surgically to
traffic that genuinely benefits from it, as indiscriminate redundancy can generate the very
congestion it seeks to circumvent.

2. By confining the bulk stream to a single path, the SUNRISE-6G scheduler preserves the
terrestrial path as alow-congestion conduit for mission-critical datagrams while ensuring
that the NTN path's capacity is productively employed for throughput-oriented data
rather than consumed by redundant copies of delay-tolerant traffic.

3. The throughput cost of SUNRIS-6G scheduler’s single-path bulk policy proves modest in
practice, as the NTN path provides sufficient capacity to absorb the workload. This trade-
off is not a fixed compromise but a context-dependent balance that favours the SUNRISE-
6G scheduler more strongly as path asymmetry increases, precisely the conditions under
which integrated TN/NTN architectures operate.

From a practical standpoint, the deployability of the SUNRISE scheduler is facilitated by MPQUIC's
user-space implementation and its native distinction between streams and datagrams. The
classification logic (i.e., identifying whether an outgoing data unit is a datagram or a stream
frame) is trivially available from the QUIC framing layer and requires no deep packet inspection,
application-layer signalling, or external policy infrastructure.
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3 O-RAN Digital Twin

This chapter presents the final progress report on the implementation of an O-RAN Digital Twin
as a 6G Enabler platform for the SUNRISE-6G project. As introduced in D4.3 [2], the objective of
the ONDT is to provide a virtualised representation of an O-RAN network that allows for
controlled experimentation, dataset generation, and pre-deployment testing of ML-based
X/rApps.

More specifically, the chapter covers:

1 Description of the main components of O-RAN architecture.
9 The final architecture of the ONDT detailing its components.
1 The final implementation and validation of the ONDT through the FTs.

3.1 Introduction

Figure 31 shows the O-RAN architecture as defined by the specification. The ONDT
implementation focuses on three main O-RAN domains:

1 The Near-Real-Time (Near-RT) RIC which can communicate directly with 3GPP defined
components (RUs, DUs, CUs). Near-RT RICs provides a programmable interface to
application developers to write their own apps, called xApps, and leverage the capabilities
of the E2 protocol. xApps target a time granularity for their control-loop between 10
milliseconds and 1 second.

1 The Non-Real-Time (Non-RT) RIC that may control through policies the behaviour of
multiple nodes (through the O1 interface) or (through the Al interface) xApps. Like the
Near-RT RIC, the Non-RT RIC allows the development of applications, called rApps, to
allow developers access the Non-RT RIC services, its data and its policies. The time
granularity of the control-loops implemented by rApps is higher than 1 second.

9 The RAN domain, which can be disaggregated into CU, DU and RU components, and allows
remote monitoring and control through O-RAN interfaces like O1 and E2. In the case of
the ONDT, this domain is emulated by the simulation layer.

Service Management and Orchestration Framework

Non-Real Time RIC o1 Legend
—— 3GPP interfaces
—— O-RAN interfaces

X2-c

X2-u

————NG-u

Xn-u

E2

Xn-c
NG-c

Fl-c

Open FH M-Plane

Open FH CUS-Plane Open FH M-Plane

— 0-Cloud

Figure 31: O-RAN Architecture

Furthermore, and in addition to the 3GPP network interfaces, O-RAN introduced several new
interfaces to achieve its purposes. The main interfaces considered within the ONDT are:
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1 E2 interface for the communication between the NFs and the Near-RT RIC. Through this
interface, RAN elements can be registered, controlled and monitored. The definition of the
E2 interfaces is based on Service Models, especially:

0 Key Performance Metrics (KPM): Focused on the obtention of KPM from the E2
nodes, which can be related to cells, UEs and events, among others.

0 RAN Control (RC): Implements RC, mainly focused on managing UE behaviour
such as traffic steering or QoS control.

0 Cell Configuration and Control (CCC): Implements CCC, targeting optimizations
at the cell level such as cell on/off switching or resource allocation per slice.

9 Al interface as the policy framework between a Non-RT RIC and a Near-RT RIC. O-RAN
defines specific A1 policy types, such as Energy Savings or QoS target, which determine
the policy scope and statement or objective.

1 R1 interface which manages the protocol for the communication of rApps with the Non-
RT RIC and among each other. It implements Data Management and Exposure (DME) and
Service Management and Exposure (SME) services.

In the context of SUNRISE-6G, the ONDT is designed as an advanced and flexible experimentation
framework enabling experimentation with O-RAN alliance interfaces and Al-driven rApps/xApps
in realistic and heterogeneous 6G environments. The purpose of the ONDT is to provide a next-
generation experimentation platform where experiments can access an 0-RAN-enabled testbed
integrating RAN emulators, Near-RT RICs, and Non-RT RICs through standardised O-RAN
interfaces. In line with the O-RAN architecture principles, the Near-RT and Non-RT RIC platforms
act as programmable orchestration and intelligence layers, enabling experimenters to deploy,
monitor, and dynamically control xApps and rApps for autonomous RAN optimisation and
management.

A key innovation of the proposed ONDT architecture lies in its modular and virtualised design,
which enables seamless integration of simulation, emulation, orchestration, and Al-driven
control functionalities within a unified experimentation environment. The SUNRISE-6G ONDT
mainly focus on integration with the Non-RT and Near-RT RICs, leveraging the A1 and E2
interfaces to respectively enable coordination between rApps and xApps, and allow the
monitoring and control of emulated RAN nodes. Additionally, it will support the configuration of
the simulation layer to emulate realistic network behaviour and facilitate the deployment and
evaluation of AI/ML-driven optimisation strategies.

3.2 ONDT Final Implementation

Main implementation details of the ONDT, including code structure, were reported in D4.3. In this
deliverable, we will mainly focus on the final integration of the relevant components to provide
the final framework and workflows. Also, deployment details are presented.

3.2.1 ONDT Final Architecture and Main Components

Figure 32 depicts the final functional architecture of the ONDT implemented in SUNRISE-6G.
Although the main components of the ONDT framework are highlighted in green, other
components from the O-RAN architecture and layers, such as the RICs and the RAN emulator, are
also relevant for understanding its final implementation. These components have required
additional developments to support the final implementation and validation.
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Figure 32: High-level ONDT Architecture
3.2.1.1 ONDT Layer

The ONDT layer is illustrated in the green block of Figure 32. It interacts between the SUNRISE-
6G AF (and consequently, the SUNRISE-6G portal) -orange colours- and the RIC/RAN Emulation
Layers - blue colours. The main functionality of the ONDT is to translate high-level, experiment-
related commands to low-level vendor-specific commands that carry out an RAN Network Digital
Twin experiment.

This layer has been developed as a set of microservices that can be orchestrated in a Kubernetes
environment. All except the Message Queue (based on open-source, CNCF-incubating project
nats.io) are built as stateless services. Leveraging all the capabilities of the NATS project, it
operates both as a Message Queue and as persistent storage for the ONDT layer to minimise the
overall footprint and complexity of the solution. We next describe the functionality of the main
components of the ONDT Layer.

NBI API Server (nbi-apiserver)

NBI API server exposes a Northbound Service that accepts incoming requests from the SUNRISE-
6G AF. It is fully compliant with the latest specification of the AF protocol that applies to all
SUNRISE-6G testbeds, as the HTTP server code has been generated from the AF OpenAPI specs.
Once a request has been received, it will be parsed and validated against the AF protocol message
schema, and if parsing is successful, a publish request will be sent towards NATS MQ. The API
server is stateless and does not hold the state of requests.

NBI Web User Interface (nbi-webui)

NBI WebUI service implemented a simple Web Ul that was used for monitoring/testing purposes
for the ONDT framework. Its main functionality was to provide the ONDT administrator with the
ability to see the real-time status of experiments, ONDT RIC/RAN emulator components,
applications, etc. As its sole purpose was ONDT monitoring (Figure 33), WebUI has read-only
access to the ONDT status and assets and does not allow any Experiment operations or other
configuration.
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Figure 33: ONDT Monitoring WebUI
Experiment Manager (experiment-manager)

Experiment Manager is the main component of the ONDT layer. It handles the full lifecycle of the
experiments, saves configuration and current state, and is aware of the real-time status of all the
southbound components (Non-RT RICs, Near-RT RICs, RAN emulators).

The Experiment Manager is not exposed directly to external consumers but rather communicates
through the NBI and SBI components. It receives asynchronous messages from NBI (e.g.
experiment or status requests through nbi-apiserver or monitoring requests from nbi-webui) and
processes them. Similarly, it receives asynchronous status messages from the SBI components,
which run the actual experiment. The Experiment Manager can invoke any SBI component
through direct commands: it can essentially order the onboarding/deployment of an x/rApp, the
loading/initialisation of a Network topology in the RAN emulator, start/stop experiment, and all
the offboarding commands once the experiment has been completed or force-stopped.

All communication with the NBI and SBI components is carried over the NATS Message Queue
with asynchronous messages following the publish/subscribe pattern. Additionally, all state,
configuration, experiment data, etc., are stored in the NATS MQ using its Key-Value Store
capability. Therefore, the Experiment Manager has full access to all the data and MQ topics.

SBI RIC (sbi-ric)

The Southbound Interface for RIC offers low-level connectivity with the Non-RT RICs and Near-
RT RICs. It has been designed in a way that is as much as possible agnostic of the RIC
implementation in the internal interface with the MQ and then translates these requests to the
actual proprietary API calls for each RIC platform through the form of some adapter. The final
implementation has been tailored around the Juniper-provided Non-RT and Near-RT RICs and it
can programmatically perform:

1 Adding/Removing a Non-RT or Near-RT RIC using the proper authentication methods.

1 Onboard/Offboard rApps and xApps to the RIC platform.

1 Deploy (Run)/Undeploy (Stop) rApps and xXApps.

1 Monitor Non-RT and Near-RT RIC operations and report back to the Experiment Manager.

SBI RAN emulator (sbi-sim)
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The SBI RAN emulator works in a similar way to the SBI RIC, but it operates against RAN
emulation environments. It has been built in a way that is as agnostic as possible from/towards
Experiment Manager, and it can translate Manager’s request to low-level commands for a specific
RAN emulation environment. In its final implementation, SBI-SIM has been tested to work against
Keysight RICTest software that can emulate small to large RAN Network Topologies and
communicate with the RIC platform over the O-RAN E2 protocol.

The SBI can programmatically perform the following operations:

9 Listing available network topologies from RAN emulation.

1 Load a topology in the RAN emulator.

9 Start running a topology/experiment (E2 messages start flowing towards Near-RT RIC).
9 Stop a running topology and collect the results.

NATS Message Queue

As already mentioned, NATS implements a full Message Queue system which supports many
different configurations (e.g. no or disk/memory persistency, pub/sub and request/reply to
patterns, topic partitioning, etc.). It is a very lightweight process, and in the latest releases it also
supports a Key-Value Store functionality, which ONDT uses for storing its own configuration data,
experiment history, real-time status, etc.

Given that NATS requires storage capabilities for its persistency layer, it is deployed as a
Statefulset rather than a stateless Kubernetes Deployment. NATS also comes with a tool, called
nats-box, which has been deployed for testing and internal monitoring purposes, as it offers some
useful utilities to see the MQ traffic.

Prometheus Push Gateway

Prometheus Push Gateway is a helper tool in case the x/rApps need to send runtime metrics
towards a running Prometheus instance. The use of Push Gateway instead of Prometheus was
because x/rApps may be complete or terminated by the ONDT at any time, thus the Prometheus
scraper may miss data. Having the x/rApps deliver their own metrics at their own pace to the
Push Gateway and having Prometheus scrape them from the Gateway ensures that metrics will
not be lost.

Code and Deployment view

Latest ONDT code is available at https://github.com/SMARTECH-ISI-Athena/SUNRISE-6G-
ORAN-Network-Digital-Twin. The repository contains all source code, container image creation
and Helm charts for the microservices of the ONDT layer, and a central installation through
Helmfile open-source project for the orchestration of the individual microservice Helm charts.

ONDT Layer runs in a dedicated Kubernetes namespace. For reference, the Kubernetes
deployment consists of the following deployments, stateful sets, and services:

189d

sbi - sim ClusterIP 10.108.195.223 <none> 80/TCP
$ kubectl get deployment -nsunrise -ondt

NAME READY UP -TODATE AVAILABLE AGE
experiment - manager 171 1 1 189d

nats - box 171 1 1 189d

nbi - apiserver 171 1 1 189d

nbi - webui 171 1 1 189d

prom- stack - kube- prometheus - operator 1/1 1 1 189d

pushgateway - prometheus - pushgateway 1/1 1 1 189d

shi -ric 171 1 1 189d

shi - sim 171 1 1 189d

$ kubectl get statefulset -nsunrise - ondt

NAME READY AGE

nats 1/1  189d

prometheus - prom- stack - kube- prometheus - prometheus 1/1  189d
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$ kubectl get services -nsunrise -ondt

NAME TYPE CLUSTER -IP EXTERNAL -IP PORT(S) AGE
experiment - manager ClusterlP 10.97.67.111 <none>  80/TCP 189d

nats ClusterlP 10.102.43.83 <none>  4222/TCP 189d

nats - headless ClusterlP  None <none> 4222/TCP,8222/TCP

189d

nbi - apiserver ClusterlP  10.106.180.71 <none> 8090/TCP,8091/TCP
189d

prom- stack - kube- prometheus - operator ClusterlP 10.105.98.44 <none>  443/TCP 189d

prom- stack - kube- prometheus - prometheus ClusterlP 10.106.130.206 <none> 9090/TCP,8080/TCP
189d

prometheus - operated ClusterlP None <none> 9090/TCP 189d

pushgateway - prometheus - pushgateway ClusterlP 10.111.141.251 <none>  9091/TCP 189d

shi -ric ClusterlP 10.103.244.31 <none> 80/TCP 189d

3.2.1.2 RIC Layer including rApps/XApps

The RIC layer is based on Juniper’s solution, which comprises the Non-RT and the Near-RT RICs.
The architecture of the Non-RT RIC is in Figure 34 The main relevant components are:
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Figure 34: Juniper Non-RT RIC Architecture

The main components of Non-RT RIC architecture are:

1 A1l termination: Al termination is responsible for sending A1 policy messages to Near
RT RIC.

1 R1 termination: The R1 termination component implements the R1 protocol for
establishing communication between rApps and the Non-RT RIC platform.

1 Application On-boarder: Application On-boarder is for onboarding the (r)Apps, that the
operator provides as JSON descriptors to the Non-RT RIC Platform.

1 Application Manager: The Application Manager is responsible for the LCM of an (r)App
on the Non-RT RIC Platform.

Regarding the Near-RIC, its architecture is depicted in Figure 35, based on the following main
components:

1 A1l mediator: A1 Mediator component is responsible for sending A1 policies that are
created from Non-RT RIC to the appropriate (x)Apps, based on the supported Al Policy
Types.

1 E2 termination: E2 Termination component is responsible for managing E2 connection
and transporting EZAP messages towards E2 nodes.

1 Application On-boarder: Application On-boarder is responsible for onboarding the
(x)Apps, which the operator provides as JSON descriptors, to the Near RT RIC Platform.
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1 Application Manager: Application Manager is responsible for the LCM of an (x)App on
the Near RT RIC Platform. This is the component that deploys and removes (x)Apps,
providing statuses and information on existing deployments.
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Figure 35: Juniper Near-RT RIC Architecture

During ONDT implementation and validation, the main focus was on developing automated
control loops involving rApps that generate policies and xApps that produce control actions based
on those policies. At the Non-RT layer, this involved enabling rApps to obtain RAN telemetry,
implement a control loop potentially based on ML outputs, and generate valid A1 policies. At the
Near-RT layer, this involved enabling xApps to process Al policies, perform E2-based KPM
reporting, and support E2-based RAN control and configuration. The implementation of these
features and associated workflows is described in Section 3.2.2.

3.2.1.3 RAN Emulation Layer

Keysight's RICtest is a RAN emulation solution that enables testing of the Non-RT RIC (and rApps)
and the Near-RT RIC (and xApps) under different RAN configurations and traffic patterns, as
illustrated in Figure 36. It enables the validation of four main aspects:

1 Performance: Determines Non-RT and/or Near-RT RIC readiness for production load
levels.

1 Conformance: Assesses standards compliance for E2 and A1 interfaces, following O-RAN
Alliance specifications.

i Interoperability: Enables validation of vertical integration involving RICs and
rApps/xApps from different vendors.

I Use Cases: Validates operations and performance of automated closed loops
implemented through rApps and xApps targeting RAN optimisations.

For the O-RAN DT validation, the main focus is the validation of use cases, according to the
developed rApps/xApps by the experimenters. Additionally, the interoperability of these
xApps/rApps will be indirectly assessed based on the results. To this end, Keysight provides
support for the E2SM KPM, RC, and CCC service models, which facilitate telemetry, network state,
and network modification delivery. In the case of RAN performance metrics, they are based on
NR (TS 28.552) [13] and E-UTRA (TS 32.425) [14] specifications.
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Figure 36: Keysight RICtest Architecture Error! Reference source not found.

Another key aspect for the DT is the design of RAN, UE mobility and traffic patterns. As shown in
Figure 37, the Keysight RICtest allows defining sites and/or individual capacity (300 m) and
coverage (2 km) cells. Different parameters of the cells can be configured, such as the central
frequency, the beam properties, the number of slices, or the number of radio resources available
per slice, among others. Regarding mobility, stationery, line and circle movement are supported.
When defining the UEs, the experimenter can select the desired mobility pattern and speed, which
will be maintained throughout the entire simulation. For each UE or group of UEs, the traffic
pattern can also be configured, allowing us to define the uplink and downlink rates and the
throughput gradient (steady, bell curve, inverted bell curve). UEs can follow a timeline,
deactivating and activating different traffic patterns during the simulation.
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Figure 37: Keysight RICtest RAN and Mobility Patterns Design Error! Reference source not found.
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The scenario configuration can be applied via the API following a JSON format, allowing the O-
RAN DT to dynamically apply it according to the defined experiment.

3.2.2 Main Workflows

1. Setup:

Figure 38 depicts the main procedures of the establishment workflow during ONDT setup. First,
the ONDT checks the connection status with all the required components and discovers the
available resources for experimentation in the form of rApps, xApps and DT scenarios. Then, it
follows the connection establishment between the SUNRISE-6G Portal and the ONDT, where these
resources are made available to the FTs. Note that the E2 setup between the Near-RT RIKC and
the O-RAN Emulator is performed when initiating the scenarios, as detailed in the next workflows.
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Figure 38: ONDT Setup Workflow

Figure 39 illustrates an example of the response sent from the ONDT to the Portal during the FT
discovery and establishment process. This info is used by the Portal to allow the experimenters

to declare the inputs of the experiment (duration, rApps, xApps and DT-based scenario).

“name"

", optional”:"fa

“unit”

Figure 39: Example of ONDT FT Endpoint.

"predefined”:[]

"predefined”:[]},

"predefined”:[]

The ONDT defines three types of FT (described in Section 3.3) along with the parameters the
experimenter can configure, such as setting the experiment duration or selecting the scenario,
rApp, and xApp from a list.

2. rApp/xApp development and onboarding:

@SUNRISE-6G
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The SDK used to implement rApps and xApps is based on Python, enabling rapid prototyping and
the use of common Python libraries. For instance, it supports the integration and execution of
embedded machine learning models through libraries such as Keras and TensorFlow. Once
developed, the Application On-boarder and Manager enable its lifecycle management, as
illustrated in Figure 40 and Figure 41. Once onboarded, the rApps and xApps are available for the
ONDT to deploy and undeploy them, using the LCM subsystem.
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egistry”: "s-artifactory. junip
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xapp-admissian-control i2eatric i2eat-non-rt @ Ready
xapp-e2-load-generator i2eatrie i2cat-non-rt & Ready
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Figure 41: xApp LCM Dashboard
3. KPM collection:

To implement KPM collection from E2 nodes, xApps require subscribing to E2 nodes using the
E2-KPM Service Model. First, as depicted in Figure 42 after successful E2 setup the xApp can
retrieve the information from the discovered E2 nodes, which is required to obtain the different
identifiers involved in the E2 communication.
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E2NodeComponentConfig data successfully retrieved: {'items': [{'E2NodeComponentConfiguration': {'RequestPart': {'initiatingMessage': {'criticality’:
‘reject’, 'procedureCode': 21, 'value': {'protocollEs’': [{'criticality': "reject’, 'id': 27, 'value': {'globalGNB-ID': {'gNB-ID': {'gNB-ID': {'length': 22,
‘value': '@eee14°'}}, 'pLMNIdentity': "22F64@°}}}, { criticality’: 'ignore’, "id': 82, ‘value’: 'GNB-5-5'}, {'criticality’: 'reject’, 'id’': 182, ‘value':
[{'broadcastPLMNList': [{ 'pLMNIdentity': '22F64@°', 'tAISliceSupportList’: [{'s-NSSAI': {'s5T': ‘e1'}}]}], "tAC': 'eeeeel’}]}, { criticality’: 'ignore’, "id':
21, "value': 'v32°}1}}}, ‘ResponsePart’: {'successfulOutcome’: {'criticality': ‘reject’, “procedureCode’: 21, ‘value': {'protocolIEs’': [{ criticality’:
‘reject’, 'id': 1, 'value': 'FiveGC'}, {'criticality': 'reject', 'id': 96, ‘value': [{'gUAMI': {'aMFPointer': '@4', 'aMFRegionID': '@1", 'aMFSetID': 'e@@4@’,
"pLMNIdentity’: '22F64@'}}]}, {'criticality': 'ignore', 'id': 86, 'value': 1}, {'criticality’: 'reject’, "id': 8@, 'value': [{'pLMNIdentity': '22F64@',
"sliceSupportlist': [{'s-WSSAI': {'sST': '@1'}}]}]}]}}}}, 'E2NodeComponentID': {'amf_name': 'FiveGC'}, 'E2NodeComponentInterfaceType': 'NG'}], 'version':
‘v2'}

Figure 42: E2 Node Information

Then, using the appropriate request format implemented by Juniper’s RIC following E2-KPM and
ASN.1 specification, the xApp generates the RIC Subscription Request to the specific nodes, cells
and KPMs. In the implementation and validation, we used E2SM-KPM-EventTriggerDefinition-
Format1, which allows to obtain periodic measurements from node-level KPMs. Figure 43 shows
an example of a E2 request of different KPMs such as RRU.PRBAvailDI or RRU.PRBAvailUl.

~ E2SM-KPM-ActionDefinition f616 o1 68 00 @@ 46 00 3d 84 2e 4d c@ a8 28 5e c@ a8

ric-style-Type: 1 0020 64 14 77 85 92 58 f6 fb @a 60 a3 5f 36 02 00 03

v actionDefinition-formats: actionDefinition-Formatl (8)

8f ee 00 81 0@ 00

v actionDefinition-Formatl
v measInfolist: 13 items
v Ttem @
v MeasurementInfoIltem
v measType: measMame (@)
measName: RRU.PrbAvailDl
v labelInfolist: 1 item
v Item @
~ LabelInfoltem
v measlabel
nolabel: true (@)

dDl- ---
*RRU.Prb Usedul-
ConnMean
-DR

~ Item 1
v MeasurementInfoItem
E . MaxPow|
- PEE.MinP|
-@-

v measType: measName (@)
measName: RRU.PrbAvailUl
v labelInfolist: 1 item
v Item @
~ LabelInfoltem
v measlabel
nolabel: true (@)

v Ttem 2
v MeasurementInfoltem
v measType: measName (@)
measName: DRB.UEThpDl
v labelInfolist: 1 item
v Item @
~ LabelInfoltem
~ measlabel
nolLabel: true (@)
v Item 3

v MeasurementInfoltem

Figure 43: E2-KPM Request Format

This message triggers the generation of RIC E2 Indication messages by the E2 nodes, which
contain the values of the requested KPMs, as depicted in Figure 44.
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v E25H-KPM-Indicationtessage
v indicationMessage-formats: indicationMessage-Formatl (8)
v indicationMessage-Formatl
v measData: 1 item
v Item @
v MeasurementDataltem
v measRecord: 13 items
~ Item @
v MeasurementRecordItem: integer (@
integer: 3
v Item 1
v MeasurementRecordItem: integer (0
integer: 3
> Item 2
> Ttem 3
> Item 4
> Item s
> Item &
5 Item 7
> Item 8
> Item 9
> Ttem 10
5 Ttem 11
> Item 12
~ measInfolist: 13 items
v Ttem @
v MeasurementInfoltem
v measType: measame (@)
meashame: DRE.MeanActiveleDl
« labelInfolist: 1 item
v Item @
v LabelInfoItem
v measLabel
nolabel: true (@)
v Item 1
v MeasurementInfoltem
w measType: measName (@)
meashame: DRE.MeanActiveleul
v labelinfoList: 1 item
v Item @
v LabelInfoltem
v measLabel
nolabel: true (@)
v Ttem 2
v MeasurementInfoltem
w measType: measame (@)
meashame: DRB.UEThpDL
« labelInfolist: 1 item

210

52 54 90 a7 €2 35 52 54
01 84 00 21 4@ 00 40 84

2020 92 58 77 85 T6 40

01 64 4d a9 2a ea 00 @0
48 51 4f 00 00 06 00 1d
05 00 02 68 @1 00 of oo
19 00 0a 09 0@ 00 00 @0
81 20 81 le 05 00 00 60
00 65 01 85 00 1a 08 @1
16 68 01 11 0@ 00 00 @0
4d 65 61 6e 41 63 74 69
00 60 81 16 44 52 42 Ze
76 65 55 65 55 6c 01 20
55 45 54 68 7@ 44 6¢ @1
2e 55 45 54 68 70 55 6
45 2¢ 41 76 67 50 6F 77
50 45 45 2¢ 45 6e 65 72
50 45 45 2¢ 4d 61 78 50
00 bo 50 45 45 2e 4d 69
00 €0 90 be 52 52 43 2e
01 20 90 @e @@ de 52 52
69 6c 44 6c @1 20 00 00
62 41 76 61 69 6C 55 6
55 2e 56 72 62 55 73 65
& 52 52 55 2e 50 72 62
00 60

Figure 44: E2-KPM Response Format
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Once received and parsed by the xApp using Juniper’s SDK, this data can be stored in the Near-RT
RIC databases and managed by xApps. It can also be exposed to external entities, such as rApps.
0-RAN leaves the implementation of this exposure as vendor-specific and does not define a
dedicated interface for this purpose. Recently, the Y1 interface was defined by O-RAN to expose
analytics to external entities, such as applications hosted at the edge. However, in our use case,
the objective was to expose this information to rApps. Thus, we implemented a Prometheus-
based exposure system to allow this exchange of information between xApps and rApps,
leveraging the Prometheus Server in the ONDT. Exposed KPMs adhere to 3GPP/0-RAN naming
conventions. They include cell and node IDs as labels to facilitate efficient data aggregation and
filtering. Figure 45 shows an example of the output generated by the Prometheus exporter

embedded in the xApp.

@SUNRISE-6G
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# HELP DRB_MeanActivelUeDl DRB_MeanActiveleDl
# TYPE DRB_MeanActiveUeDl gauge
DRE_MeanActiveleDl{cell id="1",e2_node="22604-
DRB_MeanActiveleDl{cell_ id="3",e2_node="22604-
DRB_MeanActiveUeDl{cell_id="5",e2_node="22604-
DRB_MeanActiveUeDl{cell id="2",e2_| “node="22604-
DRE_MeanActiveleDl{cell id="4",e2_node="22604-
DRB_MeanActiveleDl{cell_ id="6",e2_node="22604-
# HELP DRB_MeanActiveleUl DRB_HeanActlueUeUl
# TYPE DRB_MeanActiveUeUl gauge
DRE_MeanActiveleUl{cell_ id="1",e2_node="22604-
DRB_MeanActiveleUl{cell id="3",e2_node="22604-
DRB_MeanActiveUeUl{cell id="5",e2_node="22604-
DRB_MeanActiveUeUl{cell id="2",e2_| node="22604-
DRE_MeanActiveleUl{cell_id="4",e2_node="22604-
DRB_MeanActiveUeUl{cell_id="6",e2_node="22604-
# HELP DRB_UEThpDl DRE_UEThpD1

# TYPE DRB_UEThpDl gauge

1-2"} 660 1770913535022
1-5"} 587 1778918536823
1-6"} 278 1778918538185
1-2"} 2569 1770918535436
1-5"} 2596 1770913538085
1-6"} 123@ 1778918538229

"} 66@ 1778918535824
"} 587 1778918536885
"} 278 1778918538187
'} 2569 1778918535439
"} 2596 1770918538060
} 123@ 1778918538231

DRE_UEThpD1{cell id="1",e2 node="22604-1-2"} 5000 1778918535027

5",e2 _node="226084-1-6"} 9
2",e2 node="22604-1-2"} 4
4",22_node="22604-1-5"} 4

3",e2_node="22604-1-5"} 5858 1778918536172

568 1778918538191
648 1778918535443
521 177@918538148

DRB_UEThpD1{cell_id="6",e2_node="226084-1-6"} 5888 1778913538233

# HELP DRB_UEThpUl DRE_UEThpul

# TYPE DRB_UEThpUl gauge

DRE_UVEThpUl{cell_id="1",e2_node="22604-1-2

DRB_UEThpUl{cell_id="3",e2_node="22604-1-5

DRB_UEThpUl{cell id="5",e2_node="22684-1-6"
1-2
1-5
1-6

DRB_UEThpUl{cell id="2",e2 node="22684-
DRE_UEThpUl{cell_id="4",e2_node="22604-
DRB_UEThpUl{cell_id="6",e2_node="22604-
# HELP PEE_AvgPower PEE_AugPower

# TYPE PEE_AvgPower gauge
PEE_AvgPower{cell_id="1",e2 node="22604-1-2"}
PEE_AvgPower{cell_id="3",e2_node="22604-1-5"}
PEE_AvgPower{cell id="5
PEE_AvgPower{cell_id="2",e2 node="22604-1-2"}
PEE_AvgPower{cell_id="4",e2 node="22604-1-5"}
PEE_AvgPower{cell_id="6",e2_node="22604-1-6"}
# HELP PEE_Energy PEE_Energy

# TYPE PEE_Energy gauge

PEE_Energy{cell_id="1",22_ node="22684-1-2"} 5@
PEE_Energy{cell_id="3",e2_node="22604-1-5"} 52
PEE_Energy{cell id="5",e2 node="22604-1-86"} 41
PEE_Energy{cell_id="2",e2_node="226@4-1-2"} 11
PEE_Energy{cell_id="4",22 node="22684-1-5"} 11
PEE_Energy{cell_id="6",e2_node="22604-1-6"} 1@

# HELP PEE_MaxPower PEE_MaxPower

# TYPE PEE_MaxPower gauge
PEE_MaxPower{cell_id="1",e2 node="22684-1-2"}
PEE_MaxPower{cell_id="3",e2_node="22604-1-5"}
PEE_MaxPower{cell id="5
PEE_MaxPower{cell_id="2",e2 node="22604-1-2"}
PEE_MaxPower{cell_id="4",e2 node="22684-1-5"}
PEE_MaxPower{cell id="6",e2 node="22604-1-6"}
# HELP PEE_MinPower PEE_MinPower

# TYPE PEE_MinPower gauge
PEE_MinPower{cell_id="1",e2 node="22684-1-2"}
PEE_MinPower{cell id="3",e2 node="22604-1-5"}
PEE_MinPower{cell id="5

DEE MimDanarl 21l $4-"7" 27 Anda-"27£04_1_7"1

Figure 45: Prometheus Expo

1770918535033
1778918536326
1776918538288
1778918535447
1770218538152
1778918538234

586 1778918535839
525 1778918536478

",e2_node="22604-1-6"} 418 177@318538209

119 1778913535458
115 1778918538156
18l 177918538236

1778218535043
1778918536547
1778918538212
1778918535454
1778218538168
1778218538238

586 1778918535846
525 177@918536652

",e2_node="22604-1-6"} 418 1778918538214

128 1778918535457
116 177@918538164
lel 177a@91853823%

586 1778918535852
525 177@918536832

",e2_node="22604-1-6"} 418 1778918538216

118 1776018536481

rter Outputs

Data stored in the Prometheus Time-Series Database (TSDB) is accessible via its API, which
supports operations such as filtering, aggregation, and averaging. While this is commonly
exploited for non-real-time visualisation (with periods exceeding 1 second), for instance through
a Grafana dashboard integrated into the ONDT, these capabilities also enable automated dataset
generation. To this end, we implemented an rApp that extracts specific metrics from the
Prometheus TSDB and archives them in Minio S3 in CSV format. Figure 46 and Figure 47 an
example of this data, which enables the training and evaluation of ML models using the ONDT.

@SUNRISE-6G
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E kpm-sunrise

scrape_ts
1774343406
1774349406
1774349406
1774349406
1774343406
1774349406
1774349407
1774349407
1774349407
1774349407
1774349407
1774349407
1774349408
1774349408
1774349408
1774349408
1774349408
1774349408
1774349409
1774349409
1774349409
1774349409
1774349409
1774343409
1774349410
1774349410
1774349410
1774349410
1774349410
1774349410
1774349411
1774349411
1774349411
1774349411

sample_ts
1774349406
1774349406
1774349406
1774349406
1774349406
1774349406
1774349407
1774349407
1774349407
1774349407
1774349407
1774349407
1774349408
1774349408
1774349408
1774349408
1774349408
1774349408
1774349409
1774349409
1774349409
1774349409
1774349409
1774349409
1774349410
1774349410
1774349410
1774349410
1774349410
1774349410
1774349411
1774349411
1774349411
1774349411

« Name

B test1_20260324_103819_000001.csv
B test1_.20260324_104504_000001.csv
B test1.20260324.105004_000002.csv
B test1.20260324.105322_000003.csv
B test1_20260324_130504_000001.csv

B test1_20260324_130729_000002.csv

Last Modified

Tue, Mar 24 2026 11:38 (GMT+1)
Tue, Mar 24 2026 11:45 (GMT+1)
Tue, Mar 24 2026 11:50 (GMT+1)
Tue, Mar 24 2026 11:53 (GMT+1)
Tue, Mar 24 2026 14:05 (GMT+1)

Tue, Mar 24 2026 14:07 (GMT+1)

Figure 46: Minio Stored Data

label_cell_id label_e2_node RRU_PrbAvailDL RRU_PrbAvailUl RRU_PrbUsedDl RRU_PrbUsedUL DRB_UEThpDL DRB_UEThpUL DRB_MeanActiveUeUL DRB_MeanActiveUeDl

122604-1-2

5 22604-16 175 273 9%
3 22604-15 119 273 154
2 22604-12 15 273 258
4 22604-1-5 27 273 246
6 22604-1-6 155 273 18
122604-12 110 273 163
522604-16 175 273 9%
3 22604-15 119 273 154
2 22604-12 15 273 258
42260415 27 273 26
6 22604-1-6 155 213 118
122604-12 110 273 163
5 22604-16 175 273 9%
32260415 119 273 154
222604-1-2 15 213 258
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Figure 47: Generated Datasets
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Figure 48 illustrates the main workflow of this procedure. Note that in case the dataset rApp is
not selected to be deployed in the FT, the workflow is then limited to the xApp operation, i.e., KPM
gathering via E2 and storing in the Prometheus time-series database.
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KPM collection wofklow
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Figure 48: KPM Collection Workflow
4. Control Policy Management:

Due to the targeted use case in WP6, based on QoS-aware energy efficiency, we focused on the A1
policies related to energy savings. Particularly, we leveraged “O-RAN standard Energy saving
policy” (oran_energysaving_3.0.1), whose schema is defined in the latest 0-RAN A1 specification.
This mainly defines a scope, which provisions the target cell identifiers, and an objective, which
allows the targeted energy consumption or energy-saving percentage for these cells to be
specified. The following JSON shows an example of a valid Al policy instance generated by the
rApp using this scheme.

"scope": {
"cellIdList": [

"plmnId": {

"mee": "226",
"mnc": "e4"

I

neTd™: {

"ncI": 32778

Js
"esObjectives": {
"esPercentage”: 6

Figure 49: A1 Policy Instance using A1 ES Schema

Once received through the A1l Mediator, the xApp parses the A1l policy and generates the
associated E2 message to apply the RAN control. For instance, in this case, an E2-CCC control
action is required, which targets the E2 node associated with this cell ID. Figure 50 depicts an
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example of the CCC message captured in the E2 interface, which includes the target cell and the
new ES status, following the E2 CCC format.

I HED Ccontro e

ProtocolIE-Field

6e74726f6c4d657373616765466F726d6174; ¥ 36F6e74726F6C6CE65

sageFormat

fCellsControlled

Member: cellGloballd
Object
Membe 1mnIdentity

Member: mcc

g value:

mcc

Member: mnc
Target cell [
! g [
identity g value: @4

mnc

Key: plmnIdentity
[

Member: nRCellIdentity
[
[

String value:
Key: nRCellTdentity

Member: 1istDFCnnfiguratinnstructuneg
Arr
Object
Member: newValuesOfAttributes
Object
Member: ranConfigurationStructure
Object
Member: energySavingControl

Status

nConfigurationStructure

Key: newValuesOfAttributes

[
Figure 50: Capture of the E2 CC Message

Figure 51 illustrates the main workflow of this operation, involving xApp KPM retrieval, rApp ES
policy generation according to ML model outputs and current metrics, and xApp CCC control
action. Note that if the ES rApp is not selected to be deployed in the FT, the workflow is then
limited to the xApp operation. In such a case, a specific xApp doing simple ES management
according to gathered KPMs metrics (e.g., load threshold) can be deployed.
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Control policy workflow
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Figure 51: CCC Control Workflow
3.2.3 Deployment Details

The ONDT framework was deployed at i2CAT laboratories, with connectivity to the Keysight
Emulator server established via an internal VLAN. Both the ONDT and the Juniper RIC were
orchestrated using Kubernetes. The technical specifications for both servers are detailed below:

1 ONDT: VM allocated at the i2CAT cloud, comprehending 2 core and 8 GBs of RAM.
1 RIC: Intel(R) Xeon(R) Gold 5411N with 48 cores and 256 GBs of RAM.
1 Keysight: Intel(R) Xeon(R) Gold 6326 with 32 cores and 64 GBs of RAM.

The northbound interface of the ONDT was then exposed via public IP to the SUNRISE-6G AF and
Portal. FT 1 described in Section 3.3.1.1 validated this integration.

3.3 ONDT Final Validation

The validation of the ONDT was mainly based on the FTs available to validate the E2E function
triggered by the Portal. Note that while the FTs make use of specific rApps, xApps, and scenarios
to validate the ONDT and the energy-saving use case demonstrated in WP6, the ONDT framework
is extensible with additional xApps and rApps, which may be evaluated through new scenarios.

The experiments available within the ONDT framework are based on realistic traffic patterns
derived from a real MNO dataset. To implement these scenarios, we developed the methodology
illustrated in Figure 52.
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Final
results
Raw Processed config file JSON
data itial data — config Keysight Simulation
MNOdataset F—=>( poecuing _generator ————> ysig
py RICTester
——

Model
execution +
rApp/XApp

Model Emulated
training dataset

Figure 52: Methodology for ONDT Scenarios Generation

Specifically, a Python-based orchestration script processes an Excel file containing refined
dataset parameters to generate the emulated scenario based on predefined cell and UE locations.
The input data utilised by this script includes:

1 Cell-level PRB data: Sampled at 15-minute intervals or averaged to the target granularity.
9 UE Throughput Profiles: Average throughput levels per user (e.g., 5 Mbps, 15 Mbps).
9 Cell Capacity Constraints: Maximum cell throughput determined by UE positioning.

Using these inputs, the Python script generates the configurations necessary for the Keysight RIC
Tester to replicate the MNO traffic patterns. The script dynamically calculates the number of UEs
required at each location and timestep to achieve the target PRB allocation. This methodology
allows us to easily emulate any specific day from the dataset, facilitating the generation of
synthetic data required to train and validate the A[/ML models and rApps/xApps.

MNO’s 5G NSA sectors are composed by several 4G carriers with different bandwidths and a 5G
3.5GHz 100MHz carrier to emulate the scenario, we grouped 4G carriers under a common 5G
coverage cell of 50MHz and the 5G carrier as the capacity cell of 100MHz. Then, to emulate the
PRB occupancy of the carriers, we fixed the throughput of the UEs to a given value according to
the requested QoS value and modified the number of actives UEs in steps (one per real-time hour)
according to THE dataset day-night cycles. Results in Figure 53 show the strong correlation
between the dataset and the emulated load.
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Figure 53: Correlation between the Emulated and the Real Traffic Patterns

For the scenario considered in WP6, focused on energy efficiency, we selected three
representative sites, as illustrated in Figure 54, one highly loaded, one moderately loaded, and
one lightly loaded. Each resulted in a different percentage of potential energy savings according
to the requested throughput (5 Mbps) and outage (15%). The load of 72 hours was emulated,
with aggregated peaks of 1000 active UEs and 4 Gbps.

High loaded

Low loaded

Med loaded

Figure 54: WP6 Scenario based on the ONDT (Keysight dashboard)

Figure 55 shows how the PRB occupancy per cell type varied during the experiment, and the
average throughput per UE in the downlink. Note that the low throughput peaks were caused by
the simulator when modifying the number of UEs in each step.

Additionally, Figure 56 and Figure 57 depicts the variation of UE connections to emulate the

targeted traffic patterns.
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Figure 55: PRB and UE Throughput Variation During Simulations
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Figure 56: Variation of the Number of UEs During Simulations to Emulate Traffic Patterns

Additionally, we developed scenarios involving five sites, each characterised by an identical load
pattern. Three distinct cases were generated to represent low, medium, and high traffic loads
across these sites. These scenarios are available for selection during ONDT experimentation.
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Figure 57: ONDT Scenarios with 5 Sites

3.3.1.1 Functional Test 1

This FT validates the readability of the ONDT experiments and verifies the connection between
the Portal, the ONDT framework, the RICs, and the RIC Test.

i2catd Juniper
Non-RT RIC )
O-RAN Y,
Digital
. Experiments > g : Near-RT RIC
dh Twin
Portal
J
frame
work
RIC Test

Figure 58: ONDT FT1 Architecture

Figure 59 depicts the available information of the testbed in the Portal with the declared

endpoints to reach the ONDT.
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Basic Information

izcat E ( O Change Photo >

Testbed Name * i2CAT Testbed
Owner * i2CAT
Description * This test demonstrates how users can explore virtual network

scenarios using the O-RAN Digital Twin. It allows them to set up
experiments, gather results, and try new applications in a safe and
flexible environment. It also shows how these applications can be
trained and later tested before moving to real networks.

Start URL * http://84.88.36.220:8080/sunrise6g/experiments
Stop URL * http://84.88.36.220:8080/sunrise6g,/experiments/
Availability URL * http://84.88.36.220:8080/sunrisebg/availability/testbed

Functional Tests URL *  http://84.88.36.220:8080/sunrise6g/availability/tests
Testbed ID * 5

Figure 59: ONDT Testbed Information and Endpoints Available in the Portal

Once requested, the ONDT receives a POST in its experiments’ endpoint, with the required
parameters to initiate the experiment. In this case, only the experiment duration is required, since
it's a FT oriented to connectivity validation. Figure 60 illustrates an example of this message.

POST /sunrisebg/experiments HTTP/1.1

{
"exp_id":"1491",
"test_name":"Functional Test DEMO",
"configuration™:[
{
"name": "experiment_duration”,
"value":"60"
}
])
"data_url":"https://sunrise6g.ebosrndportal.com:8443/sunrise6g/experiment/data",
"status_url":"https://sunrise6g.ebosrndportal.com:8443/sunriseég/experiment/status”
}

Figure 60: ONDT FT1 POST Request

In this case, as illustrated in Figure 61, only a 'completed’ status is reported once finalised, since
no experimental data is associated with it.
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Functional Test DEMO

Testbed: i2CAT Testbed

Test ID: 5 Status: @ Active
Total Parameters: 1 Total Experiments: 20

Experiments History

1491 View Details 27 may 2026, 11:37:00 @ Completed

1490 View Details 27 may 2026, 11:30:19 ® Completed

1453 View Details 26 may 2026, 14:26:12 ® Completed

1448 View Details 26 may 2026, 11:29:20 ® Completed

Figure 61: ONDT FT1 Results
3.3.1.2 Functional Test 2

This FT runs an ONDT experiment involving a pre-loaded xApp and an emulated topology,
validating E2-based automated control loops. The selectable topologies are based on real traffic
patterns from an MNO dataset. The results of the experiment are uploaded to the Portal.

i2catég Junirer

NETWORKS

Non-RT RIC

O-RAN J

Digital <
& Experiments > Twi Near-RT RIC \
Portal

)/ (g

frame —
(—
Dataset to RIC Testl
RIC Test \_ MNO®staset /

Figure 62: ONDT FTZ2
Two main xApps are considered in this FT:

1 KPM_xApp: As described in Section 3.3.1.2, it subscribes to certain KPMs with a specific
period (which can be configured during xApp onboarding) and publishes them in the
Prometheus ONDT.

1 ES_xApp: This xApp applies a basic ES policy driven by gathered KPMs to manage the
ON/OFF status of the active cells through CCC messages without requiring an rApp
generating A1 policies, as defined in Section 3.3.1.2-3.3.1.3 The ON/OFF policy can be
based on a throughput threshold or a fixed daytime.

Results of this FT will be reported in D6.2.
3.3.1.3 Functional Test 3

This FT runs an ONDT experiment involving pre-loaded rApps and xApps, together with a
selectable emulated topology based on real traffic patterns from an MNO dataset. The FT validates
the Al and E2 interfaces, providing the means to implement Non-RT and Near-RT automated
control loops. The results of the experiment are uploaded to the Portal.

Two main use cases involving different xApps and rApps are considered in this FT:
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1 Dataset Generation: As described in Section 3.3.1.2, the KPM xApp subscribes to certain
KPMs with a specific period (which can be configured during xApp onboarding) and
publishes them in the Prometheus ONDT. Then, the rApp gathers the metrics from
Prometheus and saves them to a Minio dataset which can be leveraged to train and

evaluate ML models.

1 Energy Saving: As described in Section 3.3.1.2 the KPM xApp subscribes to certain KPMs
with a specific period (which can be configured during xApp onboarding) and publishes
them in the Prometheus ONDT. Then, the rApp gathers the metrics from Prometheus,
applied them to the ML model, and according to the ES policy and the current metrics,
generates an ES A1 policy (ON/OFF) to the active cells. The xApp receives the policy and

applies it through E2 CCC control.
Results of this FT will be reported in D6.2.

i2catd Juniper

HETWORKS

Non-RT RIC

O-RAN J

Digital YA
o Experiments > . Near-RT RIC
dh Twin
Portal XApp
—) )

frame

i2B

=

AV KEYSIGHT

Dataset to RIC Test |

RIC Test

Figure 63: ONDT FT3

\ M N O dDsitaset j

Note that FT3 realises the complete workflow, which may be followed by any use case involving
xApps and rApps. Once onboarded, the ONDT through the SUNRISE-6G Portal supports the

deployment of any rApp, xApp and execution of DT scenario.
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4 Conclusions

This deliverable, D4.6 “Final Report on NTN and Open RAN enablers"”, presented the final
outcomes of SUNRISE-6G activities focused on two Kkey enablers for advanced 6G
experimentation: a multi-RAT dual connectivity framework integrating NTN with terrestrial B5G
systems, and an O-RAN-enabled DT for intelligent and scalable RAN experimentation.

The developed multi-RAT architecture successfully demonstrates the feasibility of hybrid
satellite-terrestrial connectivity using standards-aligned technologies such as MPTCP and
MPQUIC, with support from satellite emulation and terrestrial B5G components. The
implemented prototypes, validated across two independent testbeds namely the Athens 6G
testbed and the testbed of SIEMENS, confirm the flexibility, portability, and correctness of the
proposed approach with a variety of schedulers.

Functional experimentation through the SUNRISE-6G portal further validated key capabilities,
including traffic steering, performance measurement and dynamic experiment configuration for
both multipath protocols.

In parallel, the ONDT developed within SUNRISE-6G provides a flexible and extensible platform
for realistic O-RAN experimentation, enabling the validation of end-to-end workflows involving
Digital Twin scenarios, RIC components, and Al/ML-driven xApps and rApps. Through the
implementation of realistic traffic scenarios derived from real MNO datasets, together with the
integration of Near-RT and Non-RT control loops, the platform successfully demonstrated
advanced experimentation capabilities for energy efficiency and dataset generation use cases.

The conducted FTs validated the correct operation of the orchestration framework, the Portal
integration, and the A1/E2-based control mechanisms, while also highlighting the scalability and
adaptability of the ONDT architecture for future experimentation scenarios.

Overall, both enablers represent mature and validated components of the SUNRISE-6G
infrastructure, directly contributing to the objectives of WP4. They significantly advance the
project’s vision of a federated, flexible, and scalable 6G experimentation ecosystem. The results
of this work establish a strong foundation for future extensions, large-scale validation, and the
continued evolution of hybrid NTN-terrestrial and O-RAN-based experimentation platforms.
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