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Executive Summary  

The overarching goal of the SUNRISE-6G project is to establish a pan-European 6G federated 
infrastructure  in which multiple stakeholders can conduct experiments via a secure, unified 
interface that allows them to request resources and run distributed applications and 
experimentation workflows across multiple testbeds. Within  this context, SUNRISE-6G also 
supports an Artificial Intelligence (AI) federation, where AI and Machine Learning (ML) models, 
as well as experimentation workflows, can be shared and developed. 

Specifically, the SUNRISE-6G AI federation framework envisions the sharing and collaborative 
deployment  of experimentation workflows across multiple testbeds, which is currently hindered 
by the existing fragmented and proprietary AI/ML approaches. Currently, most testbeds develop 
and deploy their own AI models optimised for their specific network setups, often 
using proprietary datasets and local ML workflows. Additionally, heterogeneity in data formats, 
Application Programming Interface (APIs), and orchestration frameworks makes it difficult to 
share or federate models. To address this, SUNRISE-6G promotes the development and sharing 
of AI/ML models and workflows across all federated facilities, enabling collaboration and 
resource and model sharing while continually improving performance.  

By facilitating AI-as-a-Service (AIaaS), along with ML Operations (MLOps) and zero-touch 
automation, the SUNRISE-6G AI federation framework enables collaborative experimentation 
and lifecycle management of AI assets. The SUNRISE-6G AI Federation framework will leverage 
the advancements in MLOps, AI Operations (AIOps), and Foundation Models (FM) to facilitate the 
building of incremental repositories of reusable AI/ML models and extracting synergistic 
knowledge from serving models and workflows to edge intelligence agents. 

Deliverable D4.5 presents the final implementation of the SUNRISE-6G AI-Driven Decision Engine 
and the broader End-to-End AI (E2EAI) framework, extending the work initiated in D4.2 Ȱ)ÎÉÔÉÁÌ 
report on AI-$ÒÉÖÅÎ $ÅÃÉÓÉÏÎ %ÎÇÉÎÅȱ1. This report consolidates the AI federation capabilities 
ÕÎÄÅÒ 4ÁÓË τȢσ Ȱ!)-ÄÒÉÖÅÎ $ÅÃÉÓÉÏÎ %ÎÇÉÎÅ ÆÏÒ ÉÎÔÅÎÔ ÁÃÔÕÁÔÉÏÎȱ, providing a comprehensive view 
of reusable AI/ML assets, experimentation pipelines, and orchestration mechanisms, 
demonstrating their deployment and evaluation across federated testbeds. 

The following aspects are addressed in this document: 

¶ An in-depth overview of the reusable AI/ML assets  and foundation models  developed 
within the federation. This includes time-series forecasting models, tinyML object 
detection models, zero-shot learning mechanisms, autoML pipelines, conversational 
MLOps agents and Open Radio Access Network (O-RAN) Residual Network (ResNet) 
models for Random Forest (RF) feature extraction. These assets are registered in the 
global MLflow registry along with metadata, preprocessing parameters, and performance 
metrics, making them available for fine-tuning and domain adaptation across various 
testbeds, fostering collaborative model development and experimentation. 

¶ A presentation of the AI/ML experimentation and modelling pipelines  implemented 
at the local testbed level. These pipelines represent key innovations in local MLOps 
practices and form the foundation for scalable, automated, and testbed-specific AI 
experimentation workflows within the federated AI framework. 

In particular, seven key experiments were executed and evaluated:  

1) Transfer learning, enhanced AutoML for time series prediction, which aims to optimise 
prediction accuracy and adaptability in dynamic workloads using foundation model fine-
tuning techniques.  

2) TinyML for object detection on edge robotics, demonstrating lightweight AI models for 
perception and decision-making in constrained, decentralised robotic systems.  

 
1 D4.2 open access link: https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D4.2-_AI-Decision_Engine_v1.0-
ICOM_M17.pdf  

https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D4.2-_AI-Decision_Engine_v1.0-ICOM_M17.pdf
https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D4.2-_AI-Decision_Engine_v1.0-ICOM_M17.pdf
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3) Workload prediction and decision engine, which focuses on developing an MLOps-driven 
pipeline for proactive workload prediction and orchestration in Kubernetes (K8s)-based 
cloud-native infrastructure.  

4) A suite of AutoML-driven pipelines for classification, regression and anomaly detection. 
5) O-RAN Distributed ResNet for Automated RF Features Extraction and modulation 

classification. 
6) MLOps for experiment description creation through a Large Language Model (LLM)-

based system. 
7) MLOps for Network Data Analytics Function (NWDAF), which implements robust MLOps 
ÐÉÐÅÌÉÎÅÓ ÔÏ ÏÐÅÒÁÔÉÏÎÁÌÉÓÅ !) ÍÏÄÅÌÓ ×ÉÔÈÉÎ ÔÈÅ υ' ÃÏÒÅȭÓ .7$!&Ȣ  

This deliverable is related to Work Package (WP) τ Ȱ)ÍÐÌÅÍÅÎÔÁÔÉÏÎ ÏÆ Á φ' ÌÉÂÒÁÒÙ ÆÏÒ 
ÅØÐÅÒÉÍÅÎÔÅÒÓȱ ÁÎÄ ÐÒÏÖÉÄÅÓ the final  report on the implementation of the End -to-end (E2E) 
AI federation framework ȟ ×ÈÏÓÅ ÁÒÃÈÉÔÅÃÔÕÒÁÌ ÄÅÓÉÇÎ ÉÓ ÄÅÔÁÉÌÅÄ ÉÎ $ςȢς Ȱ)ÎÉÔÉÁÌ 35.2)3%-6G 
ÏÖÅÒÁÌÌ ÁÒÃÈÉÔÅÃÔÕÒÅȱ2. 

 

 
2 D2.2 open access link: https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D2.2-Initial -SUNRISE-6G-
overall-architecture_IQU.pdf   

https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D2.2-Initial-SUNRISE-6G-overall-architecture_IQU.pdf
https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D2.2-Initial-SUNRISE-6G-overall-architecture_IQU.pdf
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1 Introduction  

This deliverable provides a comprehensive overview of the final implementation  of the 
SUNRISE-6G AI-Federation Framework, concluding the work initiated in Deliverable D4.2 ȰInitial 
Report on AI-Driven Decision Engineȱ. It provides a consolidated view of the AI Federation 
Framework, its mature capabilities, and the reusable AI/ML assets, workflows, and decision-
making mechanisms implemented across the federated 6G testbeds. The content of this 
deliverable closely aligns with the objectives of WP4, focusing on the practical realisation of a 6G 
library of AI/ML reusable models and workflows. Building on the foundations established in D4.2, 
this deliverable reports on the final implementation of the experimentation workflows that 
operationalise the AI plane across testbeds. 

This deliverable receives input from WP2 and Deliverables $ςȢρ Ȱ2ÅÐÏÒÔ ÏÎ 2ÅÑÕÉÒÅÍÅÎÔÓȭ3 and 
$ςȢς Ȱ)ÎÉÔÉÁÌ 35.2)3%-φ' ÏÖÅÒÁÌÌ ÁÒÃÈÉÔÅÃÔÕÒÅȱȟ where the functional requirements and the 
functional architecture of the SUNRISE-6G AI federation were, respectively, detailed. The present 
deliverable D4.5 extends the work from WP2 by introducing additional functionalities in the 
SUNRISE-6G AI Federation architecture that support the automation and centralised storage of 
experimentation data collected through Telemetry APIs, while also introducing State-of-the-Art 
(SOTA) and beyond SOTA AI/ML methodologies, implemented in the participating AI federated 
testbeds. Additionally, this deliverable highlights the primary innovation strands relevant to the 
AI/ML experimentation workflows, which are primarily part of Task 4.3's activities. 

Finally, it should be noted that this deliverable will serve as input to WP5, which will implement 
mechanisms for integrating the AI plane federation across the participating experimentation 
testbeds. 

1.1 Mapping  SUNRISE-6G Outputs  

The purpose of this section is to map SUNRISE-6G Grant Agreement (GA) commitments, both 
×ÉÔÈÉÎ ÔÈÅ ÆÏÒÍÁÌ $ÅÌÉÖÅÒÁÂÌÅ ÁÎÄ 4ÁÓË ÄÅÓÃÒÉÐÔÉÏÎȟ ÁÇÁÉÎÓÔ ÔÈÅ ÐÒÏÊÅÃÔȭÓ ÒÅÓÐÅÃÔÉÖÅ ÏÕÔÐÕÔÓ ÁÎÄ 
work performed. 

Table 1: Adherence to SUNRISE-6G GA Deliverable & Tasks Descriptions 

SUNRISE-6G 
Task No. 
and Title  

SUNRISE-6G GA Task Description  
Respective 
Document 
Chapter(s ) 

Justification  

Task T4.3 

Ȭ!)-driven 
Decision 
Engine for 
intent 
ÁÃÔÕÁÔÉÏÎȭ 

This task will implement the E2EAI 
framework, with its key components, i.e., 
(a) the ML Pipeline Orchestrator across 
Federated infrastructures, (b) the ML 
Model Registry and Management for 
collaborative AI models building, 
finetuning, storage, serving and lifecycle 
management, (c) the Edge Intelligence 
agent. E2EAI aims to leverage on existing 
opensource technologies for model 
deployment and serving such as MLflow, 
Feast (Feature store and serving), and 
Seldon. For the ML Pipeline orchestration, 
E2EAI aims to leverage and extend the 
features of the existing IBM open-source 

Chapter 3 

 

 

 

 

 

 

 

 

Chapter 4 

Chapter 3 focuses on 
the reusable AI/ML 
assets stored in the 
global MLflow registry, 
which are produced 
through 
experimentation 
pipelines across 
federated testbeds and 
made available for 
further reuse and 
refinement.  

 

 

 
3 D2.1 open access link: https://sunrise6g.eu/wp-content/uploads/2025/02/SUNRISE-6G_D2.1-Report-on-
requirements_M12_v1.0_SIE_final.pdf  

https://sunrise6g.eu/wp-content/uploads/2025/02/SUNRISE-6G_D2.1-Report-on-requirements_M12_v1.0_SIE_final.pdf
https://sunrise6g.eu/wp-content/uploads/2025/02/SUNRISE-6G_D2.1-Report-on-requirements_M12_v1.0_SIE_final.pdf
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packages such as AutoMLPipeline, Lale, 
and TSML to carry out the automation of 
ML pipeline construction, operation and 
optimization in terms of model 
selection/replacement, hyper-
parameterization and according to 
constant monitoring for model drift and 
infrastructure properties (health, capacity 
etc.). TinyML techniques will be explored 
for automatically replacing runtime ML 
models with their compressed versions 
(pruning, quantization), to maintain 
resilience, even with lower inference 
accuracy, upon infrastructure changes. For 
the Edge Intelligent agent, E2EAI will build 
on the Project Wisdom baseline and on 
)#/- ʌ-Edge, which will be extended with 
support for ML pipeline construction, and 
automatically delivering infrastructure 
workflows (e.g., ansible or terraform) with 
zero coding efforts, based on training data 
from successful experiments. Finally, the EI 
agents are responsible for actuating the 
intents by the IDLM mechanisms to match 
experimental context requirements as well 
as for adapting pipeline components to 
monitored model drift. This task will also 
implement validators both for the 
declarative descriptors of the entire E2EAI 
workflow and to check on the 
appropriateness of the 
data/model/infrastructure triples. 

Chapter 4 outlines the 
AI/ML experimentation 
and modelling pipelines 
implemented at the 
testbed level, which are 
responsible for 
developing, training, 
and validating AI/ML 
models within the local 
MLOps stacks. The 
output of these 
pipelines, including 
trained models, 
metadata, and 
performance metrics, 
are registered in the 
Global MLflow Registry, 
contributing to the pool 
of reusable AI/ML 
assets described in 
Chapter 3. 

Deliverable Description  

$ψȢω Ȭ&ÉÎÁÌ ÒÅÐÏÒÔ ÏÎ !)-$ÒÉÖÅÎ $ÅÃÉÓÉÏÎ %ÎÇÉÎÅȭ 

Final report on AI-Driven Decision Engine for intent actuation 

1.2 Deliverable Overview and Report Structure  

The deliverable follows the following structure: 

Chapter 2 details the suite of reusable AI/ML assets offered to the centralised components for 
federated management. This chapter describes time series prediction assets, tinyML-based object 
detection models, zero-shot learning mechanisms, AutoML-based classifiers, regressors, and 
anomaly detectors, conversational MLOps tooling, O-RAN ResNet-based feature extractors, and 
MLOps workflows for NWDAF and experiment description automation. Each subsection 
describes the theoretical background, architecture, and registration of the corresponding models 
in the Global MLflow Registry.  

Chapter 3 focuses on the applied experimentation pipelines developed within the federated 
testbeds, which serve as the main innovation angles for the AI federation. It documents the 
development, execution, and evaluation of AI/ML pipelines that generate the models and 
workflows later registered as reusable assets in the Global MLflow Registry, as described in 
Chapter 2. Some examples include transfer learning-enhanced time-series forecasting, zero-shot 
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learning for workload inference, AutoML-driven pipelines with conversational MLOps 
interaction, modulation classification, and NWDAF MLOps workflows. 

Finally, Chapter 4 concludes the deliverable with a summary of the presented material and the 
final achievements of the E2EAI framework. 

1.3 Changes compared to D4.2  

This deliverable contributes to the final version of the SUNRISE-6G AI-Federation Framework, 
first  introduced in D4.2. It extends the previous work by enriching the catalogue of reusable 
AI/ML assets available through the global ML registry and by further developing the 
experimentation and modelling pipelines that generate and manage these assets. In addition, the 
pipelines described conceptually in D4.24 have now been implemented and experimentally 
validated. More specifically: 

¶ Section 2 extends the set of reusable AI/ML assets available in the SUNRISE-6G ML 
registry. Compared to D4.2, several additional models are introduced, including assets for 
workload prediction, TinyML-based object detection, AutoML pipelines for classification, 
regression, and anomaly detection, conversational MLOps capabilities, and reusable O-
RAN distributed ResNet models for RF feature extraction. New capabilities such as zero-
shot learning for workload prediction and AI-assisted experiment description creation 
are also presented, further expanding the scope of reusable AI components within the AI 
Federation Framework. 

¶ Section 3 presents the final implementation and execution of the AI/ML experimentation 
pipelines introduced in D4.2. The pipelines are now fully specified, including the 
approach, experimental setup, workflow orchestration, and lifecycle management of ML 
models. Experimental results are reported, covering scenarios such as transfer-learning-
enhanced AutoML for time-series workload prediction, TinyML-based object detection on 
robotics, workload prediction and decision engines, AutoML pipelines for multiple ML 
tasks, RF feature extraction using distributed ResNet models, and MLOps workflows for 
experiment description creation and NWDAF analytics.  

 

 
4 D4.2 open access link: https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D4.2-_AI-Decision_Engine_v1.0-
ICOM_M17.pdf  

https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D4.2-_AI-Decision_Engine_v1.0-ICOM_M17.pdf
https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_D4.2-_AI-Decision_Engine_v1.0-ICOM_M17.pdf
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2 Reusable AI/ML Assets and Foundation Models  

The SUNRISE-6G AI Federation Framework enables the federated management, sharing, and 
adaptation of AI/ML assets through incremental repositories of reusable models, workflows and 
pipelines. A central component of this vision is the adoption of foundation models, large, pre-
trained models that can be fine-tuned for specific tasks. While this concept originated in natural 
language processing and computer vision, it has recently expanded into the time -series domain , 
where foundation models aim to learn universal temporal representations that generalise across 
diverse environments, devices, and data distributions.  

Within the SUNRISE-6G context, such models become shared, reusable AI artefacts that support 
collaborative intelligence across distributed testbeds while maintaining data sovereignty, as raw 
data never leaves local environments. This chapter introduces the theoretical background and 
architectural principles used to build, adapt, and operationalise these AI/ML assets within the 
federation. 

The sections that follow describe: 

¶ The theoretical foundations and modelling choices.  
¶ The registered assets available in the global MLflow model registry 
¶ How each asset links to its corresponding experimental workflow  described in Chapter 3. 

Together, these contributions illustrate how the federation progressively evolves into a shared 
ecosystem of reusable, composable, and adaptable AI/ML capabilities. 

2.1 Timeseries Workload Prediction  

This section presents the theoretical background and modelling principles underpinning the 
transfer learning experiment described in Section 3.1, focusing on time-series forecasting for 6G 
telemetry data. The experiment is buil t on Neural Hierarchical Interpolation for Time -Series 
(N-HiTS) [1] model, a state-of-the-art deep learning architecture specifically designed for the 
accurate and efficient forecasting of univariate and multivariate signals. In the SUNRISE-6G 
context, N-HiTS serves as a reusable AI/ML asset that can be shared, fine-tuned, and evaluated 
across federated testbeds using the Global MLflow Registry. 

N-HiTS belongs to the broader family of hierarchical interpolation networks [including Neural 
Basis Expansion Analysis for Time Series (N-BEATS)[2] ], and offers an appealing combination of 
lightweight design , high predictive accuracy, and interpretability . It integrates ideas from 
deep learning, signal processing, and classical ensemble methods to provide strong 
generalisation capabilities, particularly for long-horizon forecasting of telemetry  such as Central 
Processing Unit (CPU) usage and resource metrics. Figure 1 shows the high-level architecture of 
N-HiTS. At the core of N-HiTS is the idea that a time series can be expressed as a combination of 
several hierarchical components capturing different temporal behaviours. The model uses a stack 
of residual blocks, each containing fully connected (FC) layers that learn basic expansions that 
represent specific portions of the temporal structure. Each block refines the forecast produced 
by earlier blocks by focusing on the residual (remaining error). In effect, the model approximates 
the target signal as: 

ώ  В Ὢὼ ȡ                     (1)  

Where ὪȢ denotes the transformation learned at the Ὥ  hierarchical block, and ὼ ȡ 
represents the input window of the last Ὧ time steps. 

A defining feature of N-HiTS is the use of multi -rate signal sampling  via MaxPool layers inside 
each block. This enables the model to process the signal at different temporal resolutions, 
capturing both short-term fluctuations and long-term seasonal trends, while maintaining low 
computational cost. This hierarchical, multi-scale structure makes N-HiTS particularly effective 
for long-horizon forecasting tasks where both local and global temporal patterns matter. The 
residual block structure in N-HiTS follows the principles of gradient boosting . In boosting, each 
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new model is trained to correct the residual errors of the preceding models, and together they 
form an additive ensemble that improves prediction accuracy step by step. N-HiTS operates 
analogously: 

¶ Each block receives the residual errors of the preceding block. 
¶ Its purpose is to learn the missing component that has not been captured so far. 
¶ The final prediction is the sum of all block contributions.  

 

Figure 1: High-level Architecture of N-HITS [1]  

This mechanism bridges modern neural architectures with well-established ML concepts, 
resulting in a model that is both powerful  and more interpretable than many deep-learning 
alternatives. In addition, since N-HiTS decomposes the time series into separate, interpretable 
components, the experimenters can analyse how different temporal structures contribute to the 
final prediction. This is particularly valuable for telemetry forecasting, where understanding CPU 
load, bottlenecks, or anomalies is as important as predicting future behaviour. Additional 
advantages include: 

¶ Lightweight training . 
¶ High accuracy  for long-horizon forecasting. 
¶ Efficient fine -tuning , enabling domain adaptation across different testbeds. 
¶ Compatibility with transfer learning workflows , crucial in federated AI environments. 

The model is implemented using the Darts  library, which provides a unified API for training and 
evaluating deep learning models. All experiments, both initial training and finetuning, are stored 
in the Global MLflow Registry , including: 

¶ The trained N-HiTS model and versioning, 
¶ Preprocessing metadata and hyperparameters, 
¶ Time-series descriptors, 
¶ Evaluation metrics and 
¶ References to associated artefacts stored in MinIO. 

This registration enables the model to act as a foundation time-series asset that other testbeds 
can retrieve, validate, and adapt to their own data, supporting the broader goals of the SUNRISE-
6G AI Federation Framework. 
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2.2 TinyML for Object Detection  

This section presents the theoretical background and modelling principles underpinning the 
experiment described in Section 3.2, focusing on developing an object detection algorithm. Object 
detection is a fundamental computer vision task focused on identifying what  objects are present 
in an image and where  they are located, as shown in Figure 2. Unlike image classification, which 
assigns a single label to an entire image, object detection must both classify objects and localise 
them by predicting bounding boxes (rectangular shapes around the objects). A single image may 
contain multiple objects of different types, making object detection inherently more complex and 
computationally demanding. 

 

Figure 2: Example of object detection5  

Within the context of SUNRISE-6G, object detection plays a critical role in enabling autonomous 
robotics and real-time perception in challenging environments, such as subterranean mining. 
These scenarios rely heavily on 5G/6G-enabled connectivity to stream sensor data between 
mobile robots and edge computing clusters. However, continuous streaming over wireless links 
is bandwidth-intensive and introduces latency constraints. TinyML models, such as lightweight 
You Only Look Once (YOLO) variants, enable inference to run directly on the robot, reducing the 
volume of data transmitted to the network while still enabling edge-assisted decision-making 
when needed. This aligns with emerging 6G principles (distributed intelligence, low-latency, and 
energy-efficient on-demand processing), making TinyML-based object detection a key enabling 
technology for advanced robotics and industrial automation. 

Modern object detection methods generally fall into two categories: single -shot detectors  and 
two -stage detectors . Single-shot detectors, such as YOLO, process the entire image in a single 
forward pass of a convolutional neural network. This design makes them extremely fast and well-
suited for real-time applications or deployment in resource-constrained environments. However, 
this computational efficiency can come at the cost of slightly reduced accuracy, particularly for 
small or densely packed objects. Two-stage detectors adopt a more elaborate pipeline: the first 
stage generates region proposals, and the second stage refines these proposals and classifies 
them. This two-step process typically yields higher accuracy and more stable performance but 
demands greater computational resources. 

To compare and assess object detection models, standard quantitative metrics are required. One 
of the most common families of metrics is Average Precision  (AP) and mean Average Precision  
(mAP). AP is computed as the area under the precision -recall curve , which is obtained by 
varying the confidence threshold of the detector. Precision measures the proportion of predicted 
objects that are correctly identified (true positives out of all predicted positives), while recall 
measures the proportion of actual objects that the model successfully detects (true positives out 
of all ground truth instances). Since precision and recall naturally trade off against one another, 
AP provides a single score summarising ÔÈÅ ÄÅÔÅÃÔÏÒȭÓ ÐÅÒÆÏÒÍÁÎÃÅ for a given class. Averaging 
AP across all object classes yields the mean Average Precision, the standard benchmark for object 

 
5 Figure 2: https://docs.ultralytics.com/tasks/detect/  

https://imisathena.sharepoint.com/sites/STREAM_Cv2/Shared%20Documents/General/WP4/Deliverables/D4.5%20(ICOM)%20M27/Figure%202
https://docs.ultralytics.com/tasks/detect/
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detection performance. Moreover, Intersection over Union (IoU)  is a metric used to evaluate 
how well a predicted bounding box overlaps with the ground-truth bounding box. It is calculated 
as the area of the intersection divided by the area of the union of the two boxes, producing a value 
between 0 and 1 that quantifies localisation accuracy. 

YOLO, first introduced in [3] , remains one of the most widely used single-shot detectors due to 
its balance of speed, accuracy, and architectural simplicity. More specifically, YOLO introduced a 
transformative approach to object detection by reframing the task as a single end -to-end 
regression problem , predicting bounding boxes and class probabilities in one forward pass of a 
neural network. This stands in contrast to earlier detection pipelines, which relied on repurposed 
image classifiers or multi-stage region proposal mechanisms. YOLO performs all predictions, 
from object localisation to class scoring, within a single fully connected detection head, enabling 
real-time performance while maintaining competitive accuracy. Since its initial release in 2015, 
YOLO has undergone numerous iterations, each improving speed, architectural efficiency, and 
detection accuracy. Regardless of version, the core principles remain consistent. 

Figure 3 presents the architecture of YOLO . It comprises 24 convolutional layers, four max-
pooling layers, and two fully connected layers. Several architectural techniques contributed to its 
efficiency: 

¶ The network first resizes images to 448x448, standardising input dimensions prior to 
processing. 

¶ Many layers follow a bottleneck pattern: a 1x1 convolution  reduces channel depth, 
followed by a 3x3 convolution  that extracts spatial features. 

¶ Rectified Linear Unit  (ReLU) activation  is used throughout the network, except in the 
final prediction layer, which uses a linear activation  to produce unbounded bounding-
box coordinates and confidence scores. 

¶ Batch normalisation, dropout, and other regularisation mechanisms are applied to 
reduce overfitting and improve generalisation . 

 

Figure 3: Architecture of the YOLO object detection model [3]  

The object detection process involves the following steps: 

¶ Grid Creation . YOLO processes an input image using a deep convolutional neural 
network and divides the image into an S × S grid. Each grid cell is responsible for 
detecting objects whose centres fall within it.  

¶ Bounding Box Prediction.  For each cell, the network predicts bounding boxes, 
associated confidence scores, and class probabilities. The confidence score encodes both 
the likelihood that the bounding box contains an object and the expected localisation 
accuracy. The network also predicts C conditional class probabilities (one per class for 
the potential objects) conditioned on there being an object in the box. 
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¶ IoU. It is common that a single object can have multiple grid box candidates for prediction. 
YOLO ensures that only one bounding-box predictor is assigned to each ground-truth 
object. This is determined by selecting the predicted box with the highest IoU relative to 
the ground-truth box. This strategy encourages individual predictors to specialise in 
specific shapes, scales, or aspect ratios, ultimately improving recall and stabilising 
training. 

¶ Non-Maximum Suppression  (NMS). After prediction, YOLO applies NMS to eliminate 
redundant overlapping bounding boxes and retain only the most confident detection for 
each object. NMS is a crucial post-processing step that ensures cleaner, more 
interpretable detection outputs. 

9/,/ȭÓ ÍÁÉÎ ÁÄÖÁÎÔÁÇÅ ÉÓ ÉÔÓ ÅØÃÅÐÔÉÏÎÁÌ ÉÎÆÅÒÅÎÃÅ ÓÐÅÅÄȟ ×ÈÉÃÈ ÍÁËÅÓ ÉÔ ÈÉÇÈÌÙ ÓÕÉÔÁÂÌÅ ÆÏÒ ÒÅÁÌ-
time applications such as video surveillance, autonomous driving, and robotics. Its relatively 
simple architecture, flexibility, and efficient training requirements have contributed to its 
widespread adoption. While the model may struggle with very small objects or fine-grained 
object distinctions relative to some two-stage detectors, YOLO remains one of the most practical 
and influential object detection frameworks in modern computer vision. 

Given that SUNRISE-6G targets distributed AI processing across robots, the use of compact and 
efficient object detection architectures is essential. The experiments in this project were 
conducted using YOLOv8 (YOLO version 8) , one of the most advanced and versatile versions of 
the YOLO family. YOLOv8 introduces significantly more modular and flexible architecture, 
making it easier to customise, finetune, and deploy across diverse applications. Key 
improvements include: 

¶ High modularity and flexibility : YOLOv8 supports not only object detection but also 
segmentation, classification, and pose estimation within the same unified framework. 

¶ Lightweight model variants : Smaller YOLOv8 models are optimised for edge and real-
time environments, providing excellent accuracy-speed trade-offs for constrained 
devices. 

¶ Improved data handling and custom -dataset integration : The configuration structure 
simplifies training with domain -specific datasets, making it well-suited for specialised 
industrial or research tasks. 

¶ Streamlined deployment and production APIs : YOLOv8 includes updated export 
formats, inference tools, and Python APIs that improve ease of use, model tracking, and 
integration into production systems. 

Thanks to the above advancements, YOLOv8 provides faster training, more stable convergence, 
and more accurate predictions compared to earlier versions, features that directly benefit the 
object detection experiment presented in Section 3.2. Within  the SUNRISE-6G project, 9/,/ÖψȭÓ 
lightweight variants are used to enable real-time object detection on autonomous robots 
operating in ,45ȭÓ 3ÕÂ-Terranean laboratory. These robots communicate with an edge cluster 
through a 5G supernode, allowing monitoring and coordination. Deploying TinyML-optimised 
YOLO models directly on the robots reduces dependency on constant uplink connectivity and 
minimi ses latency, while the 5G link is leveraged for selective offloading, model updates, and 
telemetry streaming. This demonstrates how TinyML and modern object-detection architectures 
become essential enablers for distributed intelligence in future 6G environments. 

2.3 Workload Prediction  

Accurate workload prediction is fundamental for efficient resource management in 6G network 
infrastructures, where computing resources are distributed across cloud, edge, and far-edge 
regions. By anticipating future demand for computational resources such as CPU and memory, 
predictive models enable proactive resource allocation rather than reactive scaling. This 
capability is crucial in 6G systems, where orchestrators and decision engines can leverage 
predictions to optimise K8s-based clusters by enhancing performance, avoiding service 
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interruptions , and fulfilling  strict Service Level Agreements (SLAs) in dynamic, heterogeneous 
domains. 

Recent research shows that AI/ ML models improve workload prediction accuracy and allow 
network and cloud managers to adjust provisioning policies according to prediction confidence. 
Therefore, this results in more reliable and energy-efficient AI-native 6G orchestration [4] . At the 
same time, modern network operators and hyperscale platforms already apply predictive 
autoscaling techniques, similar to those implemented by services such as Amazon Web Services 
(AWS) Predictive Scaling, to forecast network and compute demand trends. These approaches 
enable edge resources to adapt dynamically to traffic variations while maintaining quality of 
service [5] . 

AI-driven orchestration frameworks, such as the Converged AI-and-O-RAN Architectural 
(CAORA) framework [6] , demonstrate the benefits of combining predictive modelling with 
reinforcement learning to manage communication and computing resources jointly. As a result, 
CAORA integrates workload forecasting using Long Short-Term Memory (LSTM) networks with 
Soft Actor Critic decision-making to anticipate traffic surges and reallocate graphics processing 
unit  (GPU) and edge resources in real time. These proactive orchestration strategies are 
conceptually aligned with predictive autoscaling in K8s-based testbeds, where intelligent 
workload forecasting is central to achieving AI-native, adaptive, and energy-aware 6G platforms. 
Therefore, leveraging these strategies is not merely about performance enhancement; it is deeply 
ÉÎÔÅÒ×ÏÖÅÎ ×ÉÔÈ ÔÈÅ ÐÒÏÊÅÃÔȭÓ ÓÕÓÔÁÉÎÁÂÉÌÉÔÙ ÇÏÁÌÓȢ 

Within testbeds hosting K8s infrastructures, efficient workload management requires continuous 
adaptation to changing demand patterns. Traditional K8s autoscaling mechanisms are primarily 
reactive and rely on instantaneous utilisation  of metrics such as CPU or memory usage. 
Consequently, this limitation can cause resource inefficiency and possible SLA violations when 
workload spikes occur. K8s provides built-in scaling capabilities through the Horizontal Pod 
Autoscaler (HPA) and the Vertical Pod Autoscaler (VPA) to support dynamic resource 
management [7] . For instance, the HPA automatically adjusts the number of pods according to 
real-time metrics, ensuring responsiveness to workload variations. Whereas the VPA modifies 
resource limits of individual pods to maintain optimal performance and resource efficiency. 
Together, these mechanisms enable elastic, adaptive scalability, which is particularly relevant for 
experimental 6G-oriented testbeds exploring proactive AI-assisted orchestration. 

2.3.1 Approaches to workload Forecasting  

Workload forecasting can be formally described as a time series problem, where the objective is 
to learn temporal patterns from historical resource usage data to estimate future demand. In this 
context, the system continuously observes metrics such as CPU and memory utilisation  over time, 
and the forecasting model learns a mapping from past observations and future resource 
consumption. This approach enables proactive scaling and orchestration decisions by predicting 
how resource usage will evolve over the next few intervals.  

As an example, historical resource usage װὼ (e.g., CPU or memory utilisation ) is used to estimate 
future demand ὼװ  over a forecast horizon Ὤ. Mathematically, the problem can be expressed asװ
the time series forecasting equation below: 

ὼװ װ Ὢὼȟװὼ ȟװȣȟװὼ       (2) 

Where Ὢẗ represents a predictive model trained to capture temporal dependencies across past 
observations. Thus, this formulation follows the classical definition of time-series forecasting 
introduced by Box and Jenkins and widely adopted in modern deep learningɀbased forecasting 
models [8] [9] . 

The goal of the prediction model is to minimise the error between predicted and actual resource 
usage. A commonly used optimisation criterion  is the Mean Squared Error (MSE), defined as: 
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ὓὛὉ
В

 (3)      װ

This penalises large deviations between predicted and observed values and is the standard loss 
function in workload forecasting [4] [9] . Minimising MSE corresponds to maximum likelihood 
estimation under Gaussian-distributed errors, ensuring stable and unbiased training. 

2.3.2 From Statistical to Deep Learning Approaches  

Early approaches relied on statistical models such as Auto-Regressive Integrated Moving Average 
(ARIMA) and Holt-Winters exponential smoothing, which effectively model linear and seasonal 
patterns. However, their capacity to capture non-stationary or highly variable workload 
dynamics is limited [9] . 

Subsequent efforts leveraged ML methods, such as Support Vector Regression (SVR) and RF, to 
model non-linear dependencies. Although these methods improved flexibility, they depend 
heavily on feature engineering and cannot retain long-term temporal dependencies. 

Recent advancements have positioned Deep Learning (DL) as the SoTA for workload prediction. 
Sequential architectures, particularly Recurrent Neural Networks (RNNs) and their variants like 
LSTM networks, have demonstrated superior performance in modelling temporal correlations in 
cloud and edge workloads. LSTMs overcome the vanishing gradient problem inherent in standard 
RNNs by using gating mechanisms and internal memory cells, enabling them to retain relevant 
information over longer time spans. This makes them especially effective in capturing recurring 
usage patterns (e.g., daily or weekly cycles) and bursty workload behaviours [10] [11] . 

Empirical studies confirm that LSTM-based models consistently achieve lower MSE values than 
classical statistical or ML models, particularly for short-term forecasting horizons under highly 
variable conditions. For example, evaluations using Google and Azure workload traces 
demonstrated that LSTMs outperform ARIMA and RF baselines when predicting CPU and 
memory utilisation  [11] [12] . 

2.3.3 Emerging Architectures  

More recently, Transformer architectures equipped with self-attention mechanisms have 
emerged as powerful alternatives to LSTMs due to their ability to learn long-range temporal 
dependencies more efficiently. In a comprehensive evaluation of statistical, ML, and DL methods 
for cloud workload forecasting, Lackinger et al. [10] showed that LSTM and Transformer models 
achieved the lowest MSE across multiple forecast horizons and generalised better out-of-
distribution (OOD) workloads. The same study demonstrated that transfer learning enables pre-
trained models to predict unseen workload patterns without full retraining, significantly 
reducing computational overhead 

Building on this, recent research has introduced Time Series Foundation Models (TSFMs) [12] , 
which leverage large-scale pretraining across diverse temporal datasets to generalise across 
different domains, workloads, and forecast horizons. TSFMs extend the scalability and 
adaptability of Transformers by learning universal temporal representations that can be fine-
tuned for specific workload prediction tasks. Similarly, Multi -Layer Perceptron (MLP)-Mixer-
based architectures, which replace recurrence and attention with tokenɀchannel mixing 
operations, offer lightweight competitive alternatives, reducing computational complexity and 
memory footprint  [13] . These characteristics make them especially attractive for resource-
constrained edge or far-edge deployments in 6G systems. 

Together, Transfer Learning, TSFMs, and MLP-Mixer architectures represent the next evolution 
toward scalable, generalizable, and energy-efficient workload prediction in AI-native 
orchestration frameworks, supporting the vision of adaptive 6G edge-cloud testbeds built on K8s. 

Workload forecasting and decision-making are typically organised as a pipeline, as illustrated in 
Figure 4. The process begins with the collection of historical and streaming workload data, which 
serves as training input for predictive models. These models, based on statistical or machine 
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learning methods, generate forecasts that are consumed by a decision engine. The decision 
engine, implemented either as a rule-based controller or an autonomous policy module, uses 
these predictions to perform resource management actions such as horizontal or vertical scaling, 
workload scheduling, and resource allocation within a K8s cluster. 

 

Figure 4: Overview of the Workload Prediction Architecture 

Building upon this conceptual workflow, Figure 4 also aligns with the MLOps architecture 
implemented in the ISI/ATH testbed (see Section 3.3). In this setup, telemetry data collected from 
K8s clusters via Prometheus feeds the predictive model, whose outputs are then consumed by 
the decision engine responsible for scaling and scheduling actions. This design demonstrates how 
the theoretical workload-forecasting loop is instantiated in practice, enabling anticipatory 
orchestration in dynamic 6G-oriented environments. 

2.3.4 Model Lifecycle and Registry  

In AI-driven workload orchestration, model tracking, reproducibility, and lifecycle management 
are critical to ensuring that predictive components can be deployed, validated, and continuously 
improved. As predictive models evolve through training, fine-tuning, and evaluation, the ability 
to store, version, and retrieve models consistently and centrally becomes essential for 
operational stability and scientific traceability. 

To address this, modern MLOps pipelines adopt dedicated model registries as centralised 
systems that manage the lifecycle of machine learning models, including their metadata, lineage, 
stage transitions, and reproducible deployment. In both academic and industrial practice, one of 
the most widely adopted tools for this purpose is MLflow Model Registry and artefact storage 
with MinIO. 

2.3.4.1 MLflow  

MLflow is an open-source platform for managing the E2E ML lifecycle. Its tracking component 
allows systematic logging of every experiment run, including code versions, hyperparameters, 
evaluation metrics, and output artefacts (e.g., model binaries), via a lightweight API interface [14] 
. This functionality ensures full traceability and reproducibility, which is critical for MLOps 
pipelines deployed in dynamic environments like K8s.  

The MLflow Model Registry provides a centralised catalogue for managing and promoting ML 
models. It supports automatic versioningȟ ÓÔÁÇÅ ÔÒÁÎÓÉÔÉÏÎÓ ɉÅȢÇȢȟ Ȱ3ÔÁÇÉÎÇȱȟ Ȱ0ÒÏÄÕÃÔÉÏÎȱɊȟ ÁÎÄ 
links each model version to the exact experiment run that produced it. These capabilities facilitate 
robust experiment comparison, rollback, and auditing [7] . 

From an implementation perspective, MLflow Tracking supports logging via functions such as 
mlflow.log_param() and mlflow.log_metric(), which store searchable records of hyperparameters 
and evaluation results. All artefacts, including trained models, plots, or datasets, are stored 
externally, typically in a dedicated object store [15] . 

The MLflow Model Registry maintains a unique entry for each model name, with sequential 
version numbers. Each version is tied to the MLflow run and experiment that generated it. This 
provides full tracking, allowing users to see exactly which run produced a given model, ensuring 
reproducibility and auditability.  
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2.3.4.2 Artefact Storage with MinIO 

MLflow uses MinIO as the artefact storage backend. MinIO is a high-performance, open-source 
object store that is fully compatible with Amazon S3 APIs. MLflow seamlessly integrates with 
MinIO by configuring an MLFLOW_S3_ENDPOINT_URL, enabling scalable storage for binary 
outputs such as serialised models or large datasets [14] . 

This MLflowɀMinIO setup is not only common in enterprise deployments but also in cloud-native 
ML platforms. &ÏÒ ÉÎÓÔÁÎÃÅȟ #ÁÎÏÎÉÃÁÌȭÓ #ÈÁÒÍÅÄ -,ÆÌÏ× is built for  K8s environments that 
bundle MLflow with MinIO, providing a unified, reproducible pipeline for artefact tracking [7] . 

2.3.4.3 Kubernetes and Orchestration Integration 

MLflow and MinIO are commonly used in containerised ML pipelines on K8s. MLflow provides 
ÂÕÉÌÔȤÉÎ ÓÕÐÐÏÒÔ ÆÏÒ $ÏÃËÅÒȾK8s deployment. Its model packaging feature allows one to build a 
ÃÏÎÔÁÉÎÅÒ ÉÍÁÇÅ ÁÎÄ ÄÅÐÌÏÙ ÉÔ ÔÏ ÉÎÆÅÒÅÎÃÅ ÐÌÁÔÆÏÒÍÓȢ &ÏÒ ÅØÁÍÐÌÅȟ -,ÆÌÏ×ȭÓ K8s tutorial shows 
how to use KFServing (KServe) to serve MLflow models on a K8s cluster. Kubeflow pipelines can 
also invoke MLflow. A strong approach is as follows: MLflow is deployed alongside Kubeflow and 
uses MinIO for storage. This illustrates how MLflow+MinIO combines in a fully managed K8s 
MLOps environment [16] . 

¶ KServe: MLflow natively supports KServe for scalable serving on K8s. The MLflow docs 
demonstrate how to train a model, package it, and deploy to KServe using MLflow as the 
interface. All model files served by KServe can be loaded from an artefact store (e.g. MinIO) 
by using an s3:// URI in the KServe config [14] . 

¶ Kubeflow Pipelines:  Platforms like Kubeflow often integrate MLflow and MinIO under the 
hood. For example, the Charmed Kubeflow bundle installs MLflow with MinIO on a K8s 
cluster [16] . In such pipelines, MinIO provides persistent storage for all MLflow artefacts, 
providing a Kubeflow+MLflow+MinIO that enables team-wide experiment sharing and 
reproducibility.  

Figure 5 illustrates how the model training process is orchestrated via Kubeflow Pipelines, which 
executes forecasting experiments using telemetry data collected from the K8s cluster. During 
training, all metadata (parameters, metrics, tags) is logged to the MLflow Tracking Server, while 
model artefacts are persistently stored in MinIO. Once a model is validated, it is registered and 
versioned in the MLflow Model Registry, enabling downstream components such as the Decision 
Engine to retrieve specific, production-ready models via a standardised API. 

This integrated architecture ensures traceability, reproducibility, and governance across the 
entire ML lifecycle. It supports the deployment of reliable, versioned models for time-series 
forecasting and workload prediction in dynamic 6G environments, aligning with the project's 
goals of zero-touch orchestration and scalable AI-driven decision-making. 

 

Figure 5: MLOps Registry Architecture for 6G Workload Prediction 
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2.4 Zero-Shot Learning for Workload Prediction  

One major challenge in dealing with real-time data collected from the telemetry of K8s clusters 
in testbeds is the speed of execution of the chosen model, which is crucial for making timely 
predictions. A typical approach using traditional models is to train and optimi se the parameters 
of the ML model, including its pre-processing pipeline, and then deploy this trained model to 
predict resource utili sation and detect anomalies in testbed clusters. Since data may drift due to 
changes in the environment, the trained model may need to be retrained to minimi se false 
predictions after a specific period of time to adapt to these changes. The retraining will involve 
the collection of new baseline data that may require manual intervention and repetitions of the 
training process, which may take time and cause delays affecting the timely predictions of the 
streaming time series data. 

Recently, a more promising approach has been relying on TSFM variants that have been trained 
on large and heterogeneous time series datasets, exploiting their generalisation capability for 
zero-shot learning. However, some of the major issues with using any of these variants are the 
high computational costs and slow speed of execution to perform inference with respect to the 
volume of time series data in real-time applications. With these issues in mind, IBM introduced 
Tiny Time Mixers (TTM) [17] which is a compact model starting around 1M parameters with 
zero-shot learning capabilities exclusively trained using public datasets. TTM outperforms many 
SOTA FMs in zero-shot forecasting with a significant reduction of inference time. Moreover, its 
lightweight architecture allows it to run CPU-only machines without significant slowdown in its 
performance and makes it deployable to infrastructures with limited resources.  

Figure 6 summarises the main architecture and features of TTM. One major design of TTM is to 
perform multivariate forecasting across different channels of a time-series dataset. TTM follows 
a multi-level architecture composed of four components:  

¶ TTM Backbone;  
¶ TTM Decoder;  
¶ Forecast Head;  
¶ Exogenous Mixer.  

The TTM Backbone is derived from the building blocks of TSMixer [18] . The TTM Decoder is 
similar to the TTM backbone but is 10-20% smaller. The Forecast Head is a linear head for 
producing forecast output, while the Exogenous Mixer is used to fuse exogenous data into the 
forecasting process. 

The pre-processing in Figure 6 (a) starts with the normalisation of the time series data, and 
subsequently patched into non-overlapping windows and sent to the TTM Backbone, as shown in 
Figure 6 (b). Patching is employed to preserve local semantic information to accommodate a 
longer history and reduce computation time.  In order for TTM to have generalisation capability 
across a wide range of datasets with varying resolution, yet having an extremely small model, the 
following enhancements have been employed from the TSMixer backbone:  

¶ Adaptive patching;  
¶ Augmentation via diverse resolution sampling;  
¶ Resolution prefix tuning.  

More details of these enhancements can be found in the paper [17] . The Exogenous mixer block 
in Figure 6 (c) replaces the forecast values of the exogenous variables by their true values, which 
are known in advance. The inter-channel lagged correlations are computed by patching the 
exogenous variables into a series of overlapped windows and sent to the TSMixer for channel 
mixing.  

The zero-shot (ZS) performance of TTM has been compared with SOTA pre-trained models such 
as TimesFM, Moirai, Lag-Llama, Chornos, and LLMTime. Using datasets such as Electricity 
Transformer Temperature (ETT), Weather, Electricity, Traffic, Bike Sharing, Carbon Capture 
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Plant, etc, TTM zero-shot results consistently outperform the full-shot results of SOTA models, 
with TTM having the lowest inference time and memory usage. More detailed benchmark 
discussion and results can be found in [17] . 

 

Figure 6: TTM Architecture Overview  

2.5 AutoML for Classification , Regression, and Anomaly Detection   

The typical ML pipeline for classification, regression, and anomaly detection requires some or a 
combination of the following steps: 

¶ Data cleaning: Imputation, Interpolation, etc. 
¶ Feature transformation: Normalisation, Scaling, Hot-bit Encoding, etc. 
¶ Feature selection: ANOVA, Correlation, etc. 
¶ Feature extraction: PCA, ICA, FA, MDS, etc. 
¶ Modelling: RF, XGBoost, SVM, ANN, AdaBoost, etc. 

Searching for the best combination of functions to be used in the different steps of the pipeline 
and finding their corresponding optimal parameters requires a combinatorial search space [19] . 
Having an elegant way to express the pipeline workflow in a symbolic manner can help lessen the 
complexity in the management and analysis of the wide array of choices during the optimisation 
process. We introduce the AutoMLPipeline toolkit [20] that aims to address this issue by 
supporting the following features:  

¶ Pipeline API that allows a high-level description of the modelling and preprocessing 
workflow to support explainability and easy data mining of optimal pipeline signatures. 

¶ Symbolic pipeline parsing to facilitate easy expression of complex pipeline structures. 
¶ Common API wrappers for ML libs, including scikit-learn, caret, etc. 
¶ Easily extensible architecture by overloading two APIs: fit and transform. 
¶ High-level implementation of meta-ensembles for the composition of ensembles 

(recursively if needed) to support robust prediction routines. 
¶ Categorical and numerical feature selectors for specialised pre-processing routines based 

on types. 
¶ High-level code of parallelised CV routines by leveraging the multi-threading and 

distributed computing features of the Julia language. 

The main feature of the toolkit is the use of relatively compact symbolic expressions to compose 
ML pipelines. For example, the pipeline expression to extract the numerical features (numf) for 
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PCA decomposition, concatenated with the hot-bit encoding (ohe) of the categorical features 
(catf) for RF modelling, can be expressed as: 

ML Pipeline: ὲόάὪ ȿ ὴὧὥ ὧὥὸὪ ȿ έὬὩ  ȿ ὶὪ   (4) 

where:  ὥ ȿ ὦO ὦὥȠ ὥ ὦO ὧέὲὧὥὸὥȟὦ 

To avoid the brute-force approach of exhaustive search, we attack the problem by decomposing 
the search into two stages: 

1. Model selection using a surrogate preprocessing pipeline. 
2. Searching for an optimal preprocessing pipeline with the best model found in step 1. 

We use the following expression for the surrogate preprocessing pipeline: 

Surrogate Pipeline: ὧὥὸὪ ȿ έὬὩ ὲόάὪ ȿ ὶὦ ȿ ὴὧὥ   (5)  

The surrogate pipeline expression indicates one-hot encoding (ohe ) of the catf  concatenated 
with the numf  and then finally  transformed by robust scaling (rb ) and feature extracted by pca . 
The toolkit supports many preprocessing and modelling components, but for the two-stage 
strategy implementation, we use a subset of ML components for benchmarking: 

¶ 6 scalers: Standard (std ), MinMax (mx), Robust (rb ), Normaliser (norm ), 
PowerTransformer (pt ), Noop (noop ) 

¶ 4 feature extractors: PCA (pca ), ICA (ica ), FactorAnalysis (fa ), Noop (noop ) 

¶ 6 classifiers/regressors: RandomForest (rf ), AdaBoost (ada ), DecisionTree (dt ), 
Gradient-Boosting (gb), LinearSvm (lsvm ), RbfSvm (rbfsvm ) 

¶ 16 anomaly detectors: IsolationForest, EllipticEnvelope, OneClassSVM, 
LocalOutlierFactor, Angle-base Outlier Detection, Clustering-Based Local Outlier, 
Connectivity-Based Outlier Factor, Histogram-based Outlier Detection, Isolation Forest, 
k-Nearest Neighbors Detector, Local Outlier Factor, One-class SVM detector, Principal 
Component Analysis, Minimum Covariance Determinant, Subspace Outlier Detection, 
Stochastic Outlier Selection 

For the two-stage strategy, we introduce the idea of pipeline blocks. A block is composed of a 
scaler(sc)  and an extractor (xt) . A one-block pipeline can be expressed as:  

ίὧ ȿ ὼὸ ȿ άέὨὩὰ      (6) 

Based on the results of benchmarking [20] , we consider the two-block pipeline template 
described below as the best compromise of speed and accuracy:  

ίὧρ ȿ ὼὸρ ίὧς ȿ ὼὸς  ȿ άέὨὩὰ    (7) 

where sc1 and xt1 represent a scaler and a feature extractor in the first block of the preprocessing 
component in a similar way that sc2 and xt2 are the scaler and extractor in the second block of 
the preprocessing pipeline. Finally, the outputs of the preprocessing components are processed 
by the model, which can be either a classifier, a regressor, or an anomaly detector, depending on 
the problem requirement. Finding the optimal pipeline corresponds to finding the optimal 
components of the two-block pipeline template: sc1, xt1, sc2, xt2 together with the best model in 
step 1, such that the pipeline when evaluated has the best result. Our benchmark comparisons 
indicate that the two-stage strategy in combination with the two-block pipeline representation is 
significantly faster and provides superior solutions than most of the other AutoML algorithms, 
such as Auto-Sklearn, Tree-based Pipeline Optimisation Tool (TPOT), Hyperopt, Random Search, 
and ATM [20] .  

Figure 7 and  Figure 8 compares the performance of AutoMLPipeline with the performance of the 
best AutoML model in the literature for classification tasks. It can be seen that the AutoMLPipeline 
performs as well as the best AutoML in many datasets and performs significantly better in prob, 
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plant-shape, and first-order datasets. All these datasets are part of the OpenML benchmark data 
for classification models [20] .  

There are two levels of parallelism. The first level includes simultaneous executions of simple 
pipeline vs complex pipeline searches. With each pipeline search, several workers are used to 
speed up evaluation and identify the best pipeline. Depending on the use case, one can choose the 
simple pipeline solution, which is significantly quicker than the complex pipeline solution but 
with less accuracy. For critical use case requiring the best solution, the complex pipeline shall be 
used at the expense of longer search time. 

The anomaly detection algorithm relies on ensembles of 16 anomaly detectors to identify 
whether a particular observation is anomalous or not. The decision is based on the cut-off voting 
percentage (p). For any given cut-off percentage, any observation receiving at least p percentage 
is considered an anomalous point. By controlling the value of p, one can decide whether to detect 
changepoints (higher p value) or to detect local spikes (lower p value), depending on the use case. 
This flexibility comes at the cost of higher computation because to obtain the final results, all 16 
detectors must finish computing in parallel, with some latency that is only useful in a batch 
processing environment. The effectiveness of ensembling these detectors can be attributed to the 
varying strategies employed by each, with some focusing on local neighbourhoods and others on 
global neighbourhood comparisons to identify anomalous points without supervision. 

 

Figure 7: Performance of Baseline AutoML Algorithms 

 

Figure 8: Performance of AutoMLPipeline 
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2.6 Conversational MLOps 

MLOps requires a strong understanding of the processes involved, including data management, 
collection, exploration, documentation, and transformation; model selection, tuning, evaluation, 
deployment, monitoring, retraining, and maintenance costs. While MLOps helps streamline the 
processes involved, there are some steps where coding is necessary to make the processes work 
properly. One way to address this problem is to summarise these steps into a parameterised 
Argo6 workflow template where each step will be carried out by a Dockerised application that 
performs a specific task, and by stringing together these steps, the entire workflow becomes fully 
automated. 

To achieve zero-touch coding, we leverage the technology proposed and implemented by 
Anthropic called the Model Context Protocol (MCP) [21] . MCP enables LMM [22] trained to use 
tooling to exploit the services provided and advertised by applications through MCP, such that 
LLM can call these services to extract information, resources, or run functions to perform specific 
tasks while maintaining and adapting context for multi-turn interactions. 

There are three challenges that we are trying to address by developing conversational MLOps 
with LLM and MCP tooling support for different resources:  

1) talk to data for insights, reports, aggregation, summaries;  
2) talk to data for MLOps workflow;  
3) talk to data for workload management, model performance tracking, incidents and 

anomalies reporting . 

Figure 9 outlines how an AI agent (LLM + Memory + MCP) is used to interact with the different 
sources of data to bring about the talk to data paradigm.  Many of these MCP tools are already 
available, authored by the open-source community and by making all these tools available to LLM, 
the AI agent can manipulate a combination of these tools to execute services, query or extract 
information from the telemetry, preprocess or manipulate data, train or reuse models, maintain 
sessions, and adapt context based on user intent. 

 

Figure 9: MLOPs Tools Exposed by MCP for LLM Usage 

One important solution we developed is to automate MLOps with zero or minimal coding. The 
combination of LLM and MCP provides high-level interfaces to users through prompts and 
conversations that convey intent for the LLM to translate into MCP calls, which execute the 
underlying MLOps workflow. The Argo Workflow server handles the orchestration to execute 

 
6 Argo access link: https://argoproj.github.io/   

https://argoproj.github.io/
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each step described in the workflow template and provides control logic to enable loops, 
conditions, parallel executions, parameterisation, and a templating mechanism for easy sharing 
of reusable workflows.  

With Dockerised solutions, one can treat each task in a workflow as a black box that can be 
implemented in any programming language. The major requirement is for each task to follow the 
input and output specifications defined in the Argo workflow API to make these different 
solutions communicate with each other by passing their outputs as inputs to the next step in the 
workflow,  similar to the Unix pipe paradigm. 

2.6.1 Innovation: Zero-Coding AutoML Workflow  Using AI Agents 

The toolkit covers the three important uses of ML modelling in AutoML, namely: regression, 
classification, and anomaly detection. The typical Argo workflow for the three types of modelling 
shares similar preprocessing components and only differs in the model types. Classification 
problems expect the target outputs to be categories, while regression models expect numerical 
outputs. In the case of anomaly detection, we use models that are unsupervised, so there is no 
training involved and no need for supervised target outputs. 

Figure 10 shows the three major AI agents used, namely: AI agent for AutoML deployment; AI 
agent for deployment and monitoring; and AI agent for results summarisation. In a more 
advanced usage, we explored supervisor-worker models where the supervisor generates tasks 
and dynamically deploys workers equipped with MCP tools for each task. Results from sub-agents 
are then aggregated by the Report Writer agent and evaluated by LLM as a judge, comparing the 
user query and results. If the LLM as a judge is satisfied with the results, it will output the final 
findings from the Report Writer. Otherwise, the main task is returned to the Orchestrator to try 
again to process the user query. The maximum number of retries allowed by the LLM as a judge 
is set to 3, but can be changed by the user depending on how good the running Agents are. Initial 
study indicates that using big models such as Claude Sonnet requires just one cycle to create the 
final report in most cases, while smaller Ollama models can require more cycles or get stuck in 
the final cycle with an inferior or inaccurate final report. 

 

Figure 10: Figure AI Agents with MCP Tooling 

Figure 11 shows the architecture used for deploying and monitoring applications as well as 
summarising results of any Argo workflow for classification, regression, or anomaly detection. 
The sub-agents are dynamically created based on the number of tasks generated by the 
supervisor or orchestrator. It is important for this architecture to manage context because of its 
nature to be highly dynamic. Sub-agents should only receive specific tasks so that they can focus 
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their attention on the specific domain to avoid attention scarcity caused by exploding context size 
if the increasing number of tokens in messages and conversations becomes part of the sub-ÁÇÅÎÔȭÓ 
memory. Agent-to-agent behaviour is dynamic, and with MCP tools, new information requires 
updating of old context to make sure that the agent learns the new information with higher 
ÐÒÉÏÒÉÔÙ ÒÅÌÁÔÉÖÅ ÔÏ ÔÈÅ ÁÇÅÎÔȭÓ ÐÒÅÔÒÁÉÎÅÄ ÃÏÎÔÅØÔ ÆÏÒ ÍÏÒÅ ÁÃÃÕÒÁÔÅ ÒÅÓÐÏÎÓÅÓȢ 

 

Figure 11: Supervisor-Worker Agents Using Context Engineering 

Figure 12 showcases the typical workflow of conversational MLOps. When a user asks the agent 
to deploy certain Argo workflow, the agent uses the MCP to get the lists of available workflows 
and reads the YAML files describing the parameters and steps in the workflow.  Once the agent 
gets the proper context of how to use each workflow template, the agent uses MCP to select the 
appropriate Argo workflow and pass the corresponding parameters based on the conversation 
from the user. Upon submission of the workflow, MLflow tracks the experiment and saves the 
final model in the Minio object store. The Argo workflow also uses the Minio object store to load 
the dataset and save the logs of the deployed Argo workflow. During deployment, the agent can 
be asked to monitor the deployment and report the status back to the user in the chatbot 
conversation. The user can also ask the AI Agent to summarise the results. The summarisation 
task requires the AI Agent to use both MCPs for K8s and Argo tools to get the logs of the pods 
deployed by the Argo workflow. The code for MCP and other related files can be found in our 
GitHub repo [23] . 

 

Figure 12: Agentic MLOPs Workflow 
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2.7 Reusable O-RAN Distributed ResNet model for RF feature 
extraction  

The O-RAN allows for the smooth distribution of the workloads of signal processing and resource 
allocation across the RAN infrastructure. A practical and widely adopted implementation of cell-
free networks is based on the O-RAN architecture [24] , where the distribution of computational 
workloads is a fundamental consideration for design. This distribution is achieved through the 
functional disaggregation of the network into three primary components:  

1. Central Unit (CU) : responsible for higher-layer processing and network control 
functions, essentially managing the parts of the radio protocol stack that do not require 
real-time execution.  

2. Distributed Unit (DU) : performs the upper-layer and final stages of physical layer 
processing. 

3. Radio Unit (RU) : responsible for executing lower-level physical layer processing. 

Several studies, such as those by D. Cabric et al. [25] , have investigated location diversity and 
consensus mechanisms among multiple sensing receivers. Initiatives like RadioHound [26] 
further exemplify the growing interest in distributed sensing paradigms. It is important to note, 
however, that while the sensing operations are distributed across multiple nodes, the data 
processing typically remains centralised. In this context, deep learning models like ResNet have 
been widely used as one of the most effective models for signal classification tasks [27] . Recent 
studies have examined network models that utilise multiple input streams to exploit diversity 
gains, providing useful insights into multi-source feature learning [28] . 

However, research on fully distributed implementations, particularly in scenarios involving 
multiple input signals from spatially distributed nodes (i.e., like in CF-mMIMO), remains limited. 
While some initial efforts have explored aspects of distributed processing [29] , there is still a gap 
regarding the tradeoffs between feature extraction accuracy, fingerprinting reliability, and 
computational complexity. This gap is especially relevant in cell-free O-RAN-based architectures, 
where distributed deep learning models such as ResNet could play a key role in physical-layer 
feature extraction. 

Throughout the SUNRISE-6G project, we adhere to this O-RAN-based terminology and functional 
assignment; specifically, we focus on the disaggregation of the physical layer functionalities 
across the RU and DU. To this end, we have disaggregated a ResNet machine learning model into 
a distributed O-RAN-based cell-free architecture. This model allows leveraging time-domain 
feature extraction from sequential IQ signal processing throughout the O-RAN components as a 
function of the computational resources available on the RAN edge. Figure 13 shows a high-level 
overview of the disaggregated ResNet architecture. 

The RUs stream the in-phase (I) and quadrature (Q) components (time-domain data) 
sequentially. To parallelise the RF feature extraction task, we introduced an IQ buffer in the input 
to store N samples. Therefore, the input layer of the model receives N complex samples, which 
are represented as ὔ  ς real-valued samples (buffered in parallel). This means ResNet performs 
the feature extraction on a per-frame basis rather than per sample, where each frame is 
represented as a matrix R of N rows and 2 columns corresponding to the I, and Q components, 
respectively. Further, each RU can perform a preliminary decision based on the feature extraction 
stack and forward it to the DU for a final decision comprising the intermediate processing from 
multiple RUs.  

Depending on the last dense layer and exit layer, the model could be used either for classification 
tasks of different RF features (e.g., signal modulation, spectrum occupancy, technology 
classification) or regression tasks (e.g., power spectral density, explicit radio localisation 
extraction in the context of Joint Communication and Sensing). This adapted version of ResNet is 
fully scalable (including computational scalability) across the O-RAN architecture. This means it 
can be easily adapted depending on the task complexity, required accuracy and computational 
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resources available in the RAN edge.  Further, in subsection 3.5 we present different 
disaggregation topologies of ResNet for automated modulation classification in the framework of 
cell-free O-RAN as well as the results achieved. 

 

Figure 13: Conceptual Overview of the Distributed ResNet Model in O-RAN-based Architecture 

2.8 MLOps for Experiment Description  Creation   

Chatbots and LLM-based assistants are emerging as novel tools for research infrastructures to 
reduce the entry barrier for new users who need to use the infrastructure. As such, an LLM can 
be used to construct the experiment description and submit it to the infrastructure to conduct the 
experiment. When designing an LLM-based chatbot, it is important to consider how the LLM 
model acquires special-purpose knowledge. There has been wide research in relevant literature 
on how this can be accomplished. Q. Dong et al. [30] , present insights on how LLMs can be used 
to integrate and apply domain-specific knowledge with the usage of in-context learning (ICL), 
providing the techniques, and challenges of ICL. One widespread way of integrating an external 
source of knowledge into LLM, based on ICL and structuring the retrieval information part, is 
through Retrieval-Augmented Generation (RAG) systems. Y. Gao et al. [31] , provides a brief 
analysis of the architecture of the different components and the advancements of RAG systems, 
analysing different sophisticated models such as Naive RAG, Advanced RAG, and Modular RAG. 
They also propose methods for evaluating an RAG system, many of which were utilised to 
evaluate our proposed system. C. Jeong [32] explores a different way to construct domain-specific 
LLMs via Fine Tuning (FT). The authors implement a comprehensive approach for the FT process, 
analysing various aspects such as dataset selection, preprocessing, and model choice, particularly 
focusing on building LLMs for the financial field. In [33] , the author explores applying an LLM 
model using the domain-specific knowledge of surface engineering, having as a dataset a list of 
scientific papers of the field, using the indexing method. This work highlights the importance of 
integrating advanced AI tools with expert knowledge to enhance accuracy and relevance in a 
specialised field (such as surface engineering) oriented query. Exploring the integration of LLMs 
into specialised domains, it is worth mentioning the work of B. Wang et al. [34] , which provides 
LLM-powered agent assistance into the video editing workflow, aiming to simplify complex 
editing tasks such as automatically generating descriptions for footage, enabling the LLM to 
execute editing tasks based on user objectives and others. L. Wang et al [35] conduct a survey in 
which they explore the use of LLMs in developing autonomous agents, noting a departure from 
previous research focused on agents with limited knowledge in isolated environments. It 
presents a detailed examination of the architecture, diverse applications, methodologies for 
assessment, and the challenges of LLM-based autonomous agents, thus providing very important 
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details on the design and implementation of similar agents for experiment description and 
configuration.  

In [36] , authors delve into the evolution and challenges faced by Virtual Intelligent Assistants 
(VIAs) such as Amazon Alexa and Google Assistant, which have gained prevalence in recent years. 
They explore new research directions focused on understanding multi-modal contexts and 
personalising assistant services, providing insights for researchers and practitioners while 
emphasising the pivotal role of LLMs in enhancing these strategies. In the context of SUNRISE-6G, 
we develop an advanced RAG system that serves as an agent for configuring experiments over 
the federated SLICES infrastructure. The special purpose data sourced from the SLICES RI 
documentation is used, enriched with a strategic usage of external LLMs such as GPT4, combining 
both ICL and FT methods. This system aims to provide an improved user experience for 
experimenters of the SLICES RI infrastructure, reduce the learning curve for new users, and 
extend to create experiment descriptions that are compatible with the SLICES-RI methodology 
and interfaces. The ultimate goal is to provide the means to significantly reduce the time required 
to learn the experimental platform and help the experimenter unlock the infrastructure's full 
potential more rapidly than traditional methods would allow. 

2.9 MLOps for NWDAF  

MLOps provides the operational foundation for scalable, reliable machine learning within core 
network analytics functions, with a particular emphasis on NWDAF. According to 3GPP 
specifications, the NWDAF is responsible for several key functionalities that enable data-driven 
intelligence across the 5G core. These functionalities include the collection of raw and aggregated 
measurements from Network Functions (NFs), the generation of statistical analyses, the 
prediction of future network conditions, and the provision of analytics results through standard 
interfaces to consumer functions such as the Network Slice Selection Function (NSSF), Session 
Management Function (SMF), Policy Control Function (PCF). The NWDAF supports subscription-
based and request-based analytics, including load estimation, mobility pattern prediction, slice 
performance analysis, and user experience assessment. These capabilities make the NWDAF a 
central component for enabling automated and adaptive network behaviour. 

Given the breadth and variability of NWDAF data and its role in real time decision support, the 
deployment of a comprehensive MLOps pipeline becomes essential. The integration of MLOps 
enables continuous training, validation, deployment, and monitoring of machine learning models 
under realistic and evolving network conditions. This lifecycle management ensures that 
analytics models remain accurate as traffic patterns shift, enhances robustness against outlier 
behaviour, and supports near real-time reactions to emerging network states. 

Figure 14 presents EUR's E2E MLOps stack, which delivers complete pipelines for both training 
and inference. The architecture is composed of microservices deployed on K8s to ensure 
scalability, resiliency, and cloud native operation. Within this environment, the NWDAF acts not 
only as a consumer of analytics models but also as a primary data source. The NWDAF provides 
access to the diverse and standardised analytics defined in 3GPP specifications. This data is 
essential for producing models that are aligned with realistic operational scenarios. 
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Figure 14ȡ %52ȭÓ E2E MLOps Platform for NWDAF 

In the context of integrating the EUR testbed with the SUNRISE-6G Global Model Registry, the 
platform enables the generation of reusable, interoperable machine learning assets. The 
availability of NWDAF data allows the training of models that capture network behaviour with 
high fidelity and operational relevance. Once training is completed within EUR's MLOps platform, 
the resulting models are automatically stored and versioned through a local registry that tracks 
experiments, hyperparameters, and performance metrics across multiple iterations. The best-
performing models, validated against predefined performance criteria and operational 
constraints, can then be exported to the SUNRISE-6G global registry, where they become 
accessible for inference tasks, collaborative experimentation, or further fine-tuning by other 
testbed partners. This workflow supports reusability across testbeds and facilitates knowledge 
transfer among experimenters, which contributes to consistent model evolution and accelerated 
innovation across the project ecosystem. 
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3 AI/ML Experimentation  and Model ling Pipelines  

SUNRISE-6G introduces a collaborative approach to 6G AI research, promoting the free sharing 
of not only AI training workflows by testbeds, but also pre-trained models whose artefacts are 
stored at the SUNRISE-6G model registry. As was initially  described in D4.2, the involved testbeds 
adopt common AI experimentation workflows, which help streamline their local AI 
experimentation workflows. This improves the reproducibility of experiments performed by the 
testbeds and unlocks the capability to perform joint AI experiments with other collaborating 
testbeds. 

This chapter outlines the AI/ML Experimentation and Modelling  Pipelines , implemented at 
the local testbed level by testbeds participating in the SUNRISE-6G Ȱ!) &ÅÄÅÒÁÔÉÏÎȱȟ ÁÓ ÏÕÔÌÉÎÅÄ ÉÎ 
D2.2, to demonstrate the application and benefits of federated MLOps. These pipelines constitute 
the main innovation angles offered to the AI Federation framework through its local MLOps 
deployments. Collectively, these experiments illustrate the feasibility of the SUNRISE-6G AI 
Federation framework in supporting scalable, energy-efficient, and reusable AI solutions across 
6G testbeds. In the following sections, each partner details their experimental setup, 
methodology, and key outcomes. Each pipeline explores specific capabilities that contribute to 
the E2E lifecycle of AI across federated infrastructures: from workload prediction and AutoML to 
lightweight inference on edge devices and MLOps for network analytics. 

3.1 Transfer Learning -Enhanced AutoML for TS Workload Prediction   

Modern 6G testbeds generate vast amounts of telemetry and operational data, including 
performance indicators, such as CPU, memory, and network utilisation. Efficiently analysing and 
forecasting this data is critical for resource optimisation, energy management, and fault 
prediction within intelligent network infrastructures. However, training accurate forecasting 
models from scratch requires large datasets, significant computational resources and deep AI 
expertise, which are not always available at every testbed. 

The experiment presented in this section addresses this challenge through the AI Federation 
Framework, which enables collaborative AI model development and knowledge sharing across 
distributed environments. By leveraging transfer learning, pre-trained models can be reused and 
fine-tuned locally with minimal data and computational effort. This not only reduces training 
costs and time but also supports energy-efficient model deployment across 6G testbeds.  

3.1.1 Approach  

To investigate this challenge, we designed a transfer learning workflow  within the AI 
Federation Framework and applied it to CPU telemetry forecasting as a representative time-
series use case. The high-level strategy involves three main stages: 

1. Global model training  at )ÎÔÒÁÃÏÍȭÓ ÔÅÓÔÉÎÇ ÃÌÏÕÄ ÉÎÆÒÁÓÔÒÕÃÔÕÒÅȟ ×ÈÅÒÅ Á base 
forecasting model is trained using local telemetry data. 

2. Model registration and sharing  via the global MLOps infrastructure (MLflow and 
MinIO). 

3. Model fine -tuning and deployment  at ISI/ATH-6G testbed, where the pre-trained 
model is adapted using a small amount of local data and then is used for real-time 
inference. 

Conceptually, this approach demonstrates how knowledge can flow between distributed AI 
environments without sharing raw data, addressing privacy, interoperability, and efficiency 
challenges. Each testbed contributes not by exchanging data, but by exchanging pre-trained 
models and metadata, forming a collaborative learning system. 

The forecasting model used in this experiment is N-HiTS, described in detail in Section 2.1, and 
implemented via the Darts library. N-HiTS was selected for its proven ability to capture both 
short-term fluctuations and long-term temporal dependencies in time-series data. The model was 
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trained using the following configuration parameters: 

¶ Input  chunk length: 24 (representing a 4-minute context window at 10-second intervals) 
¶ Output chunk length: 1 (one-step-ahead forecast) 
¶ Optimiser: Adam  
¶ Learning rate: 1e-3 (for initial training), 1 e-4 (for fine-tuning) 
¶ Batch size: 32 
¶ Epochs tested: 10, 20, 25, 50, 80, 100, 200. 

The resulting architecture, supported by federated MLOps tools, allows testbeds to train once, 
share globally, and adapt locally, showcasing the flexibility, scalability, and sustainability of AI 
federation for timeseries analysis in 6G networks. 

3.1.2 Experiment Setup  

The experiment was conducted using three interconnected environments that together 
demonstrate the principles of the AI Federation Framework. 

¶ Global MLOps stack 
¶ Local MLOps stack at Intracom cloud testing environment 
¶ Local MLOps stack at ISI/ATH 6G testbed 

 

Figure 15: Transfer Learning Proof-of-Concept Architecture 

As depicted in Figure 15, the global stack comprises an MLflow 7 model registry for model 
tracking, registration, and version control, and a MinIO 8 centralised artefact storage for trained 
models and metadata. The local intelligent agents at testbeds include K8s9 for pipeline 
orchestration and experiment automation, Grafana10 for visualisations, Kafka 11 for real-time 
data streaming and Prometheus 12 and Thanos13 for telemetry data collection. 

The dataset used in this experiment consists of CPU telemetry data collected from multiple nodes 
within the 6G testbed infrastructure. 

 
7 MLflow: https://mlflow.org/   
8 MinIO: https://www.min.io/   
9 K8s: https://www.kubeflow.org/   
10 Grafana: https://grafana.com/   
11 Kafka: https://kafka.apache.org  
12 Prometheus: https://prometheus.io/   
13Thanos: https://thanos.io/   

https://mlflow.org/
https://www.min.io/
https://www.kubeflow.org/
https://grafana.com/
https://kafka.apache.org/
https://prometheus.io/
https://thanos.io/
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3.1.3 Experiment  Workflow  

This section describes the E2E workflow implemented for the AI Federation Proof-of-Concept, 
covering both the initial model training and fine-tuning stages, as well as the real-time prediction 
setup. This workflow demonstrates how federated MLOps tools and pipelines can support 
collaborative model development and deployment across distributed 6G testbeds. 

 

Figure 16: Sequential Diagram of the Experiment 

Figure 16 presents all workflow steps, described in detail in the following sub-sections. The 
complete implementation of the experiment, including K8s pipeline definitions, training scripts, 
ÁÎÄ $ÏÃËÅÒ ÃÏÎÆÉÇÕÒÁÔÉÏÎÓȟ ÉÓ ÁÖÁÉÌÁÂÌÅ ÉÎ ÔÈÅ ÐÒÏÊÅÃÔȭÓ 'ÉÔ(ÕÂ ÒÅÐÏÓÉÔÏÒÙ14. 

3.1.3.1 Data Collection and Preprocessing  

First, a K8s pipeline is executed in )ÎÔÒÁÃÏÍȭÓ ÃÌÏÕÄ ÔÅÓÔÉÎÇ ÅÎÖÉÒÏÎÍÅÎÔ, as depicted in Figure 
17. In the initial step, CPU telemetry data is collected via Prometheus and ingested into the 
pipeline for preprocessing. The second step handles missing values through interpolation, 
backfill, and forward-fill methods. The dataset is split into training (80%) and test (20%) sets and 
normalised using the mean and standard deviation of the training data. The outputs of this step 
include the normalised training and test sets, as well as the normalisation parameters, which are 
later used to de-normalise forecast outputs. 

3.1.3.2 Model Training 

In the third  step of the Kubeflow pipeline, an N-HiTS model (via the Darts library) is trained. 
Multiple epochs (10-200) were tested to evaluate model convergence. The model learns temporal 
dependencies in CPU usage to perform a one-step-ahead forecast. Model performance is 
ÅÖÁÌÕÁÔÅÄ ÂÙ ÆÏÒÅÃÁÓÔÉÎÇ ÔÈÅ ÓÁÍÅ ÎÕÍÂÅÒ ÏÆ ÔÉÍÅ ÓÔÅÐÓ ÁÓ ÔÈÅ ÔÅÓÔ ÓÅÔȭÓ ÌÅÎÇÔÈ. Evaluation metrics 
include Mean Absolute Percentage Error (MAPE) and Root Mean Squared Error (RMSE), 
calculated using the test set predictions. 

 
14 GitHub repository access link: https://github.com/SMARTECH-ISI-Athena/Sunrise6G-AI-Federation-pipelines  

https://github.com/SMARTECH-ISI-Athena/Sunrise6G-AI-Federation-pipelines


$ψȢω Ȭ&ÉÎÁÌ ÒÅÐÏÒÔ ÏÎ !)-$ÒÉÖÅÎ $ÅÃÉÓÉÏÎ %ÎÇÉÎÅȭ 

©SUNRISE-6G  Page | 39  

 

Figure 17: Kubeflow pipeline for initial model training at Intracom Environment 

3.1.3.3 Model Registration and Metadata Logging 

Upon training completion, the model is automatically registered in MLflow, and all model 
artefacts are stored in the global MinIO storage for access by other testbeds, as shown in Figure 
18 and Figure 19, respectively. As presented in Figure 20 and Figure 21, alongside the model, we 
also record the input parameters used during the training and several time-series characteristics, 
including variance, kurtosis, and seasonality. These descriptors help other partners determine 
whether the model is appropriate for their datasets. Additionally, ÔÈÅ ÍÏÄÅÌȭÓ 2-3% ÁÎÄ -!0% 
scores, along with the normalisation parameters (mean and standard deviation), are stored to 
facilitate model evaluation and subsequent fine-tuning. 

 

Figure 18: Model registered in MLflow Global Registry 
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Figure 19: Model Artefacts stored in MinIO Artefact Storage 

 

Figure 20: Input Parameters of the Model logged in MLflow Global Registry 

 

Figure 21: Time-Series Characteristics and Evaluation Metrics logged in MLflow 

3.1.3.4 Model Finetuning 

At the ISI/ATH 6G testbed, we fine-tune the model using the pre-trained model previously 
registered in MLflow. The corresponding Kubeflow pipeline is shown in Figure 22. Telemetry 
data is collected using Thanos and then pre-processed in a similar manner to the training phase: 
the data from the desired node is selected, missing values are interpolated, and an 80-20% train-
test split is applied for evaluation. To ensure consistency, the normalisation parameters (mean 
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and standard deviation) from the original pre-trained model are retrieved from MLflow and 
reused to normalise the local dataset.  

 

Figure 22: Finetuning K8s pipeline at the ISI/ATH 6G testbed 

Instead of training a model from scratch, the pre-trained model is retrieved from the global 
registry and fine-tuned using a small portion of local data. Fine-tuning is performed with a low 
learning rate (1e-4) and a limited number of epochs to reduce computational cost. The updated 
model is then pushed back to MLflow, enriching the global model repository and allowing other 
testbeds with similar telemetry characteristics to benefit from the adaptation. The resulting 
model, along with its hyperparameters, is displayed in Figure 23. 

 

Figure 23: Finetuned Model Registered in MLflow Global Registry 
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3.1.3.5 Real-Time Prediction 

To support real-time inference, the proposed pipeline foresees integrating a streaming 
architecture based on Apache Kafka into the ISI/ATH 6G testbed infrastructure . In this design, 
telemetry data collected from the monitoring stack (e.g., Prometheus) are continuously streamed 
through Kafka topics and consumed by the prediction service that hosts the fine-tuned model. 
This architecture enables continuous processing of workload metrics and the generation of near-
real-time predictions to support dynamic resource management decisions. The predicted values 
are intended to be integrated with the monitoring framework and visualised through Grafana 
dashboards alongside the observed workload metrics, enabling operators to monitor prediction 
accuracy and workload trends in real time. The implementation and full validation of the real-
time inference pipeline, including the Kafka streaming components, are currently ongoing and 
will be presented in D6.2. 

3.1.4 Results 

The experiment evaluated model performance before and after fine-tuning to assess the benefits 
of transfer learning in a federated setup. Quantitative results are summarised in Table 2. The first 
row corresponds to the base model, trained and evaluated on data from the Intracom cloud 
environment, serving as the initial foundation model. The second row reports the performance 
of the same base model when directly applied to the ISI/ATH 6G testbed data without  any 
adaptation, illustrating the drop in accuracy due to differences in data distributions between the 
two environments. The third row shows the results of a scratch model , trained on ISI/ATHȭÓ 
local data for 10 epochs (the same number of epochs later used for fine-tuning) , to provide a local 
baseline for comparison. Finally, the fourth  row presents the fine -tuned model , obtained by fine-
tuning the pre-trained )ÎÔÒÁÃÏÍ ȰÂÁÓÅ ÍÏÄÅÌȱ using ISI/ATHȭÓ ÌÏÃÁÌ ÄÁÔÁ for 10 epochs, thereby 
combining global knowledge with local adaptation. 

Table 2: Quantitative Evaluation of the Transfer Learning Experiment for CPU usage Forecasting 

Environment  Model Version  Epochs MAPE (%)  RMSE 

Intracom cloud  
environment  

Base Model 70 5.45 0.79 

ISI/ATH  6G 
testbed  

Base Model Not applicable 16.97 1.63 

ISI/ATH  6G 
testbed  

Scratch Model 10 9.11 1.23 

ISI/ATH  6G 
testbed  

Fine-tuned 
Model 

10 7.87 0.92 

The results clearly demonstrate the benefits of transfer learning within the AI Federation 
Framework. When the Intracom-trained model is directly evaluated on ISI/ATHȭÓ ÄÁÔÁȟ 
performance degrades significantly (MAPE increases from 5.45%  to 16.97% ), confirming that 
models trained in one environment may not generalise well to another without adaptation. 
Training a model from scratch at ISI/ATH improves performance (MAPE 9.11%, RMSE 1.23), but 
the fine-tuned model achieves the best balance.  

Qualitatively, Grafana dashboards in Figure 24 and Figure 25 ÓÈÏ× ÔÈÁÔ ÔÈÅ ÍÏÄÅÌȭÓ forecasts 
closely track actual CPU usage trends and capture their periodicity. The dashboard in Figure 24, 
compares actual CPU usage (green) with forecasted values (yellow) and tracks the rolling RMSE 
(blue) over time. Figure 25 further illustrates the alignment between actual CPU usage (yellow 
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line) and model forecasts (greenɊȟ ÃÏÎÆÉÒÍÉÎÇ ÔÈÅ ÍÏÄÅÌȭÓ ÁÂÉÌÉÔÙ ÔÏ ÁÃÃÕÒÁÔÅÌÙ ÆÏÌÌÏ× ÔÅÍÐÏÒÁÌ 
patterns. 

 

Figure 24: CPU Usage and Rolling RMSE in Intracom Cloud Environment 

 

Figure 25: Grafana Dashboard Showing Actual vs Forecasted CPU usage at the ISI/ATH 6G-Testbed 

3.1.5 Conclusions 

The experiment successfully demonstrates several key benefits of the AI Federation framework, 
including pluggability, model sharing, and reusability across distributed 6G testbeds. By using 
shared MLOps infrastructure and pre-trained models, forecasting solutions can be rapidly 
adapted through lightweight fine-tuning for local testbed environments without duplicating 
effort or data transfer. The results confirm that models trained in one testbed can be effectively 
fine-tuned on another while maintaining or improving accuracy. The integration of off-the-shelf, 
open-source tools (Kubeflow, MLflow, MinIO, etc.) ensures transparency, scalability, and 
reproducibility , and key principles for large-scale AI Federation. Finally, through this PoC, the 
training costs are significantly reduced, and the energy efficiency of AI experimentation in 6G 
environments is enhanced. 

3.2 TinyML for Object Detection  on the Edge Robotics  

TinyML  is essential in scenarios where deploying traditional ML models is impractical due to 
severe resource constraints on edge devices. In particular, different robotic systems, such as 
those operating in subterranean mining, face a common challenge: they require perception 
models that are light enough for embedded systems yet robust enough for real-world  variability.  
The goal of this experiment is to develop a lightweight , transferable  object -detection model  
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that operates reliably in resource-constrained robotic environments and can be seamlessly 
shared across testbeds via the AI Federation Framework. Within the federation, testbeds can 
contribute models, reuse existing ones, and adapt them to their own contexts without centralising 
sensitive data. Training the nano variant of the YOLOv8 family (YOLOv8n) enables us to 
investigate how small, edge-deployable models can be incorporated into a federated model 
lifecycle managed through the global MLflow registry. 

YOLOv8 is available in several size variants ɀ n (nano), s (small), m (medium), l (large), and x 
(extra-large), each offering different trade-offs between accuracy, computational load, and 
memory footprint . For this experiment, the nano variant (YOLOv8n) was selected because it is 
optimised for lightweight, embedded, and battery-powered platforms. YOLOv8n typically 
requires only a few megabytes of storage and can run inference on low-power devices, making it 
well-suited for subterranean robotic platforms where computing and energy are limited. While 
larger variants such as YOLOv8s or YOLOv8m may offer higher accuracy, they exceed the real-
time processing capabilities of edge-deployed robotic hardware, which is why YOLOv8n is the 
appropriate choice for TinyML and 6G-enabled robotics. 

3.2.1 Approach  

Our strategy is to train a compact, edge-suitable object detection model using a standardised, 
reproducible workflow that integrates with  the AI Federation Framework. At a high level, the 
approach consists of:  

(i)  selecting a lightweight model architecture suitable for edge robotics (YOLOv8n),  
(ii)  training on a domain-specific dataset (Mining-ZYSLI Dataset15) within a Kubeflow 

notebook for portability and reproducibility ,  
(iii)  registering the resulting model in the global MLflow registry so that other testbeds can 

either use it directly or finetune it locally.  

The model used in this experiment is YOLOv8n, which is described in detail in Section 2.2, 
implemented via the ultralytics library.  This model was chosen specifically for its minimal 
computational footprint and suitability for TinyML deployment on resource-constrained robotic 
platforms. During training, the nano architecture of YOLO pretrained on the COCO dataset 
(yolov8n.pt) was used along with the following, reduced hyperparameters to ensure successful 
execution on the Kubeflow environment: 

¶ Imgsz: 416 (input  image resolution to which all images are resized, lower values reduce 
computation but may slightly reduce accuracy), 

¶ Batch: 4 (number of images processed per training step, smaller batches reduce memory 
usage at the cost of slower convergence), 

¶ Workers : 2 (number of data-loading threads, which controls how many parallel 
processes prepare batches during training), 

¶ Lr0 : 0.001 (initial learning rate, which determines how quickly the model updates its 
weight during training) , 

¶ Weight _decay: 0.0005 (regularisation term that prevents overfitting by penalising overly 
large weights), 

¶ Patience: 5, 25, 35 (early stopping tolerance, training stops if validation performance 
does not improve for the defined epochs), 

¶ Epochs: 10, 30, 60, 80, 120 (number of full passes over the training dataset, which is used 
to compare model performance under different training durations). 

Early stopping, limited epochs, and low worker counts were applied to avoid resource 
exhaustion, demonstrating that even lightweight architectures can be trained, versioned, and 
federated effectively, supporting a distributed ecosystem of edge-AI robotics applications. 

 
15  Mining-ZYSLI Dataset: https://universe.roboflow.com/nxtqube-dqytt/mining -zysli  

https://universe.roboflow.com/nxtqube-dqytt/mining-zysli
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3.2.2 Experiment Setup  

The experiment was conducted using the Kubeflow  environment deployed on the ISI/ATH  
testbed , which serves as a local MLOps stack for training, experimentation, and workflow 
orchestration. Kubeflow provides a reproducible and containerised environment where 
lightweight models can be trained efficiently using Python notebooks and pipelines. Once the 
model is trained locally, it is published to the Global MLflow Registry , which constitutes a key 
component of the AI Federation Framework. 

The dataset used for this experiment is the Mining -ZYSLI dataset [37] sourced from the Roboflow 
Universe repository. It contains a total of 354 annotated images  relevant to industrial and 
subterranean mining environments, including machinery, equipment, personnel, and structural 
elements commonly encountered by field robots. The dataset follows a standard YOLO-format 
structure with separate train , validation, and test splits, each containing paired images and labels 
directories. It includes 4 primary object classes relevant to mining operations: 
excavacationmachinery (referring to equipment like excavators, bulldozers, scrapers, etc.), hat, 
spare_parts, and truck. The dataset provides bounding-box annotations for all objects of interest, 
required for supervised object detection training, and is compact enough to support efficient 
experimentation on limited-resource environments. Despite its lightweight  size, the dataset 
captures representative mining-environment variability , making it suitable for the development 
of an initial federation-ready detection model that can be later reused or fine-tuned by other 
testbeds through the global MLflow registry.  

To illustrate the characteristics and annotation quality of the dataset, Figure 26 and Figure 28 
present two representative samples of the training set that include bounding boxes around the 
objects of interest. Figure 27 and Figure 29 show additional versions of these images, where the 
cursor highlights the specific bounding box region corresponding to the annotated object, along 
with the associated class label. These annotated views demonstrate how objects such as 
excavationmachinery, hat, spare_parts, and truck are represented in the dataset, and they provide 
a clear visual indication of the annotation format used during training. 

 

Figure 26: The Mining Dataset showing typical objects found in an Industrial Mining Environment 
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Figure 27: The Mining Dataset highlighting the Bounding Box and Class Label ȰÔÒÕÃËȱ ÁÓÓÉÇÎÅÄ ÔÏ ÔÈÅ 
Identified Object 

 

Figure 28: The Mining Dataset Showing Typical Objects found in an Industrial Mining Environment 
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Figure 29: The Mining Dataset highlighting the Bounding Box and Class Label ȰÅØÃÁÖÁÃÁÔÉÏÎÍÁÃÈÉÎÅÒÙȱ 
assigned to the Identified Object 

3.2.3 Experiment Workflow  

The experiment follows a structured, step-by-step workflow designed to support reproducible 
training, evaluation, and federation of the object detection model.  

1. Data Preparation . First, the Mining-ZYSLI dataset is prepared and organised in YOLOv8 
format, including separate training, validation, and test splits.  

2. Model Training . Second, the lightweight YOLOv8n model is loaded and finetuned on the 
dataset within a Kubeflow notebook deployed on the ISI/ATH testbed, using resource-
constrained hyperparameters appropriate for TinyML-style edge environments.  

3. Model Evaluation . Third, after training, the model is evaluated to compute key metrics, 
including mAP50, mAP50-95, precision, and recall, providing quantitative performance 
indicators.  

4. Model Registration /Sharing . Fourth, the trained model, associated artefacts, 
hyperparameters, dataset metadata, and evaluation metrics are logged and registered to 
the global MLflow registry, making the model discoverable and reusable by other testbeds 
in the federation. Finally, the model is exported in ONNX format for deployment on edge 
robots or further fine-tuning at other testbeds. Figure 30 displays the YOLOv8n model 
registered in MLflow, including its name, version, unique run identifier, and creation 
timestamp. This confirms that the model has been successfully made available for 
federation and reuse across testbeds. Figure 31 and Figure 32 present the MLflow 
experiment view displaying logged hyperparameters, dataset properties (image count, 
available classes), and evaluation metrics. This provides a comprehensive overview of the 
ÍÏÄÅÌȭÓ ÔÒÁÉÎÉÎÇ ÃÏÎÆÉÇÕÒÁÔÉÏÎ ÁÎÄ ÐÅÒÆÏÒÍÁÎÃÅȢ 
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Figure 30: YOLOv8n Model Registered in Global MLflow Registry 

 

Figure 31: MLflow Experiment Dashboard with Hyperparameters and Dataset Characteristics 
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Figure 32:  MLflow Experiment Dashboard with Evaluation Metrics 

4ÈÅ ÃÏÍÐÌÅÔÅ ÉÍÐÌÅÍÅÎÔÁÔÉÏÎ ÏÆ ÔÈÅ ÅØÐÅÒÉÍÅÎÔ ÉÓ ÁÖÁÉÌÁÂÌÅ ÉÎ ÔÈÅ ÐÒÏÊÅÃÔȭÓ 'ÉÔ(ÕÂ ÒÅÐÏÓÉÔÏÒÙ16. 

3.2.4 Results 

Five training experiments were conducted using different epoch settings, and the produced 
model was evaluated using mAP50, mAP50-95, Precision, and Recall. The results are presented 
in Table 3. 

Table 3: Comparison of YOLOv8n Model Performance Across Different Epoch Configurations 

Epochs mAP50 mAP50-95 Precision  Recall 

10 0.4886 0.2409 0.5119 0.5288 

30 0.5667 0.2843 0.6240 0.5414 

60 0.6131  0.3208  0.7862  0.5917 

80 0.5971 0.3039 0.6175 0.6840  

120 0.5780 0.2990 0.5909 0.5810 

The definitions of the metrics used are: 

¶ Precision : The proportion of predicted bounding boxes that are correct. 
¶ Recall: The proportion of ground-truth objects that the model successfully detects. 
¶ mAP50: Mean Average Precision at IoU threshold 0.5. Measures combined detection and 

localisation accuracy using a lenient overlap requirement. 
¶ mAP50-95: Average mAP across IoU thresholds from 0.5 to 0.95 in steps of 0.05. This is 

the strictest metric. 

The observed variations in performance across different epoch configurations highlight the 
trade-off between model convergence and overfitting, which is particularly pronounced when 
training lightweight models on limited datasets. While increasing the number of training epochs 
initially improves detection accuracy, excessive training leads to performance degradation on the 
validation set, indicating overfitting. This effect is especially pronounced in the decline of mAP 
and precision scores for models trained for more than 60 epochs. 

Given the above results, the model trained for 60 epochs achieved the best overall performance 
across the evaluation metrics and was therefore selected as the final model. This configuration 
achieves the best balance between learning capacity and generalisation, avoiding the overfitting 
effects observed at higher epoch counts. More specifically, the results show that this model 

 

16 SUNRISE-6G GitHub repository: https://github.com/SMARTECH-ISI-Athena/Sunrise6G-AI-Federation-pipelines 

https://github.com/SMARTECH-ISI-Athena/Sunrise6G-AI-Federation-pipelines
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achieves a strong balance between detection accuracy, robustness, and reliability. The mAP50 
score above 0.61 suggests that the lightweight YOLOv8n model is able to effectively detect objects 
of interest in the mining environment. The mAP50-95 score reflects solid localisation 
performance across stricter IoU thresholds, especially considering the limited dataset and 
resource-constrained ȰÎÁÎÏȱ ÁÒÃÈÉÔÅÃÔÕÒÅȢ 

The model exhibits high precision ( 0.79) , meaning that the majority of predicted detections are 
correct, which is an important characteristic for robotics applications where false positives can 
lead to unnecessary actions or navigation errors. The recall (0.59)  indicates that the model 
successfully identifies a substantial portion of the objects in the scene, though there is room for 
improvement through finetuning within the AI Federation Framework. The comparatively lower 
recall and mAP50-95 values can be attributed to the limited size and variability of the training 
dataset, as well as the reduced representational capacity of the nano architecture, which 
prioriti ses computational efficiency over exhaustive feature extraction. 

To assess qualitative performance, the modelȭÓ ÐÒÅÄÉÃÔÉÏÎÓ ×ÅÒÅ ÖÉÓÕÁÌÌÙ ÃÏÍÐÁÒÅÄ ÁÇÁÉÎÓÔ ÔÈÅ 
ground-truth annotations for a subset of test images. Figure 33 shows four images with their 
human-annotated ground truth bounding boxes and class labels, while Figure 34 presents the 
modelȭÓ ÐÒÅÄÉÃÔÉÏÎÓ ÆÏÒ ÔÈÅ ÓÁÍÅ ÔÅÓÔ ÉÍÁÇÅÓȟ ÓÈÏ×ÉÎÇ detected objects and their corresponding 
confidence scores. In the first sample (top-left), the ground truth image contains two instances of 
excavacationmachinery, one hat, and one spare_parts. The model successfully identifies one 
excavacationmachinery (confidence 0.4) and the hat (confidence 0.3), demonstrating reasonable 
detection capability but also indicating that some objects remain difficult for the lightweight 
model to consistently localise.  

In the next two samples (top-right and bottom-left), all excavacationmachinery objects are 
correctly detected, showing improved performance in larger and more visually distinctive 
machinery classes. In the final sample (bottom-right), the model detects one of the two truck 
instances with a confidence of 0.7, reflecting a strong prediction for the identified object while 
still missing the second instance. Overall, these qualitative examples confirm that the YOLOv8n 
model can reliably detect the major classes of interest in many cases, while still exhibiting 
characteristic limitations expected from training with a small dataset and a lightweight 
architecture. 
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Figure 33: Ground Truth Annotations for Four Samples from the Test Set 

 

Figure 34: Model-Predicted Bounding Boxes and Confidence Scores on Sample Images from the Test Set 
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3.2.5 Conclusions 

This experiment demonstrated that a lightweight YOLOv8n object detection model can be 
successfully trained on a compact mining-focused dataset and prepared for federated use through 
the global MLflow registry. Among the multiple training configurations evaluated, the 60-epoch 
model provided the best balance between accuracy and computational efficiency, achieving 
strong precision and competitive mAP values given the small dataset size and edge-oriented 
architecture. Qualitative analysis further confirmed that the model can reliably detect key mining 
objects such as excavation machinery, trucks, hats, and spare parts, while also highlighting areas 
where additional data or federated fine-tuning may improve recall and localisation accuracy. 

Beyond model performance, the experiment showcases how the AI Federation Framework 
facilitates interoperability  and reusability  of machine learning assets across distributed 
testbeds. By registering the model in the global MLflow registry, along with its full set of 
hyperparameters, evaluation metrics, and, most importantly, dataset characteristics, the 
workflow ensures that users can understand the provenance, context, and limitations of the 
model before reusing or extending it. The inclusion of detailed metadata enables experimenters 
to quickly assess whether the model aligns with their own domain, data distribution, and object 
categories and whether additional fine-tuning is required. 

3.3 Workload Prediction and Decision Engine  

Accurate workload forecasting is essential for efficient resource management in K8s -based 6G 
testbeds. By predicting future CPU and memory demand, next-generation networks can perform 
proactive scaling rather than waiting for reactive threshold triggers. This pre-emptive approach 
helps maintain ultra-low latency, prevents SLA violations, and improves energy efficiency in 
dynamic multi-domain environments. SOTA research confirms that advanced time-series 
forecasting models significantly reduce resource wastage and enhance service availability 
compared to reactive scaling [38] . In operational practice, as discussed in the section 2.3, major 
cloud providers such as AWS Predictive Scaling already apply similar predictive mechanisms to 
anticipate traffic surges and pre-warm resources, thereby demonstrating the practical benefits of 
anticipatory orchestration. 

Within the SUNRISE-6G project, testbeds execute highly dynamic and heterogeneous workloads, 
including distributed AI/ML  pipelines and real-time network services that impose variable stress 
on K8s clusters. To address these fluctuations, the resource orchestration layer leverages 
workload forecasting to optimise cluster-wide scheduling and energy usage proactively, ensuring 
stable performance under changing network conditions. 

In this framework, time-series telemetry data from the ISI/ATH testbed are continuously 
collected via Prometheus or Thanos, then processed by forecasting models embedded in a 
Decision Engine. Following the workloadɀforecasting control loop introduced in Section 3.1and 
Deliverable D4.2 (Section 4.3), both historical and streaming metrics are analysed by a predictor, 
whose outputs guide the decision engine in making scaling and resource allocation decisions 
within the K8s cluster. By employing an LSTM network to capture temporal dependencies in K8s 
metrics, the system enables zero-touch, predictive orchestration that automatically reconfigures 
cluster resources ahead of workload variations. 

This predictive orchestration paradigm anticipates load surges, enhances responsiveness, and 
supports the creation of self-optimising, energy-aware network infrastructures, a central 
objective of SUNRISE-6G aimed at achieving scalable, reusable, and AI-driven resource 
management for next-generation communication systems.  

Finally, this experiment is explicitly positioned as a key contribution to the strategic objectives of 
the SUNRISE-6G project. It directly addresses the mandate of Task 4.3 ȰAI-driven decision engineȱ 
for intent actuation in WP4. 
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3.3.1 Approach  

The adopted approach follows a data-driven predictive strategy aimed at optimising workload in 
K8s -based 6G testbeds. The underlying concept is to integrate ML forecasting models into the 
resource management loop so that future workload states are anticipated rather than reacted to. 
This proactive design allows the decision engine to scale resources in advance based on predicted 
metrics such as CPU and memory utilisation , aligning with the AI-native orchestration principles 
introduced in the theoretical framework (section 2.3). 

At a high level, the architecture supports a closed-loop MLOps pipeline that continuously collects, 
processes, and learns from telemetry data. Time-series metrics are captured from the ISI/ATH 
testbed through Prometheus or Thanos and streamed in real time via Apache Kafka. These data 
feed into a forecasting pipeline built using Kubeflow Pipelines, where models are trained, 
validated, and registered for deployment. 

The forecasting module employs LSTM neural networks, a recurrent deep learning architecture 
capable of modelling temporal dependencies and non-linear workload dynamics. Two model 
variants are implemented: 

1. A baseline LSTM with default configurations. 
2. An optimised LSTM, where hyperparameters such as learning rate, number of layers, and 

sequence window size are automatically tuned using Optuna. 

Both models are trained on historical telemetry data to predict short-term trends in CPU 
utilisation . Model experiments are tracked in MLflow and integrated with MinIO for artefact 
storage. The MLflow Model Registry manages version control, validation scores, and model 
promotion logic. When a newly trained model achieves a lower validation error (e.g., Mean 
Squared Error) than the currently deployed version, it is automatically promoted to production. 

The best-performing model is deployed through KServe (KFServing) as a RESTful inference 
service accessible by the Decision Engine. Forecast outputs are consumed to guide horizontal and 
vertical scaling decisions within the K8s cluster, ensuring resources are provisioned pre-
emptively. Grafana dashboards visualise both predicted and observed metrics, providing real-
time observability and verification of model performance. 

The design builds on the theoretical principles presented in the section 3.3, particularly the idea 
of leveraging sequence-learning architectures (LSTM, Transformer, TSFM) for adaptive, 
generalisable workload forecasting. While LSTM provides a lightweight and robust baseline for 
near-term forecasting, future iterations of the Decision Engine will explore Transformer-based 
TSFM and MLP-Mixer architectures to improve scalability, domain generalisation, and transfer 
learning capabilities across different edge and cloud scenarios. 

Overall, this approach delivers a self-adaptive, traceable, and continuously improving forecasting 
ÓÙÓÔÅÍ ÔÈÁÔ ÓÔÒÅÎÇÔÈÅÎÓ ÔÈÅ $ÅÃÉÓÉÏÎ %ÎÇÉÎÅȭÓ ÁÂÉÌÉÔÙ ÔÏ ÏÒÃÈÅÓÔÒÁÔÅ +8s resources intelligently 
and efficiently, consistent with the SUNRISE-6G vision of autonomous, energy-aware 
orchestration. 

3.3.2 Experiment Setup  

The experiment was conducted within the ISI/ATH testbed, a K8s -native environment designed 
to support AI-native workload orchestration in 6G systems. The architecture follows an MLOps-
driven strategy that integrates real-time telemetry collection, model training, versioned model 
lifecycle management, real-time inference, and monitoring, as illustrated in Figure 35. 
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Figure 35: E2E MLOps Stack for Workload Forecasting in K8s. 

The setup consists of the following components: 

¶ Prometheus: Deployed across the K8s cluster using kube-prometheus-stack, 
Prometheus collects high-frequency telemetry such as CPU usage, memory metrics, and 
custom pod-level logs. It acts as the primary source of labelled time-series data. 

¶ Kafka: Apache Kafka is considered as the streaming backbone of the proposed 
architecture, providing a high-throughput ingestion layer for telemetry data. In the 
envisioned pipeline, telemetry samples collected from the monitoring stack (e.g., 
Prometheus) are streamed through Kafka topics and made available to downstream 
components of the inference pipeline. This design decouples data producers and 
consumers, enabling scalable and low-latency data processing. The integration of Kafka 
within the forecasting pipeline will support continuous inference and interaction with 
orchestration components in future iterations of the framework. 

¶ Kubeflow:  Kubeflow orchestrates the workload forecasting pipeline as a containerised 
Directed Acyclic Graph (DAG). The pipeline includes discrete stages for data batching, 
model training (with and without hyperparameter optimisation), validation, registration, 
and deployment. 

¶ MLflow Tracking and Registry:  MLflow is used to track all training experiments, storing 
metadata (hyperparameters, metrics), artefacts (plots, serialised models), and lineage for 
reproducibility. The registry module enables versioned management of trained models 
and integrates promotion logic based on validation performance. MLflow is backed by 
MinIO for scalable artefact storage. 

¶ MinIO:  Acting as an S3-compatible object store, MinIO persists both raw telemetry and 
derived artefacts such as pre-processed datasets, trained models, and evaluation metrics. 
It provides a durable backend for experiment storage across the full ML lifecycle. 

¶ KServe: The model with the best performance is promoted to champion status in the 
MLflow Model Registry. This champion model is then deployed via KServe, which exposes 
it through a real-time REST API endpoint. KServe manages autoscaling and traffic routing 
for the live forecasting service, enabling seamless integration with the K8s Workload 
Decision Engine, which consumes the predictions. 

¶ Grafana and Data Version Control  (DVC) (optional ): Grafana dashboards visualise 
forecast performance and system behaviour. DVC or MinIO versioning is optional for 
versioning telemetry snapshots during pipeline development. 

¶ Dataset Features:  The datasets used in this experiment consist of real metrics collected 
from multiple K8s nodes within the ISI/ATH cluster. Each record captures a timestamped 
snapshot of resource usage across four nodes (one master and three worker nodes), with 
individual fields representing percentage utilisation  of CPU and memory for each node 
(e.g., ac3-node-1-vm_cpu_pct, ac3-node-2-vm_mem_pct). The data is sampled at thirty -
second intervals and reflects real operational workloads and system variability. To 
simulate realistic and stress-induced conditions, the µBench microservice application 
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was deployed on the cluster as defined in Deliverable D4.2, section 4.3.1.1. µBench 
generates diverse and configurable workload patterns, thereby exposing the system to 
high-load scenarios and inducing observable changes in CPU and memory consumption. 
This ensures that the training data capture both typical and bursty load behaviours, which 
are critical for robust short-term forecasting. 

The data ingestion pipeline is currently under integration. Once completed, it will automatically 
retrieve telemetry from Prometheus, enabling scheduled generation of updated datasets for 
continuous model retraining. This capability supports the long-term objective of developing a 
fully automated and self-adaptive AI forecasting pipeline aligned with 6G orchestration 
requirements. 

3.3.3 Experiment Workflow  

The forecasting pipeline is deployed within the ISI/ATH K8s testbed. It integrates modern MLOps 
components to automate and track model training, optimisation, registration, and deployment 
for short-term CPU workload forecasting. Figure 36 illustrates the workflow that generates 
forecasting models to supply the decision engine with predictive insights. These forecasts enable 
the decision engine to anticipate workload changes and trigger proactive orchestration actions 
to optimise performance, resource efficiency, and service continuity. 

 

Figure 36: MLOps Workflow to generate a Forecasting Model to feed the Decision Engine 

3.3.3.1 Step-by-step workflow 

Figure 37 illustrates the actual Kubeflow pipeline used during the experiment. Each stage in the 
pipeline corresponds to a well-defined function and containerised component. 
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Figure 37: Kubeflow DAG of the Forecasting Pipeline 

Each stage in the pipeline corresponds to a well-defined function and containerised component: 

3.3.3.2 Get-Data-Batch 

The get-data-batch component constitutes the data ingestion and preprocessing stage of the 
forecasting pipeline. It is implemented as a Kubeflow pipeline component running inside a 
containerised environment based on a PyTorch image (docker.io/jhofydu/pytorch-kfp:v1.0.0). 
Its function is to extract the latest saved telemetry from the MinIO object store, preprocess the 
data into a machine-learning-ready format, and upload normalised NumPy arrays for 
downstream model training and validation. 

¶ Purpose and Strategy  

This stage establishes a reproducible data preparation workflow that automatically transforms 
K8s telemetry into structured input sequences suitable for time-series forecasting. It ensures that 
each training iteration in the pipeline operates on a consistent, time-stamped dataset. By 
automating this step, the pipeline supports continuous learning and integration with streaming 
telemetry, forming the foundation of the closed-loop forecasting architecture described in 
Deliverable D4.2. 

¶ Detailed Operation  
1. Data Access via MinIO: The component connects to the MinIO bucket k8s-resources-

forecast, which contains telemetry exported from Prometheus and pre-processed into the file 
prec-pct-k8s-dataset.csv. This file includes node-level CPU utilisation  metrics, such as ac3-
node-1-vm_cpu_pct, indexed by timestamp. 

2. Data Loading and Ordering : The CSV is retrieved as a pandas Data Frame, with timestamps 
parsed and sorted to preserve temporal order. This guarantees chronological consistency for 
subsequent sequence generations. 

3. Feature Selection and Normalisation : A MinMaxScaler from scikit-learn is applied to 
normalise the selected CPU metric to the [0, 1] range. This step prevents gradient saturation 
during LSTM training and aligns feature magnitudes. The fitted scaler is serialised (joblib) 
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and uploaded back to MinIO under data/k8s-preprocessed/node-1-cpu-scaler/node-1-
scaler.pkl, enabling inverse transformation during inference. 

4. Sequence and Label Generation: The normalised data are converted into fixed-length 
sliding windows using a window size of 5-time steps and a prediction horizon of 1. Each 
window represents a sequence of recent CPU observations (X), while the corresponding 
target (y) represents the immediate future value. This transformation yields two NumPy 
arrays: 

ɯɴװ ᴙװ ȟȟȟװώɴװ ᴙװ ȟȟ(8)      װ 
Where N denotes the number of training samples. 

5. Dataset Splitting : The time-ordered sequences are split into training (80 %) and testing (20 
%) subsets without shuffling, preserving temporal continuity. 

6. Upload of Art efacts: The resulting arrays are uploaded to MinIO as versioned artefacts: 
¶ data/k8s-preprocessed/node-1-X_train/X_train.npy 
¶ data/k8s-preprocessed/node-1-y_train/y_train.npy 
¶ data/k8s-preprocessed/node-1-X_test/X_test.npy 
¶ data/k8s-preprocessed/node-1-y_test/y_test.npy 

Each upload is logged in the Kubeflow execution metadata, enabling traceability 
7. Timestamp Tracking : A unique tracking_timestamp is generated at execution time and 

propagated as an output parameter. Downstream components (model-building, validation, 
registration) use this timestamp to associate artefacts, ensuring full lineage tracking within 
MLflow and MinIO. 
¶ Role in the Forecasting Pipeline  

The get-data-batch stage effectively bridges data collection and model training. It ensures that 
every experiment operates on standardised, normalised inputs and that all artefacts (datasets, 
scalers, and logs) are reproducible and accessible through MinIO. In combination with the 
subsequent model-building and hpo-model-building stages, it serves as the first step in a fully 
automated MLOps workflow that enables continuous retraining and adaptation of workload-
forecasting models in the SUNRISE-6G facility . 

3.3.3.3 Model-Building 

The model-building component performs the baseline training and evaluation of the LSTM 
network used for short-term CPU workload forecasting. Executed within the Kubeflow pipeline, 
this stage is triggered automatically after the get-data-batch component, using its tracking 
timestamp parameter to ensure complete lineage between datasets, model runs, and logged 
artefacts. 

¶ Purpose and Integration  

Its main objective is to provide a stable, reproducible LSTM implementation trained with default 
parameters, ensuring that the pipeline always includes a validated model ready for deployment, 
even without  tuning. This baseline configuration represents the foundation of the model lifecycle, 
enabling systematic comparison against future improvements introduced through Optuna17-
based hyperparameter optimisation, where Optuna is an open-source framework for automated 
hyperparameter tuning using adaptive sampling, early stopping strategies and pruning 
techniques. By maintaining both a baseline and an optimised variant, the pipeline supports 
transparent performance benchmarking and provides flexibility for rapid deployment scenarios 
where a lightweight, pre-tuned model is sufficient. All experiment metadata, performance 
metrics, and artefacts generated in this stage are automatically tracked in MLflow, ensuring full 
traceability and facilitating version control across the continuous training, validation, 
registration, and deployment loop. 

 
17 Optuna access link: https://optuna.org/   

https://optuna.org/
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The existence of this baseline model also guarantees that the Decision Engine always has a 
reliable forecasting source available, maintaining operational continuity even when new model 
versions are being trained or validated. 

¶ Model Configuration and Hyperparameters  

The baseline model follows a standard recurrent LSTM architecture implemented in PyTorch. It 
processes five-step historical sequences of normalised CPU usage to predict the next step. The 
configuration used in this experiment is summarised below in Table 4. 

Table 4: Baseline LSTM Model Configuration 

Parameter   Value 

Input_size  1 

hidden_size  64 

num_layers   2 

Learning _rate (lr)  0.001 

epochs 35 

batch_size 32 

dropout  0.1 

patience  5 

 
Early stopping prevents overfitting and ensures convergence. 

¶ Training Metrics and Results  

Model evaluation metrics are computed on the validation subset and logged to MLflow 
automatically. Key results from the baseline training are shown in Table 5. 

Table 5: Baseline LSLTM Model Validation Metrics 

Metrics  Value Description  

MAE 0.0220 
Mean Absolute Error: Measures the average absolute prediction 
deviation. 

RMSE 0.277 Root Mean Square Error: Penalises larger deviation more strongly. 

R 0.668 
Coefficient of Determination: Explains the proportion of variance 
captured. 

Epochs 8 Number of training epochs before early stoppings. 

¶ Learning Curve  
Training and validation losses converge rapidly, indicating stable optimisation as illustrated in 
Figure 38. 
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Figure 38: Baseline LSTM Model Learning Curve 

¶ Residuals Plot  

Prediction errors are centred near 0 with no evident drift, confirming temporal consistency as 
illustrated in Figure 39. 

 

Figure 39: Baseline LSTM Model Residuals 

¶ True vs Predicted CPU % 

The model accurately tracks workload oscillations, particularly after transient peaks illustrated 
in Figure 40. 

 

Figure 40: Ground True vs Predicted CPU [%] Comparison 

¶ Art efact Management and Registry Integration  

All artefacts, including trained model weights, environment dependencies, example inputs, and 
plots, are automatically uploaded to MLflow and stored in MinIO under the experiment k8s-cpu-
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forecasting. The model is logged as a PyTorch MLflow model with full input/output signature 
inference. This enables direct deployment through KServe without manual preprocessing. The 
run metadata (hyperparameters, validation scores, and artefact URIs) are indexed using the same 
tracking timestamp, guaranteeing cross-component consistency within the pipeline. Figure 41 
shows the model tracked and saved in the Registry. 

¶ Role in the Forecasting pipeline  

By producing a validated baseline model, the model-building stage enables: 

i. Quantitative benchmarking for subsequent hyperparameter tuning or transfer 
learning. 

ii. Automated promotion or demotion of models based on objective metrics. 

This design ensures that the forecasting subsystem remains continuously improvable, 
reproducible, and interoperable with the Decision Engine, thus supporting the SUNRISE-6G goal 
of self-optimising, AI-driven orchestration in K8s testbeds. 

 

Figure 41: Model Tracking in MLflow 

3.3.3.4 Hpo-Model-Building 

The hpo-model-building component extends the baseline training workflow by introducing 
automated hyperparameter optimisation (HPO) using Optuna. This stage refines the LSTM model 
architecture and training configuration to minimise validation loss and improve forecast 
accuracy, ensuring that the best-performing model is systematically identified for promotion 
within the pipeline. It executes as a containerised Kubeflow Pipeline component and leverages 
MLflow for experiment tracking, nested run management, and artefact storage. 

¶ Purpose and Integration  

4ÈÅ ÍÁÉÎ ÏÂÊÅÃÔÉÖÅ ÏÆ ÔÈÉÓ ÓÔÁÇÅ ÉÓ ÔÏ ÉÍÐÒÏÖÅ ÔÈÅ ÆÏÒÅÃÁÓÔÉÎÇ ÍÏÄÅÌȭÓ generalisation by exploring 
multiple hyperparameter combinations in an automated, reproducible manner. It builds directly 
upon the baseline LSTM configuration produced in the previous stage and serves as its 
performance challenger. Each hyperparameter trial is recorded as a nested MLflow run, while a 
parent session aggregates all results and identifies the configuration that achieves the lowest 
validation loss. This approach ensures transparency and continuity in the model lifecycle: the 
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HPO model complements the baseline by providing an optimised alternative that can be 
promoted if it outperforms the current production version.  

¶ Search Space and Optimisation  Process 

The search space includes both architectural and training hyperparameters that directly 
influence model capacity and convergence behaviour. Key parameters explored by Optuna are 
shown in Table 6. 

Table 6: HPO Conditions for Training 

Hyperparameter  Search Range / Values Description  

hidden_size 16 ɀ 128 units per layer 
Number of neurons in each LSTM hidden 
layer. 

num_layers  1 ɀ 3 recurrent layers Number of stacked LSTM layers. 

dropout  0.0 ɀ 0.4 Dropout rate used for regularisation. 

learning_rate (lr)  ρϼρπϖώ ɀ υϼρπϖύ ɉÌÏÇ ÓÃÁÌÅɊ Learning rate controlling weight updates. 

batch_size {16, 32, 64} Number of samples processed per batch. 

epochs 15 ɀ 50 Maximum training epochs allowed. 

patience  3 ɀ 10 
Early-stopping criterion for validation 
loss. 

Each Optuna trial executes a full training and validation cycle using the train_one_model_nested() 
function, which logs metrics and artefacts to MLflow as a nested run. The PercentilePruner is 
applied to terminate underperforming trials early, accelerating convergence. 

Once all trials are complete, Optuna identifies the best-performing configuration, which is then 
retrained as the final model within the same session. This final run is tagged with the original 
tracking timestamp, ensuring lineage consistency across all pipeline stages, as is depicted in 
Figure 42. 

 

Figure 42: Nested Model Creation 

¶ Evaluation Metrics and Results  

The evaluation and visualisation procedure in this stage follows the same methodology as 
described for the baseline model, ensuring consistency across experiments. For each Optuna trial, 
validation metrics such as MAE, RMSE, and R² are computed automatically and logged in MLflow, 
together with diagnostic plots including learning curves, residual distributions, and true versus 
predicted CPU usage. This alignment ensures that performance comparisons between the 
baseline in the stage model_building and hpo_model_building are fully traceable and 
methodologically coherent. 

Figure 43 shows a summary of all trial parameters, scores, and corresponding MLflow run 
identifiers that  are stored as a JSON artefact (optuna_trials_summary. json) within the same 
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experiment folder. This guarantees full traceability of every tested configuration and provides a 
transparent performance audit trail. 

 

Figure 43: Summary of Trial Parameters in Nested Training 
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¶ Impact within the Forecasting pipeline  

The hpo-model-building stage is the core optimisation stage of the forecasting pipeline. 
Automating parameter search eliminates manual tuning and enables the pipeline to adapt to 
evolving workload patterns autonomously. The optimised model produced in this stage serves as 
a candidate for model registration and promotion and is then compared with the baseline version. 
If the new model demonstrates superior validation performance, it is marked as the preferred 
model for deployment. 

Through this mechanism, the forecasting subsystem achieves continuous improvement while 
maintaining reproducibility and traceability, which are key requirements for AI-native, self-
optimising orchestration in the SUNRISE-6G facility . 

3.3.3.5 Model-Validation 

The model validation component performs the comparative evaluation of the baseline and HPO 
forecasting models. Its primary function is to ensure that both models are correctly registered, 
operationally consistent, and capable of producing valid forecasts before either is promoted for 
production deployment. This step represents the quality assurance checkpoint within the MLOps 
workflow, verifying model integrity and readiness inside the Kubeflow-managed lifecycle. 

¶ Purpose and Integration  

The goal of this stage is to confirm that both models stored in the MLflow registry generate valid 
and coherent forecasts when applied to the same input data. This validation guarantees that 
models entering the Decision Engine meet minimum accuracy and reliability standards. During 
execution, the component automatically retrieves the most recent baseline and HPO model 
versions, loads them from MLflow using their unique URIs, and performs a single-step prediction 
using normalised CPU utilisation sequences. 

¶ Results and Validation Summary  

Both models produced comparable outputs, demonstrating consistent predictive behaviour. The 
baseline model generated a forecast of approximately 0.23, while the optimised model produced 
0.21, showing slight improvement and stable inference quality. The validation step records these 
outputs, model URIs, and execution logs as artefacts in MinIO and MLflow for traceability. Figure 
44 presents the Kubeflow validation interface, showing the input parameters, output forecasts, 
and linked model artefacts. 

 

Figure 44: Kubeflow Model-Validation Stage Displaying Forecast Outputs and Registered Model URIs 

¶ Impact within the Forecasting pipeline  
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This stage acts as the quality checkpoint before model registration or deployment. It ensures that 
the models selected for serving are reliable, correctly configured, and compatible with the 
Decision Engine. By incorporating automated validation, the pipeline maintains operational 
robustness and reproducibility, supporting the SUNRISE-6G objective of achieving trusted, AI-
driven orchestration across distributed testbeds. 

3.3.3.6 best-model-registration 

The best-model-registration component automates the comparison and versioning of forecasting 
models within the MLflow Model Registry. It receives as input the URIs of both the baseline LSTM 
model and the hpo-optimised model generated during model-building and hpo-model-building, 
evaluates their validation metrics, and registers the model with the superior overall performance. 
This step ensures that only validated and reproducible models are promoted to production. 

¶ Purpose and Integration  

The goal of this stage is to maintain a clear and traceable model lifecycle by automatically 
identifying the best-performing forecasting model and updating its status in the registry. The 
comparison is based on a majority rule across the three key validation metrics (RMSE, MAE, and 
R²), ensuring a balanced evaluation of prediction accuracy and generalisation. Once the best 
model is selected, it is registered under the experiment with an incremented version number. 

Each registered model is assigned tags describing its configuration and metadata, such as 
comparison rule, owner, and horizon, which facilitate traceability and reproducibility. The 
registry also implements a role-based alias system used by KServe for dynamic model 
deployment: 

¶ The @winner alias denotes the currently active production model. 
¶ The @challenger  alias identifies the most recent candidate model awaiting 

promotion. 
¶ The @prev_challenger  alias stores the previous contender for rollback or auditing 

purposes. 

This structured aliasing mechanism allows KServe to automatically fetch the appropriate model 
version via its REST endpoint without modifying deployment configurations. Figure 45 shows an 
example of the MLflow registry entry, where the HPO model version is registered as a challenger, 
with all comparison tags and schema definitions automatically populated. 
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Figure 45: MLflow Model Registry View Showing the registered HPO Model tagged as @challenger 

Figure 46 illustrates the versioning and aliasing strategy used to manage forecasting models 
within the pipeline. Each version corresponds to a model generated from a separate Kubeflow 
run, and tags capture key metadata, including validation metrics (val_rmse, val_mae, and val_r2), 
the source ID, and the model horizon. The aliases @challenger, @winner, and @prev_challenger 
ÉÎÄÉÃÁÔÅ ÔÈÅ ÍÏÄÅÌȭÓ ÃÕÒÒÅÎÔ ÌÉÆÅÃÙÃÌÅ ÓÔÁÔÅȢ )Î ÔÈÉÓ ÅØÁÍÐÌÅȟ 6ÅÒÓÉÏÎ φτ ÉÓ ÔÈÅ ÁÃÔÉÖÅ challenger, 
while Version 63 retains the previous challenger alias for rollback or auditing. This systematic 
tagging and alias management enable KServe to dynamically load the latest validated model 
without manual redeployment, ensuring reliable, continuous integration between model registry, 
inference services, and the Decision Engine. 

 

Figure 46: MLflow Model Registry View showing the Version History of the Forecasting Model 
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¶ Impact within the Forecasting pipeline  

The best-model-registration stage guarantees that the forecasting subsystem remains 
continuously optimised while preserving historical versions for audit and rollback. It provides 
the Decision Engine and KServe with a unified source of truth for model discovery, versioning, 
and serving, ensuring seamless updates, minimal downtime, and reproducible AI operations. This 
systematic registration and tagging strategy directly supports the SUNRISE-6G objective of 
enabling transparent, automated, and reliable AI lifecycle management across distributed K8s 
testbeds. 

3.3.3.7 Promote-Challenger-If-Better 

The promote-challenger-if-better component implements the automated decision logic for 
promoting models in the MLflow Model Registry. It compares the models currently tagged as 
@winner and @challenger under the registered forecasting model. 

¶ Purpose and Integration  

This stage ensures that only the most accurate forecasting model is promoted to production. The 
decision process uses a majority voting rule across three validation metrics. RMSE, MAE, and R² 
are evaluated to determine if the challenger model outperforms the existing winner. 

If the challenger achieves superior overall performance, the registry automatically updates its 
aliases: 

¶ The previous @winner  is reassigned as @prev_winner . 
¶ The current @challenger  becomes the new @winner . 
¶ The @challenger  alias is cleared, ready for the next training cycle. 

If the challenger fails to improve upon the winner, no changes are made, maintaining stability in 
the deployed forecasting service, as illustrated in Figure 47. 

 

Figure 47: Output Summary ÏÆ ÔÈÅ ȰÐÒÏÍÏÔÅ-challenger-if-ÂÅÔÔÅÒȱ 

Figure 48 shows MLflow registry snapshot showing Version 58 as the active @winner model, 
including validation metrics and metadata such as RMSE, MAE, R², and source identifiers. This 
entry represents the model currently deployed through KServe for real-time workload 
forecasting. 

 

Figure 48: Model Aliased as @winner ready to serve 

¶ Impact within the Forecasting pipeline  
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This automated decision mechanism guarantees continuous model improvement without manual 
oversight. It preserves reproducibility, minimises human error, and ensures that the deployed 
model always reflects the best-performing version. By maintaining version history and alias 
tracking, the process aligns with the AI governance and zero-touch orchestration principles of 
SUNRISE-6G, enabling a transparent, auditable model lifecycle. 

3.3.3.8 Deploying-Model 

The deploying-model component automates deploying the latest validated forecasting model into 
a K8s -native inference service using KServe. It represents the final step of the Kubeflow pipeline, 
where the @winner model stored in MLflow is dynamically loaded and exposed as a REST API for 
real-time predictions. 

¶ Purpose and Integration  

This stage bridges the model registry and the operational layer by transforming a registered 
MLflow model into an active InferenceService. It retrieves the model tagged as @winner from the 
registry (e.g., cpu-pct-test-5), resolves its corresponding run_id and storage URI (S3 path), and 
ÄÅÐÌÏÙÓ ÉÔ ÕÓÉÎÇ +3ÅÒÖÅȭÓ ÍÌÓÅÒÖÅÒ ÒÕÎÔÉÍÅȢ 4ÈÅ ÄÅÐÌÏÙÍÅÎÔ ÕÓÅÓ Á ÐÒÅÄÅÆÉÎÅÄ K8s service 
account with S3 access credentials (sa-private-mlflow)  to ensure secure integration with MinIO 
object storage. 

Upon completion, the pipeline automatically validates that the inference service is operational by 
checking KServe readiness conditions (IngressReady, PredictorReady, and RoutesReady). This 
ensures end-to-end automation from model training to serving without requiring manual 
intervention. 

¶ Deployment Status and Runtime Environment  

Once deployed, KServe exposes two endpoints: 

¶ Internal URI (for Decision Engine and internal components): http://inference -
serving-kserve-cpu-pct.lstm-iqu.svc.cluster.local  

¶ External URI (for federated or cross-domain access): http://inference -serving-
kserve-cpu-pct.lstm-iqu.example.com  

The service runs under the MLFlow predictor component and kserve-mlserver runtime, 
consuming the model directly from: 

¶ s3://mlflow/<experiment_id>/<run_id>/artifacts/model   

Figure 49 shows the KServe dashboard showing the successful deployment of the inference 
service with all readiness conditions met. 

http://inference-serving-kserve-cpu-pct.lstm-iqu.svc.cluster.local/
http://inference-serving-kserve-cpu-pct.lstm-iqu.svc.cluster.local/
http://inference-serving-kserve-cpu-pct.lstm-iqu.example.com/
http://inference-serving-kserve-cpu-pct.lstm-iqu.example.com/
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Figure 49: KServe Dashboard showing the Serving Model 

Figure 50 K8s #,) ÏÕÔÐÕÔ ÃÏÎÆÉÒÍÉÎÇ ÔÈÁÔ ÔÈÅ ȰÉÎÆÅÒÅÎÃÅ-serving-kserve-cpu-ÐÃÔȱ ÄÅÐÌÏÙÍÅÎÔ ÉÓ 
active and available across all pods. 

 

Figure 50: CLI Showing K8s Resources Deployed 

3.3.3.9 Real-time Prediction 

The forecasting pipeline is designed to support integration with real-time orchestration 
components in the SUNRISE-6G architecture. In the envisioned deployment, workload 
predictions produced by the trained models can be consumed by higher-level control entities, 
such as the Decision Engine, to enable proactive resource management within  K8s clusters. The 
integration of the forecasting models into a continuous inference pipeline and their coupling with 
orchestration logic for real-time scaling decisions are currently under development and will be 
presented in D6.2. 

3.3.4 Results 

The following section presents the experimental results obtained from the workload forecasting 
pipeline, focusing on the overall pipeline that generates predictions for the Decision Engine, and 
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on the performance comparison between the model in service and the challenger model, shown 
in terms of quantitative evaluation metrics, qualitative visualisations, and inference performance. 

Table 7 summarises the main validation metrics logged in MLflow for both models. The winner  
model shows slight yet consistent improvements across all indicators, confirming the benefits of 
automated hyperparameter tuning within the continuous training loop. 

Table 7: @winner vs @challenger Metrics Comparison 

Model 
Version  

-!%  2-3%  2ό  Epochs Dropout  
Batch 
Size 

Learning 
Rate 

Training 
Duration 

(s)  

@challenger 0.0220 0.0277 0.668 35 0.1 32 0.001 72 

@winner 0.0181 0.0234 0.764 44 0.331 32 0.00010 19.5 

The @winner model achieved an average 16% reduction in RMSE and a 14% improvement in R², 
demonstrating higher predictive accuracy and stability than the @challenger model. 

To complement the quantitative evaluation, several visualisations were generated and integrated 
into the monitoring stack, leveraging the MLflow comparison capability. For clarity, the graphs 
on the left correspond to the challenger model, while those on the right represent the winner 
model automatically promoted through the model registry. 

¶ Training Phase  
Learning and validation loss curves show rapid convergence and minimal overfitting for both 
models in Figure 51. The @winner model demonstrates faster stabilisation and lower final loss. 

 

Figure 51: Leaning Curves Visual Comparison 

¶ Validation Results  

Figure 52 shows the learning and validation loss curves of the newly trained candidate model 
(@challenger) and the currently deployed production model (@winner). The @challenger model 
is trained from randomly initialised weights on normalised data at each pipeline execution, while 
the @winner model corresponds to the previously selected serving model. Both models exhibit 
rapid convergence and no significant overfitting. The comparative analysis indicates that the 
newly trained @challenger achieves a comparable final validation loss and slightly improved 
convergence speed.  
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Figure 52: Ground Truth vs Prediction Values Comparison 

¶ Residual Plots:  Errors remain centred near zero in both cases, indicating consistent bias-
free performance. The @winner model yields a narrower residual spread, confirming 
higher precision Figure 53. 

 

Figure 53: Residual Distributions 

3.3.4.1 Real-Time Inference Evaluation 

The trained workload forecasting models were evaluated using historical telemetry collected 
from the K8s cluster. Performance was assessed using standard forecasting metrics and 
validation datasets derived from Prometheus telemetry streams. The results demonstrate that 
the proposed forecasting pipeline captures the temporal dynamics of CPU utilisation and 
provides accurate short-term workload predictions. These predictions form the basis for future 
integration with automated orchestration mechanisms within  the SUNRISE-6G experimentation 
framework. The real-time deployment and operational evaluation of the forecasting pipeline 
within an event-driven inference architecture are currently under development and will be 
presented in D6.2. 

3.3.5 Conclusions 

This experiment demonstrates how predictive intelligence can enhance the Decision Engine 
within 6G K8s testbeds. By integrating a fully automated MLOps pipeline with real-time telemetry 
and forecasting, the system will  enable proactive workload management, allowing the 
orchestrator to anticipate resource demands rather than react to them. 

The deployment of forecasting models through Kubeflow, MLflow, and KServe ensures 
ÃÏÎÔÉÎÕÏÕÓȟ ÔÒÁÃÅÁÂÌÅȟ ÁÎÄ ÁÄÁÐÔÉÖÅ ÉÎÆÅÒÅÎÃÅ ÔÈÁÔ ÆÅÅÄÓ ÄÉÒÅÃÔÌÙ ÉÎÔÏ ÔÈÅ $ÅÃÉÓÉÏÎ %ÎÇÉÎÅȭÓ 
scaling logic. This predictive loop supports zero-touch orchestration, improving responsiveness 
and stability under dynamic workload conditions. 

Overall, the approach strengthens the self-optimisation and autonomy goals of the SUNRISE-6G 
architecture, showing how standardised, interoperable MLOps components can deliver data-
driven decisions for efficient resource utilisation  across distributed testbeds. 
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3.4 AutoML Pipeline  for MLOps 

This section covers the AutoML pipeline for classification, regression, time series prediction, and 
anomaly detection, with integrated support for conversational MLOps. 

We use the AutoMLPipeline toolkit [20] [23]  as the base technology in extending its capability to 
support MLOps workflow , leveraging its symbolic representation of the ML pipeline, extensibility, 
and efficient computation by distributed computation. A great effort is spent to achieve zero-
touch coding by using Argo workflow templates that cover the major applications of AutoML for 
classification, regression, time series prediction and anomaly detection. All these applications use 
the same codebase and preprocessing workflows. They only differ on the modelling part such that 
knowing the classification workflow provides a good enough knowledge of how to use the rest of 
the AutoML applications. By using a common codebase for different AutoML applications, adding 
features to be commonly shared across these applications becomes trivial for better code 
maintenance and reusability. Moreover, using the same codebase that uses composable symbolic 
pipelines allows easy interpretability when the results of all these AutoML applications are 
exposed to the LLM Chatbot through MCP. The chatbot integration paves the way for easy 
interpretability and deployability of AutoML applications through natural language 
conversations, instead of the non-technical user having to learn advanced domain-specific MLOPs 
knowledge.  

3.4.1 Baseline Approach  Across AutoMLPipeline  Applications  

We use the Argo Server as the main orchestrator for the dockerised applications that we created. 
There are three docker images containing one or more AutoML applications, namely:  

¶ docker.io/ppalmes/automlai:v3.0 (for classification and regression),  
¶ docker.io/ppalmes/automlad:v2.0 (for anomaly detection),   
¶ docker.io/ppalmes/automlts:v1.0 (for time series prediction).  

Each of these docker images serves as a building blocks in creating Argo workflow  templates that 
provide a parameterised workflow  such that the details of the steps are hidden from the user, and 
only the parameters such as input file, number of workers, pipeline complexity, prediction type, 
and number of folds for cross-validation, are exposed for the user to customise. The minimum 
requirements to deploy applications are for the user to upload the data to the MinIO Object store, 
choose the corresponding Argo workflow template for the problem, set its parameters, and 
submit the chosen workflow  for deployment. After workflow submission, one or several of the 
dockerised solutions are deployed in the K8s cluster to run a specific AutoML application using 
the parameters provided by the user with  all its metrics, parameters, and final model tracked by 
the MLflow and saved in the MinIO Object store. 

Figure 54 summarises the entire workflow  using the actual snapshots of related services running 
in the ISI/ATH K8s cluster. The AutoML models are data agnostic. As long as the data 
representation meets the main requirements of each model, there will be no problem deploying 
the chosen Argo workflow template. For supervised regression and classification task, the toolkit  
assumes that the target output is at the last column and the rest of the columns are input features. 
Univariate time series to be used for anomaly detection and time series forecasting are assumed 
to have equal time intervals. For a time series foundation model zero-shot forecasting application, 
the model can simultaneously predict several columns of time-series data that are equally spaced 
in time. Another key assumption is that the toolkit is designed for batch processing and expects 
the input data to be available in the MinIO object store. Once the training is done, the serialised 
model tracked by MLflow and saved in the MinIO object store can be used to perform real-time 
prediction. 
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Figure 54: AutoML Pipeline MLOPs Workflow 

3.4.2 Common Experimental Workflow  for AutoML  Pipeline Toolkit  

All AutoML Pipeline applications, such as regression, classification, anomaly detection, and time 
series prediction, follow a similar experimental setup and workflow. All MLOPs components are 
running in the K8s cluster hosted by ISI/ATH. Each solution is a dockerised image hosted in 
docker.io and the parameterised workflow templates using these dockerised solutions are hosted 
in the Argo server.  

 

Figure 55: Argo Server Workflows 
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Figure 55 shows an Argo Server with some of the completed workflows . One major assumption 
to run successfully any of the workflows is for the data to be uploaded and available in the MinIO 
object store as all input data will be referenced relative to the MinIO storage location. 

 

Figure 56: Argo Workflow Templates 

There are 4 major cluster workflow templates that can be used, namely: automl -classification , 
automl -regression,  automl -tsprediction , and automl -anomalydetection . The user can 
trigger any workflow by choosing one of the templates shown in Figure 56. The user can 
customize the parameters by changing their  default values before submission such as the input 
filename, number of workers, number of folds for cross-validation, location of MLFlow server, etc.  

Once the workflow template is submitted, the Argo server executes the workflow steps, which 
include downloading the dockerised solution from docker.io and passing the necessary input 
parameters with the experiment being tracked by MLFlow and the optimal model is serialised 
and stored in the MinIO object store for future usage. Figure 57 shows an example deployment of 
an Argo workflow and the corresponding run tracked by MLflow with MinIO server storing the 
optimal model artefacts. 
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Figure 57: Deployed Argo Workflow with Experiment Tracked by MLFlow and Model Stored in MinIO 

The user can easily use the AutoML application by uploading the dataset in the MinIO object store 
using the location: /my-bucket/csv. Figure 58 shows the list of datasets available in the MinIO 
object store. During workflow submission, the user must select and submit one of the cluster 
workflow templates which opens a dialogue box asking the user to set the following:  

¶ url  (MLflow location)  
¶ input  (dataset name)  
¶ complexity  (low or high complexity pipelines)   
¶ folds  (number of crossvalidation folds)  
¶ workers  (number of parallel workers) 

 

Figure 58: MinIO Object Store Location for AutoMLPipeline 
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Another way to submit the workflow is using the Argo CLI with the assumption that the user can 
directly access the K8s cluster with the KUBECONFIG environment pointing to the location of the 
K8s cluster YAML file containing information for authenticating and connecting to the K8s cluster. 
Below is an example of how to use the Argo CLI for classification: 

export KUBECONFIG=/path/to/.kube/config  

argo - n argo submit -- from clusterworkflowtemplate/automl - classification \  

     - p workers=10 - p input=network.csv  

Lastly, the user can also use natural language conversation with the LLM chatbot to deploy an 
Argo workflow. An example command will be: Ȭ$ÅÐÌÏÙ ÔÈÅ Argo workflow for classification using 
υτ ×ÏÒËÅÒÓ ÆÏÒ ÎÅÔ×ÏÒËȢÃÓÖ ÄÁÔÁȭ. More detailed information on how to use the chatbot is available 
in the Conversational MLOPs sub-section. 

3.4.3 AutoML for Classification  Experimental Setup   

The major consideration in designing the interface of the AutoMLPipeline toolkit is its ease of use 
and the interpretability  of its results. It uses a high-level symbolic expression construct to 
represent the ML modelling pipeline. To process any dataset for classification, it has three 
important assumptions:  

1) The data should be tabular, with each row representing an observation;  
2) All columns except the last are input features;  
3) The last column is the target.  

For a better understanding of the workflow, we will use the Occupancy dataset from the UCI 
repository [39] . The dataset is a binary classification problem to predict whether the room is 
occupied or not based on the sensor information described in Table 8. The ground truth is 
measured from time-stamped photos taken every minute.  

Table 8: Occupancy Detection Dataset 

Variable Name  Role Type Units  Missing  Vals 

Date Feature Integer   

Temperature  Feature Integer C no 

Humidity  Feature Real % no 

Light  Feature Integer Lux no 

CO2 Feature Real ppm no 

HumidityRatio  Feature Real Kgw-vp/kg -air no 

Occupancy Target Binary 0/1  no 

3.4.3.1 Results 

Figure 59 shows the results of running the Argo workflow template for classification using the 
occupancy dataset. The best pipeline performance achieved 0.99 ± 0.0, which has similar 
performance to the published result [39] and uses the following pipeline expression:  

(pt |> noop) |> rfc       (9)  

Taking into account that the implicit  preprocessing involves changing the categorical features 
into hot-bit encoded features, the complete best pipeline expression can be rewritten  as: 

((catf |> ohe) + numf) |> (pt |> noop) |> rfc                    (10)  

This best pipeline expression can be interpreted as: ohe categorical features concatenated with 
the numerical features, power-transformed, and modelled by a random forest for classification. 
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Figure 59: Argo Workflow Logs of Classification Workflow for Occupancy Dataset  

To help in the interpretability of results, AutoMLPipeline toolkit also includes an experimental 
feature integrating the ShapML package [40] . Figure 60 shows the Shapley Value of each input 
feature, which suggests that CO2 is the strongest predictor of occupancy. This is followed by day-
of-the-week (dow) extracted from the Date feature, followed by Light, Temperature, Hour (H), 
Humidity, HumidityRatio, day-of-the-month (d), day-of-quarter (doq), together with the rest of 
the features with minimal effects.  

As expected, CO2 has a strong contribution to the predictability of the occupancy because humans 
are the main source of CO2 in a room. Among the Date extracted features, it is the dow that has 
the strongest effect because in a typical room scenario, there is a consistent occupancy pattern 
and behaviour of people on weekdays and weekends. The rest of Date features such as y (year) 
and m (month) have minimal effect in the predictability of occupancy, but the doq has strong 
negative Shapley value indicating that seasonal changes can influence occupancy. 

 

Figure 60: Shapley Value for Occupancy Dataset 






































































