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1 Executive Summary

This deliverable, titled “Final report on experimentation and data collection plan and intent-driven
management and orchestration”, presents the final summary of the core components and procedures that
underpin the SUNRISE-6G Experimentation Plane. It describes the final design and implementation actions
that will launch the SUNRISE 6G Testbed as a Service (TaaS) platform and test the Intent-Driven Lifecycle
Management (IDLM) features. The report describes the progress made since the initial Deliverable D3.2,
which documented the first iterations of the core components.

The deliverable describes the SUNRISE-6G Experimentation Portal, which has been fully deployed as a
stable, integrated entry point, streamlining the entire 6G experimental lifecycle and includes all the
components from design and configuration to execution, monitoring, and analysis, while embedding
Findable, Accessible, Interoperable, Reusable (FAIR) data principles and European Open Science Cloud
(EOSC) integration to enhance accessibility, transparency, collaboration, and scalability for researchers.
The SUNRISE 6G experimentation portal delivers a unified, secure, and FAIR-compliant entry point for the
entire 5G/6G research lifecycle, from design and configuration to execution, monitoring, and analysis.
Further, the portal’s modular, API-driven design guarantees scalability and long-term sustainability,
fostering cross-project collaboration and future 6G development.

It also provides the details on the progress in SUNRISE-6G’s Open Data Management Framework (ODMF),
and the SUNRISE-6G Metadata Framework integrated with the SLICES RI Metadata Registry System (MRS),
and Data Management Infrastructure (DMI) that implements FAIR principles across distributed testbeds
through a metadata schema, a centralised catalogue (API), and a MinlO-based storage service. Built on
Docker-containerised microservices, the DMI has been enhanced to offer scalable, maintainable
deployment, accessible via a Mini DMI API that handles metadata registration and preassigned URL uploads
in a single call. The integrated management interfaces (MinlO Console, pgAdmin, Swagger (UI)) and isolated
production deployment guarantee secure, interoperable, and user-friendly data handling throughout the
SUNRISE 6G ecosystem. Consequently, a fully integrated, containerised data management stack that
guarantees secure, interoperable, and FAIR handling of experimental datasets across the SUNRISE-6G
ecosystem.

It further presents the final version of the SUNRISE-6G Adaptation Framework (AF), a Java-based, Spring
Boot microservice that serves as the middleware between the Experimentation Portal and the testbeds. AF
orchestrates experiment lifecycle (i.e., ELCM), data collection, processing, and archival, enabling consistent
operation across all SUNRISE-6G testbeds. The AF receives START and STOP requests, checks experiment
availability, translates portal parameters into testbed-specific configurations, and triggers the experiment.
During execution, it polls the testbed for data and status updates, performs calculations, and persists all
results in the portal database. Once an experiment finishes, AF can export the metadata (in JSON format)
and the raw data (in CSV format) to the SUNRISE-6G Metadata Framework that integrates with the SLICES-
RI MRS repository via a two-step pre-signed URL upload.

Finally, it details the fully implemented intent-based 6G experimentation framework that converts
natural-language requests into experimentation pipelines using LLM mechanisms. The latter actively seeks
missing constraints, while a risk-management stack comprises a compliance-questionnaire-driven risk
agent, followed by the deployment of risk agents and drift detectors for real-time monitoring. Together with
Retrieval-Augmented Generation (RAG)-enhanced intent-translation agents that produce compatible
Kubernetes (K8s) or Helm manifests, secure token-driven orchestration, risk monitoring, and encrypted
local LLM inference, the system delivers a resilient, compliant, and privacy-preserving deployment pipeline
that reliably aligns experimental intent with the heterogeneous 6G testbed ecosystem.

©OSUNRISE-6G Page | 8
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2 Introduction

This deliverable provides an overview of progress on the “Open Federation and Experimentation
Framework”. It primarily summarises the work carried out in the following WP3 tasks:

e Task 3.3: Experimentation and data collection plane
e Task 3.4: IDLM and Orchestration of Experiments Infrastructures

The two tasks mentioned above provide the implementation details on the SUNRISE-6G portal, the lifecycle
manager and the IDLM, respectively. D3.4 builds upon the progress documented in D3.2 and provides the
progress made on the main components described. The report offers a comprehensive overview of the final
implementation and operational procedures for the core elements of the SUNRISE-6G Experimentation
Plane introduced in D2.2, the Portal, the ODMF, the Adaptation Framework, and the IDLM experiment
orchestrator.

2.1 Mapping SUNRISE-6G Outputs

The purpose of this section is to map SUNRISE-6G Grant Agreement (GA) commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1: Adherence to SUNRISE-6G GA Deliverable & Tasks Descriptions

SUNRISE-6G Respective

Task No. and SUNRISE-6G GA Task Description Document Justification
Title Chapter(s)

After translating requirements from TZ2.3 into
detailed technical specifications, this task will
develop the detailed low-level design of the SUNRISE-
6G Portal and the Lifecycle Management
experimentation services, as well as their constituent
components. These are implemented as a fully

integrated system, which delivers the SUNRISE-6G Describes the final
Testing as a Service capabilities. As a first step the design of the
task will produce the design of the TaaS$ solution, to Chapter 3 SUNRISE-6G Portal
be expressed in UML diagrams, while detailing and workflows.
software technologies to be used in its development,

Task 3.3 and list adaptations needed to existing assets (e.g.,

‘Experimentat | SLICES-RI portal and data collection and storage
ion and data | frameworks). Then the task will develop the

collection necessary software adaptations to produce the

plane’ SUNRISE-6G Portal and Lifecycle Manager. This
involves the functionality from the data collectors, Describes the final
EOSC storage APIs (i.e, the EOSC-IF), the data AF, its key
parsers, the KPI calculations, real-time graph data Chapter 5 functionalities and
presentation, and the web-based graphical front-end deployment
visualisation environment for each of the parameters packages.

that must be visualised within use-case scenarios.
Moreover, single-sign-on (S50) capabilities for
keeping track of experimenters’ identities and access
rights to all facilities will be offered. Finally, this task
will create the necessary packages for container-
based system deployment.

©OSUNRISE-6G Page | 9
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This task implements the IDLM functionality, as an
extension to the Lifecycle Management service, which
is implemented in T3.3. This task initially defines the
declarative intent format (e.g., as an Extension to the
RMF 921 model) that will be leveraged by
experimenters, testbed owners, and other
stakeholders of the facility, aiming to supplement and
eventually replace the imperative configuration
formats currently used by the testbeds. The Intent

Task T3.4 APIs connecting the IDLM Service with the testbed
‘Distributed are also delivered by this task. Moreover, this task
Intent-driven | will implement the new real-time experimentation
lifecycle steering workflow, as well as the advanced capability

Management | of natural language steering which be offered as an
(IDLM) and option, supplementing the proven approach of

Orchestration | declarative intents. To this end, the task will adopt Describes the IDLM
of IBM'’s Foundation Models and other emerging open framework and the
experiments source LLMs (e.g., Pythia) that will be finetuned functionalities for
infrastructure | several specific tasks such as: automatically generate Chapter 6 intent-driven

s’ the optimal infrastructure configuration given the networking.

ML pipeline or microservices workflow configuration;
create MLOps configuration given experimental
setup; create corresponding queries for data
extraction, aggregation, transformation. The
finetuned FM will then be leveraged for the auto-
generation of the declarative intents. Finally, this
task will deliver new explainable FMs using neuro-
symbolic Al to address traceability and
interpretability.

Deliverable Description

D3.4 ‘Final report on experimentation and data collection plan and intent-driven management and
orchestration’

Final report on secure, unified exposure of testbed resources via North-South APIs and Inter-domain
Federation and vertical deployment via East-West APIs.

2.2 Deliverable Overview and Report Structure

This deliverable provides a comprehensive overview of all the foundational components that constitute the
SUNRISE-6G experimentation plane, organised across the following chapters:

e Chapter 3 presents the final SUNRISE-6G portal as a unified hub for experimenters, providing access
to resources, user-friendly workflows, live dashboards, and container-based deployment. These
features facilitate streamlined experiment management and align with FAIR data principles and the
EOSC.

o Chapter 4 presents the final ODMF, which stores experiment metadata and populates a public
repository that adheres to FAIR open-science standards.

e Chapter 5 details the AF of the SUNRISE-6G experimentation plane. It serves as the final interface
that mediates communication and control between experimenters and the underlying testbeds.

e Chapter 6 presents the final features of IDLM that converts user intent into fully automated test
execution.

©OSUNRISE-6G Page | 10
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Chapter 7 offers the concluding remarks for this deliverable.

2.3 Advancements with respect to Deliverable D3.2

Task 3.3 via Chapter 3: During the second phase of the project, the SUNRISE-6G Experimentation
Portal evolved from an initial operational platform into a fully integrated, stable experimentation
environment. Key enhancements include an improved user interface, the implementation of a
booking manager for efficient testbed allocation, a dedicated results page for structured data
visualisation, and the integration of the MRS. All consortium testbeds have been fully integrated,
along with five external 5G/6G testbeds recruited through the first SUNRISE-6G Hackathon!. These
upgrades strengthen the portal’s scalability, usability, and long-term sustainability within the
European 5G/6G experimentation ecosystem.

Task 5.3: Since Deliverable D3.2, the AF has evolved from a primarily architectural specification
and initial prototype into a fully integrated and production-ready component of the SUNRISE-6G
experimentation plane. In D3.4, the framework has been extended to support the complete
experiment lifecycle across heterogeneous testbeds, including experiment triggering (START),
dynamic updates, termination (STOP), real-time data collection, and status monitoring. The
previously defined southbound APIs have been fully implemented and validated with the SUNRISE-
6G testbeds, ensuring consistent and unified interaction regardless of underlying infrastructure
differences. The framework has also been operationally integrated with the SUNRISE-6G
Experimentation Portal and the Portal Database, enabling seamless orchestration between user-
defined configurations and testbed execution. Real-time data ingestion and persistence mechanisms
have been strengthened to support reliable experiment monitoring and Key Performance Indicators
(KPI) reporting. A key advancement compared to D3.2 is the full implementation of automated data
export towards the SUNRISE-6G Metadata Framework integrated with MRS. The AF now generates
structured metadata and experiment datasets, forwarding them through the defined repository
interfaces to ensure FAIR-compliant storage and long-term availability. Overall, the AF in D3.4
represents a mature orchestration layer that securely bridges the Experimentation Portal,
distributed testbeds, and the SUNRISE-6G data management infrastructure, delivering a robust,
scalable, and production-grade experimentation workflow.

T6.2.2: Risk assessment framework was advanced from a static solution to an agentic framework
to detect risks and monitor the identified risks in real time deployment of the model in intent based
networking applications.

1 SUNRISE-6G Hackathon link: https://sunrise6g.eu/1-sunrise-6g-hackathon/
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https://sunrise6g.eu/1-sunrise-6g-hackathon/

D3.4 ‘Final report on experimentation and data collection plan and intent-driven management and orchestration’ SUNRISE

3 SUNRISE-6G Experimentation Portal

During the project, the SUNRISE-6G Experimentation Portal has been fully developed and deployed as the
central entry point for all experimentation activities. It now operates as a stable, integrated environment
that supports researchers throughout the entire experimental lifecycle, from experiment design and
configuration to execution, monitoring, and analysis of results.

The portal simplifies access to the SUNRISE-6G testbeds and reduces the complexity of running functional
tests. Through a structured, user-friendly interface, experimenters can configure, customise, and execute
experiments to meet their specific research objectives, while maintaining clear visibility into progress and
outcomes.

A key achievement of the portal is the practical implementation of the FAIR data principles. The integrated
open data directory enables the research community to access and reuse results, strengthening
transparency and collaboration. The successful integration with the EOSC further extends the portal’s
impact beyond the project itself. By connecting to the wider European research ecosystem, SUNRISE-6G
supports open science practices and facilitates broader knowledge and resource sharing.

Overall, the SUNRISE-6G Experimentation Portal represents a major outcome of the project, providing a
practical, sustainable, and scalable framework for 6G experimentation. The following sections describe its
final architecture, components, and operational status in detail.

3.1 Portal Evolution and Final Architecture Overview

Following the initial release presented in D3.22, the SUNRISE-6G Experimentation Portal has undergone
further technical enhancements and functional extensions. The platform has evolved from an initial
operational environment into a mature and fully integrated experimentation ecosystem.

This final version (Figure 1) reflects improvements in usability, resource management, integration with
internal and external testbeds, and overall system stability.

Experimentation Portal

—--» DM - =
Experiment 1 Gnnﬁgulahu‘ll @
Intents @ [S Testbed Selaction Trigger

Y
=3
=}

=

=

== Experiment

Authorised ' Manual Experiment

' v
I l
Experimenter Configuration ! -~ Start/Stop POST Resulis
® iment =g GET Results

Experimentation Infrastucture

|
' APl
Results Resuns
page Database
Testbed #1 Testbed #2 Testbed #N

Figure 1: SUNRISE-6G Experimentation Portal High-Level Architecture Design

This section provides an overview of the portal’s evolution from its initial deployment to its final
operational form. It outlines the architectural refinements introduced after D3.2, including backend
optimisations, improved API orchestration, and enhanced system robustness. The updated architecture
connects the portal interface, the Adaptation Framework (Section 5), the Portal Database, and all
participating testbeds in a reliable and scalable environment.

2 D3.2 open access link: https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G _D3.2-Initial-report-on-experimentation-
and-data M14 v4.pdf
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The following sections describe the key upgrades implemented during the second phase of the project,
highlighting the portal’s operational maturity and its contribution to the broader 5G/6G experimentation
ecosystem.

3.2 Single-Sign-On Component

The Single Sign-On (SSO) mechanism is a core component of the SUNRISE-6G Experimentation Portal,
enabling secure, unified access to all federated services via a single authentication process. The portal uses
Keycloak3 as its identity and access management solution, providing centralised authentication and
authorisation services across the SUNRISE-6G ecosystem.

With a single login (Figure 3) users authenticate once via Keycloak and gain access to all authorised portal
functionalities without the need to maintain multiple accounts. This approach simplifies user management,
enhances usability, and strengthens security by centralising credential handling and access control policies.

Keycloak enforces role-based access control, ensuring that only authorised users can submit experiment
requests, access specific datasets, configure resources, or retrieve results. Authentication verifies a user's
identity, while authorisation determines which actions each authenticated user is permitted to perform
(Table 2). This guarantees that system integrity, data confidentiality, and operational stability are
maintained at all times.

Beyond authentication, the SSO module provides identity tokens and access tokens to the Experimentation
Portal services, enabling secure communication between components and enforcing fine-grained access
policies. By integrating authentication and authorisation into a single, trusted framework, the system allows
researchers to focus on experimentation rather than on technical access procedures, while ensuring
compliance with security best practices.

Table 2: SUNRISE-6G Experimentation Portal User Roles

Actors Description

System Administrators manage user accounts, permissions, and all system-level
operations. They ensure the Experimentation Portal runs smoothly, securely,
and remains fully functional. They are responsible for assigning roles such as
Experiment Administrators. System Administrators have full access to the portal
and infrastructure.

System
Administrators

Researchers (also referred to as Experimenters or Experiment Administrators) are
Researchers users appointed by the System Administrators to oversee and manage specific
JAS OIS inD Il experiments. They have elevated privileges within the Experimentation Facility,
VAR D 15610l allowing them to create, configure, and run new experiments, monitor their
Administrators execution, access personalised experiment-related content, visualise and
download results.

Registered plain users have authenticated access to the portal with restricted
permissions. They initially have view-only access. They can log in to the portal and
browse experiment results via graphs and dashboards, but they cannot create,
configure, or run experiments. Their access is strictly governed by role-based
authorisation policies enforced via Keycloak. They can request changes or access
rights, which may be approved or denied by the System Administrators.

Plain User

3 Keycloak link: https://www.keycloak.org/
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3.3 Enhanced Ul and Front-End Improvements

This section describes the improvements made to the portal’s graphical user interface (GUI) and overall
user experience. The updated front-end provides clearer navigation, improved layout structure, and more
intuitive steps for experiment configuration. These improvements reduce complexity and make experiment
initiation more straightforward.

Figure 2 shows the direct access link to the SUNRISE-6G Experimentation Portal through the project
website#. It represents the main entry point for users who wish to explore or access the platform.

SUNRISE-6G Experimentation Portal

The SUNRISE-6G Experimentation portal serves as a comprehensive
and indispensable hub for experimenters, offering seamless and user-
friendly access to the project’s diverse services and resources.

It is designed to streamline and enhance the experimental process. It
gives researchers the tools to conduct experiments efficiently while
maintaining full oversight and control.

It supports every stage of the research journey, from planning and
execution to data analysis and visualization of experimental results.

Figure 2: SUNRISE-6G Experimentation Portal Website Access Link

Figure 3 presents the registration and login page. Through this page, users create an account or authenticate
using the SSO mechanism described in Section 3.2. Figure 4 presents the main homepage of the portal. It
includes the navigation menu (Home, Testbeds, Functional Tests, Reports), quick access to core features,
statistics on available testbeds and experiments, and a map showing the geographical distribution of
testbeds. This layout allows users to quickly understand the available resources and monitor their activities.

4 SUNRISE-6G website access link: https://sunrise6g.eu/portal/
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Figure 3: SUNRISE-6G Experimentation Portal Registration and Login Page
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Figure 4: SUNRISE-6G Experimentation Portal Homepage

Figure 5 presents the Testbeds page, where users can browse all available SUNRISE-6G testbeds, including
the external infrastructures integrated through the first Hackathon (November 2025)5. The page provides
an overview of each infrastructure and supports selection based on experimentation needs.

5 #1 SUNRISE-6G Hackathon link: https://sunrise6g.eu/sunrise-6qg-successfully-hosts-its-1-hackathon-in-athens/
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Figure 5: SUNRISE-6G Experimentation Portal Testbeds Page

Figure 6 shows the Functional Tests page. From this section, users select the type of experiment they wish
to conduct. After selecting a functional test, users are redirected to the experiment configuration page
(Figure 7) where parameters can be defined, and the experiment can be initiated.

©OSUNRISE-6G Page | 16




66 000§ >

SUNRISE

A Home

Vo Testbeds

Functional Tests
Home > Functional Tests

WU Functional Tests

B Reports

Test 1 Test 2 Iperf3 Throughput Test SUNRISE Demo

porm——

Testing of the Al-Driven Threat E2E test with the android app
XApp Selective Power And Consumption mitigation framework OMNT

P pa— |

Figure 6: SUNRISE-6G Experimentation Portal Functional Tests Page

% 000 1 glanna-dbos 3
SUNRISE
& tone Functional Tests

Vo Testbeds Home > Functional Tests > Iperf3 Throughput Test

WV Functional Tests

B Reports Run New Experiment

Application Framework

Bandwidth (Mbps)

Duration (seconds)

Reverse Select a reverse &
Server Ip
Distributed Unt (0U) - -~
and the Central Unit \ Local network appliance
) sorvers eyl 5G dev board with Serra  running UE ralated RESTIul Port
secammemcs A((@I1EFAN F0e T i amy EM9293 modem P
Ue Label Select a ue label ™
Iperf3 Throughput Test
Test ID: 7 Status: @ Active
Total Parameters: 6 Total Experiments:

Experiments History

Figure 7: SUNRISE-6G Experimentation Portal Experiment Page

Users can also access the Reports section from the sidebar menu. This page improves traceability and
transparency of experimentation results. Figure 8 presents the Reports page, where users can review
previously executed experiments. The page displays experiment records and generated reports based on
access rights. Users can download KPI reports in CSV, PNG, or SVG format. An additional feature was also
implemented, MRS, and more details can be found in the section 3.6.
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Figure 8: SUNRISE-6G Experimentation Portal Reports Page

3.4 New dedicated Experiment Results Page

The new dedicated Experiment Results Page (Figure 10) has been introduced as a functional enhancement.
This page provides improved visualisation and structured presentation of experiment outputs. Upon
successfully running an experiment (Figure 9), users can monitor key metrics through interactive charts
and clear visual summaries. The interface makes it easier to compare experiment runs and improves the
interpretation of results.

']

Successfull!

Your experiment has been successfully created!

You can view the details using the link below.

View Details

Figure 9: SUNRISE-6G Experimentation Portal Successful Experiment Conducted
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Figure 10: SUNRISE-6G Experimentation Portal New dedicated Results Page

3.5 Implementation of the Booking Manager

A major enhancement introduced in the final version of the portal is the booking mechanism. Since testbeds
are not available 24/7, this feature allows users to reserve specific time slots in advance to conduct
experiments.

The booking system (Figure 11), provides visibility of available time slots and prevents scheduling conflicts.
Testbed owners are responsible for confirming or rejecting booking requests and for maintaining
availability information.

Users receive email notifications regarding booking confirmations or rejections. This structured process
supports better coordination between experimenters and testbed providers, thereby improving overall
resource utilisation.
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Figure 11: SUNRISE-6G Experimentation Portal Booking Scheduler System

3.6 MRS Implementation

The MRS has been integrated into the portal to support structured metadata management (Figure 12). The
MRS serves as a centralised platform for managing and retrieving metadata for digital objects and
experimental assets. This implementation strengthens interoperability both within the project and with
external systems, supporting alignment with FAIR data principles. Further technical details are provided in
Chapter 4.
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‘!

Figure 12: SUNRISE-6G Experimentation Portal and MRS implementation
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3.7 Full Integration with SUNRISE-6G Testbeds

This section describes the completion of the integration of all SUNRISE-6G consortium testbeds into the
Experimentation Portal. During the final phase of the project, all internal testbeds were successfully
connected to the platform and are now fully operational through it.

The Portal has been integrated with the testbeds via the AF, which serves as the intermediary layer for
experiment triggering and data collection. The AF (section 5) abstracts the underlying TaaS solutions of the
participating testbeds and exposes a unified API towards the Portal and the Database. Through this API-
based integration, experiments can be configured, launched, monitored, and completed directly from the
Portal, while the AF interprets experiment requirements, translates them into the appropriate testbed
configurations, collects and processes data from the relevant sources, and stores the resulting outputs in
the Portal Database for subsequent analysis and reporting.

Figure 5 presents the full list of SUNRISE-6G testbeds that are integrated into the portal. Through a single
interface, users can view available testbeds, explore supported functional tests, configure required
parameters, and execute experiments without accessing each testbed separately. For experimenters, this
full integration offers clear benefits:

e Access to all SUNRISE-6G testbeds through one platform,
e Easier and faster experiment setup,

e Real-time monitoring during experiment execution,

e Secure storage and structured access to results.

By bringing all testbeds into a unified environment, the portal reduces complexity and makes
experimentation easier. The full integration confirms that the SUNRISE-6G portal is now operating as a
complete and stable experimentation platform.

3.8 Integration with External 5G/6G Testbeds

The SUNRISE-6G Experimentation Portal has been designed with the flexibility to extend beyond the
consortium infrastructures. In addition to supporting the internal testbeds, the platform can incorporate
new experimental setups and onboard external testbeds, including those established through hackathons
or other SNS initiatives.

Following this approach, the portal was extended to support additional external 5G/6G testbeds. The first
integration phase was carried out through the 1st SUNRISE-6G Hackathon (November 2025), during which
five external testbeds were successfully recruited and technically integrated into the platform (Figure 13).
Two of these testbeds originated from other Smart Networks and Services Joint Undertaking (SNS JU)-
funded projects, further strengthening cross-project collaboration (Table 3).

The integration of these external infrastructures confirms that the portal can support heterogeneous
testbed environments through its API-based framework. External testbeds are now accessible through the
same unified interface, allowing users to explore their capabilities and conduct experiments in the same
way as with consortium testbeds.

To further expand this ecosystem, a second Hackathon is planned for the project's final phase. The objective
is to recruit and integrate additional external testbeds, with particular focus on collaboration with other
EU-funded SNS-JU projects, while remaining open to the wider 5G/6G research community. This continued
expansion supports broader experimentation opportunities and contributes to the long-term sustainability
of the SUNRISE-6G platform beyond the project duration.
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Figure 13: SUNRISE-6G Experimentation Portal External 5G/6G Testbeds

Table 3: External 5G/6G Testbeds recruited from the first SUNRISE-6G Hackathon

Testbed Name

NL-COMM Testbed
(University of Surrey)

Description

Multiple tests were integrated at the SUNRISE-6G portal to demonstrate
how innovative non-linear processing techniques improve Multi-User
MIMO performance while drastically reducing the number of antennas
and power consumption. Performance comparisons were shown with
conventional MIMO techniques implemented at the University of Surrey
0-RAN testbed.

ICCS 5G-6G Testbed
(SNS-JU ENVELOPE
project)

ICCS showcased non-3GPP access in an end-to-end 5G network, with
UEs simultaneously interconnected via 5G NR and WiFi. Their test
measured how fast and reliable the connection is with different
scheduling algorithms.

CERTH Testbed
(SNS-JU NATWORK
project)

CERTH delivered 2 tests showcasing how 5G traffic can be analysed
faster and more efficiently using P4 network switches that monitor
traffic and classify threats dynamically using Al techniques.

STFT: IoT testbed with
Indoor Localisation
(MoSys Lab, University
of Nicosia)

The STFT testbed lets users test coverage, connections, and how the
network adapts when things change. UNIC delivered a test showing how
they can track people or devices indoors with high accuracy using smart
prediction models. Their system learns movement patterns to improve
location results over time.

University of
Peloponese Testbed
(ESDA LAB)

The UoP testbed provides an Ambient Assisted Living (AAL)
environment with [oT devices, and a robot deployed in a smart home
environment. Their test measured the power consumption and
performance of [oT devices in real-time.
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3.9 Final Workflow and Operational Status

The SUNRISE-6G Experimentation Portal is now fully operational and supports the complete
experimentation lifecycle through a unified web-based environment. All core components, authentication,
testbed selection, booking, experiment configuration, execution, monitoring, and reporting, are integrated
into a structured and automated workflow.

Users access the portal via its web interface and authenticate using SSO (section 3.2). Credential verification
is handled securely through Keycloak. After login (Figure 3), users are directed to the main dashboard
(Figure 4), which provides access to the “Testbeds,” “Functional Tests,” and “Reports” sections, along with
updated statistics and an overview of available infrastructures.

Through the Testbeds and Functional Tests pages, users can browse available infrastructures, review
supported experiments and configure parameters (Figure 7) directly through the graphical interface.
Testbed availability is dynamically retrieved using API-based communication (section 5), ensuring up-to-
date information before experiment initiation.

Once an experiment is configured, the AF (section 5) translates user-defined parameters into testbed-
specific configurations and initiates execution. During runtime, users can monitor experiment progress in
near real time and maintain control through the interface, including the option to stop execution if required.
Experimental data are automatically collected and securely stored in the Portal Database, where they can
later be accessed, analysed, and downloaded.

This integrated workflow connects the portal interface, AF, Portal Database, internal and external testbeds,
and the SUNRISE-6G Metadata Framework integrated with MRS into a stable and coordinated environment.
The final implementation confirms that the portal operates as a reliable and structured experimentation
platform supporting diverse 5G/6G research activities.

3.9.1 Key Steps in the Workflow

Figure 14 illustrates the operational workflow of the SUNRISE-6G Experimentation Portal, summarising the
interactions among users, portal components, and testbeds.

The main steps are:

e User Access and Authentication
o The user logs into the portal via the web interface.
o Credentials are verified through the SSO mechanism, and access is granted.
o Testbed Discovery and Availability Check
o Available testbeds are dynamically retrieved.
o Real-time availability and booking information are displayed.
o Experiment Configuration and Initiation
o The user selects a testbed and configures the experiment parameters.
o The AF forwards the configuration to the selected testbed and initiates execution.
o Execution, Monitoring, and Data Storage
o Experiment data are collected during execution.
o Users monitor progress through the dashboard.
o Results are stored in the Portal Database and made available for reporting and download.

This structured, automated process reduces manual intervention and enables experimenters to run tests
across multiple infrastructures through a single platform.
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Figure 14: SUNRISE-6G Experimentation Portal Workflow

3.10 Overall Impact and Sustainability

The SUNRISE-6G Experimentation Portal represents a key outcome of the project. By consolidating multiple
testbeds into a single access point, introducing scheduling mechanisms, integrating external
infrastructures, and supporting structured data management, the platform simplifies the execution of
complex 5G/6G experiments. The integration of external testbeds and the recruitment process via project
hackathons demonstrates the architecture's openness and scalability. The portal supports collaboration
across projects and contributes to the broader SNS-JU ecosystem. With its modular design and API-based
architecture, the platform can continue to evolve and accommodate additional infrastructures beyond the
project’s duration. The SUNRISE-6G Experimentation Portal, therefore, provides a sustainable foundation
for future 6G experimentation and cross-project research.
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4 FAIR Data Management, Metadata Extraction and Storage Service

SUNRISE-6G is a unified framework that promotes seamless scientific data sharing across participating
testbeds in line with EOSC policy, with the ODMF serving as its core enabler. By capturing and storing
detailed metadata that adheres to FAIR principles, the ODMF guarantees repeatability, reproducibility, and
compliance with legal and ethical regulations while making data available via the public repository. This
section describes the progress made in this effort since D3.2.

4.1 Open Data Management Framework

The SUNRISE-6G project addresses the critical need for effective research data management across
distributed testbed infrastructures by extending and adopting a fully interoperable framework that enables
organised data collection and metadata enrichment across the infrastructure. SUNRISE-6G has adopted and
extended the solutions brought in by the SLICES-RI partners, namely the SLICES MRS and the SLICES Data
Management Infrastructure (DMI) (Figure 15). This comprehensive ODMF ensures that all experimental
data generated within the SUNRISE-6G ecosystem adheres to FAIR principles, enabling researchers to
efficiently store, discover, share, and reuse experimental datasets.

Repository MRS Backend DMI
— —
e S o
Ty KTy
Postgre SQL <?I> ]—'—I

\ ’ \ .
— dR
Qm T treefik Experimenter

LOAK il Ingress

Auth Service  Storage S3 MRS Portal

Figure 15: High-Level MRS/DMI Architecture

The operation of the overall framework orchestrates several components that are briefly described below:

o Metadata Models: Describe the types, versions, and structures of digital objects, such as datasets,
models, and services, utilised within experiments, supporting extensibility and adaptability over
time.

o MRS: This system serves as a centralised platform for managing and retrieving metadata on digital
objects, with a focus on interoperability within and outside the project.

o MRS Backend: Provides a RESTful API for metadata operations, supports AAI authentication, and
ensures versioned API compatibility.

e DMI: The DMI serves as a centralised metadata catalogue and storage orchestration layer, bridging
the gap between raw experimental data collection from testbeds and long-term data preservation
in the SUNRISE-6G repository. By providing standardised APIs and intuitive interfaces, the
MRS/DMI simplifies the data management workflow for experimenters while maintaining rigorous
standards for data quality, provenance, and accessibility.

e Web-based front end: A user-friendly interface that enables users to interact with MRS, perform
searches, manage metadata, and create statistical reports.

e Storage Service: Options for MRS deployment include local testing environments and production-
like setups with reverse proxies, which support scalability and flexibility across different
infrastructure setups.
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4.2 SUNRISE-6G Experimentation Portal DMI Workflow

The DMI was successfully deployed on the SUNRISE-6G production server, and to ensure safe coexistence
with existing SUNRISE-6G services, a comprehensive isolation strategy was implemented.

Table 4: DMI Isolation Strategy and Port Allocation

Component DMI Configuration Existing SUNRISE-6G External Access
Port Range S080,9443,9001, 9002, | 808100046443 | e s o g
Docker Network dmi-traefik-network sunrise6g_default Isolated networks
Container Names dmi-* prefix Sunrise* prefix Easy identification
Traefik Entry Ports SSL/TLS termination

9080(HTTP),9443(HTTPS)
MinlIO API/Console Ports 9001/9002 S3/Web UI

4.2.1 Mini DMI Workflow

Mini DMI exposes a unified API that integrates metadata management (MRS) and object storage (MinlO)
into a single, streamlined workflow, significantly reducing integration complexity for experimenters and
the Adaptation Framework. An experimenter creates a dataset via Mini DMI, which registers the metadata
in the MRS backend, generates a MinlO presigned upload URL, and returns both the metadata confirmation
and upload URL in a single response, after which the file is uploaded directly to MinlO.

4.2.2 Deployment Process

The platform is deployed using Docker Compose with production-specific configuration, with all
parameters centralised in the .env.production file on the deployment machine. Services are started using a
dedicated Traefik network, and dependency ordering ensures proper initialisation (PostgreSQL — Keycloak
— MRS Backend/Mini DMI), with health checks validating service readiness before startup; hostname
resolution is handled via /etc/hosts entries on both the server and client machines.

4.2.3 Automated Upload Utility
A Python-based automation tool (upload_dataset_prod.py) enables secure and repeatable dataset uploads

to Mini DMI. It supports OAuth2 authentication with automatic token refresh, progress tracking, robust
error handling, and compatibility with self-signed SSL certificates.
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5 Adaptation Framework for Experiment Triggering and Data
Collection

The AF is a key software component of the SUNRISE-6G's experimentation plane. It is responsible for
abstracting existing TaaS solutions coming from the participating testbeds while exposing a unified API
towards the Portal and the Database. More specifically, it is responsible for triggering an experiment,
interpreting the requirements and translating them into the appropriate configuration, collecting data from
the respective data sources, performing the necessary calculations, and ultimately storing this data in the
database. Moreover, the AF can create datasets from time-series data stored in the database and upload
them to the SUNRISE-6G repository for long-term storage.

In addition, the AF serves as an Experiment Lifecycle Management (ELCM) Adaptation module, enabling
unified experiment execution and scheduling across heterogeneous testbed environments. This ELCM
adaptation component allows experiments and KPI measurement campaigns to be executed in various
predefined underlying schedulers (e.g., the Robot Framework) and data collection technologies, such as
MQTT brokers, REST, and Prometheus. The module enables seamless interaction with the AF for
experiment triggering, monitoring, and lifecycle management.

After an extensive analysis of the required southbound APIs, the AF, which is based on an existing NHAP
software asset, was extended with additional support for (previously unsupported) Experiment Triggering
APIs, as reported in Section 5.2. When a user selects an experiment to initiate, the AF communicates with
the testbed to determine whether the experiment is available. The SUNRISE-6G Experimentation Portal
retrieves, visualises, and exports this data. The high-level flow between the AF and the other main
components is presented in Figure 16.

The AF is responsible for:

e Receiving a START request and experiment parameterisation from the Experimentation Portal.
Triggering an experiment and verifying its availability.

o Translating the content of the received requests into the necessary configuration and sending the
configuration and experiment information to the testbed.

e Receiving data from the testbed along with the corresponding experiment information.

e Receiving a STOP request from the portal and issuing the necessary stop command to the testbed
experiment controllers (or schedulers), including all the needed configuration.

e Performing necessary calculations and storing the data in the Portal’s database.

e Exporting the metadata and .csv data files of an experiment to the SUNRISE-6G Metadata
Framework that integrates with the SLICES-RI MRS.

Figure 16 shows the detailed flow between the AF, the testbeds, and the Experimentation portal, including
the portal’s database and the SUNRISE-6G Metadata Framework. This has been fully implemented and is
currently being integrated with all SUNRISE-6G testbeds within WP5 to support the execution of test cases
as defined in D2.16.

6 D2.1 open access link: https://sunrise6g.eu/wp-content/uploads/2025/02/SUNRISE-6G D2.1-Report-on-
requirements M12 v1.0 SIE final.pdf
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Figure 16: Experiment Management Workflow

5.1 Adaptation Framework Technologies

The AF (experimentation SDK) is a custom application that incorporates new functionalities within the
scope of SUNRISE-6G. It is a Java-based application utilising the Spring Boot framework and is containerised
for easier deployment and management on a K8s cluster.

Spring Boot: Spring Boot is an open-source Java-based framework that enables developers to
create standalone applications, known as microservices, efficiently and quickly. It provides
configuration at different levels, such as JavaBeans, and offers out-of-the-box integrations, including
database integrations. It features an integrated, dedicated application server (Jetty by default),
enabling easy containerisation through Docker. Accompanied by the large Spring community, it is
suitable for producing real-time, production-ready applications. Being part of the Spring
framework, it has many components embedded by default, allowing more to be added on demand.
Within the scope of this project, the following components are utilised:

o Spring Security: This is the de facto framework for securing Spring-based applications. It
provides customisable authentication and authorisation functionalities, as well as
protection from attacks such as cross-site request forgery and clickjacking.

o Spring Web: Spring framework for quickly creating and customising REST APIs.

Docker: The Spring Boot application will be containerised into Docker containers for easier
deployment and management. The container will be based on the eclipse-temurin:17-jre-alpine
Docker image and will run Java version 17.
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e Swagger: Swagger describes and triggers REST APIs in a human-readable (or machine-readable)
manner through an easy-to-use graphical interface. Within the project's scope, it is used for
development to facilitate the integration of use-case applications with the data collector REST APIs.

Within WP5, testbed owners are provided with the aforementioned Swagger files and leverage Swagger
code gen tools to automatically generate server stubs, client SDKs, and API tests. This helps speed up
development and ensures consistency across different testbeds and test cases.

5.2 Integration APIs

This section describes the REST API endpoints provided by the AF, as shown in the following Tables (Table
5, Table 6, Table 7, Table 8, Table 9, Table 10, Table 11, Table 12, Table 13). It enables communication with
the portal, allowing the AF to receive experiment configurations from the Experimentation Portal and
communicate with testbeds to retrieve data.

Table 5: Every testbed availability API

Endpoint Retrieve the list of testbed availability statuses

URL /sunrise6g/availability /testbed

HTTP Method GET

Description Contacts the testbeds and returns a list of their availability statuses

Parameter name  Type Description

Headers Authorisation The user’s authorisation Bearer token.
Content-Type application/json
Parameter name Description

Response Body status The availability status of the testbed.
The name of the testbed.

testbed_name
Success HTTP Response Codes

200
Failure HTTP Response Codes
400,401, 404, 500, 504

Table 6: Single testbed availability API

Endpoint Retrieve the testbed availability status
URL /sunrise6g/availability /testbed /{testbed_name}
HTTP Method GET

Description Contacts the testbed and returns its availability status

Parameter name  Type ‘ Description

Headers Authorisation The user’s authorisation Bearer token.

Content-Type application/json

PATH ¢ Parameter name Type ‘ Description
arameters
P ‘ testbed_name The name of the testbed.
Parameter name  Type ‘ Description

Response Body status Boolean The availability status of the testbed.

The name of the testbed.

testbed_name String

Success HTTP Response Codes
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200

Failure HTTP Response Codes
400, 401, 404, 500, 504

Table 7: Functional tests availability API

Endpoint Retrieve the functional tests availability status
URL /sunrise6g/availability /{testbed_name}/tests
HTTP Method GET

Description Contacts the testbed and returns an array of available functional tests and their
configurable parameters.
Parameter name  Type ‘ Description

Headers Authorisation
Content-Type application/json

PATH . Parameter name  Type Description
ATAINE O S | B
. ‘ testbed_name The name of the testbed.

Parameter name  Type Description

The user’s authorisation Bearer token.

The name of the functional test.
Response Body status Boolean The status of the functional test.

A list of parameters associated with the
functional test.

name String

parameters JSON Array

Success HTTP Response Codes
200
Failure HTTP Response Codes
400,401, 404, 500, 504

Table 8: Experiment initiation API

Endpoint Initiates an experiment

URL /sunrise6g/availability/{testbed_name}/experiments

HTTP Method POST

Triggers the start of an experiment on the testbed, based on the configurations
provided in the request body.
Parameter name  Type ‘ Description

Description

Headers Authorisation The user’s authorisation Bearer token.

Content-Type application/json

Parameter name  Type ‘ Description

PATH parameters
P [ testbed_name | String | The name of the testbed.

Parameter name  Type ‘ Description

R ¢ Bod exp_id String The experiment ID is provided by the Portal.

equest Bo

b v test_name String The functional test name is selected.
configuration JSON Array | Alist of the configured parameters.

©OSUNRISE-6G Page | 30




SAS m=

D3.4 ‘Final report on experimentation and data collection plan and intent-driven management and orchestration’ s-UNRISE

. The URL to which the testbed should send
data_url String .
experiment data.
. The URL to which the testbed should send
status_url String .
experiment status updates.

Parameter name  Type ‘ Description

Response Body
‘ The experiment ID provided by the Portal.

Success HTTP Response Codes
200
Failure HTTP Response Codes
400,401, 500, 504

Table 9: Experiment update API

Endpoint Updates an experiment

URL /sunrise6g/availability/{testbed_name}/experiments
HTTP Method PUT

Updates the parameters of a running experiment on the testbed, based on the
configurations provided in the request body.

Parameter name  Type Description

Headers Authorisation The user’s authorisation Bearer token.

Description

Content-Type application/json

Parameter name  Type Description
PATH parameters s mme
testbed_name The name of the testbed.

Parameter name  Type ‘ Description
exp_id

String The experiment ID is provided by the Portal.

test_name String The functional test name is selected.

configuration JSON Array | Alist of the configured parameters.

The URL to which the testbed should send
experiment data.

The URL to which the testbed should send
experiment status updates.

Parameter name  Type ‘ Description

Response Body , , , , :
‘ The experiment ID is provided by the Portal.

Success HTTP Response Codes

200

Failure HTTP Response Codes

400, 401, 500, 504

Request Body

data_url String

status_url String

Table 10: Experiment termination API

Endpoint Terminates an experiment
URL /sunrise6g/availability/{testbed_name}/experiments/{exp_id}
HTTP Method DELETE
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Description Instructs the testbed to gracefully terminate a running experiment.
Parameter name  Type Description

Headers Authorisation The user’s authorisation Bearer token.

Content-Type application/json
Parameter name Description
VSR E e Sl testbed_name The name of the testbed.

exp_id The experiment ID is provided by the Portal.
Parameter name Type Description
Response Body
‘ The experiment ID is provided by the Portal.
Success HTTP Response Codes
200
Failure HTTP Response Codes
400, 401, 500, 504

Table 11: Receive data API

Endpoint
URL

‘ Receives & persists data

|
HTTP Method |

|

|

/sunrise6g/experiment/data
POST
Receives data from the testbed and persists them to the eBOS/portal database.

Description
Parameter name ‘ Type Description
Headers Authorisation String The user’s authorisation Bearer token.

Content-Type String application/json
‘ Parameter name ‘ Type Description
JSON Object
experiment (Experiment_
Model)

JSON Array A JSON array contains various JSON Objects
(Data Model) | with the Data information.

‘ Parameter name ‘ Type Description

Response Bod . . ,
g y exp_id String g:ftziperlment ID is provided by the

A JSON object that contains information

Request Body regarding the experiment executed.

data

Success HTTP Response Codes
200
Failure HTTP Response Codes
400, 401, 500

Table 12: Receive status update API

Endpoint Receives & persists experiment status updates

URL /sunrise6g/experiment/status
HTTP Method POST

Description Allows the testbed to report status updates for an active experiment.
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Parameter name  Type ‘ Description
Headers Authorisation The user’s authorisation Bearer token.

Content-Type application/json

Parameter name ‘ Description

The experiment ID provided by the Portal.
Request Body The updated status of the experiment.
Allowed values: [CANCELED, COMPLETED,
FAILED, PENDING, RUNNING]

Parameter name  Type ‘ Description
Response Body : . . X :
The experiment ID is provided by the Portal.
Success HTTP Response Codes
200
Failure HTTP Response Codes
400, 401, 500

Table 13: Data storing to the SUNRISE-6G Metadata Framework API

Endpoint Forwards data to the SUNRISE-6G Metadata Framework
URL /sunrise6g/experiment/data/{exp_id}
HTTP Method POST

Saves a CSV of experiment data and metadata for an experiment in the SUNRISE-
6G Metadata Framework.

Parameter name  Type Description

Headers Authorisation The user’s authorisation Bearer token.

Description

Content-Type application/json

Parameter name  Type ‘ Description

PATH parameters
g ‘ The experiment ID is provided by the Portal.
Parameter name  Type ‘ Description

Response Bod
i v ‘ The experiment ID is provided by the Portal.

Success HTTP Response Codes
200
Failure HTTP Response Codes
400, 401, 500

A sample of a JSON object for communication with the API endpoints is shown below.

©OSUNRISE-6G Page | 33




D3.4 ‘Final report on experimentation and data collection plan and intent-driven management and orchestration’ SUNRISE

Sample of JSON Object

{
"experiment”; {

"exp id"™: "Experiment ID",
"source": "Testhed Alias"

h
"data": [
{
"timestamp™: "2024-05-22T15:21:42.000Z",
"moids": [
{
n na mell : Il\iRIl .
"walus": "10.40.330.23"
h
{
"name": "cell id",
"valus": "5631"
}
1.
"kpis": [
{
"name”: "cpu”,
"valus": "0.4487",
"unit": "MHz"
kL
{
"name": "ram”,
"value": "0.448",
"unit" : IIGEII
}
]
}
]

5.3 Workflow Integration

This section illustrates the interactions between the AF and other SUNRISE-6G modules, including the
experimentation portal, portal database, testbeds, security components, and the MRS (see Figure 17).

Specifically, the AF component facilitates communication between the other components of the
experimentation plane. Acting as a set of HTTP REST interfaces, it serves as a middleware layer that notifies
the testbeds about new experiments, collects data from the testbeds, persists experiment data in the portal
database, and exports data to the MRS.

In addition, the AF also manages user authentication and authorisation via Keycloak, ensuring that only
authorised users can make requests and access relevant data. This module not only provides the data
required for the experimentation portal but also ensures the system's security and integrity by enforcing
proper authentication and authorisation protocols.
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e Security Component: The AF relies on the Keycloak Authorisation Server provided by eBOS,
specifically utilising the OAuth 2.0 Client Credentials Grant flow to obtain an access token using the
configured client-id and client-secret. This token is then used for API calls to the eBOS system, with
logic in place to refresh the token upon receiving an unauthorised response.

o Experimentation Portal: The experimentation portal was previously discussed in Chapter 3.

e Adaptation Framework: The AF receives requests from the experimentation portal and forwards
them to the testbed, triggering an experiment. It also persists the data in the portal database and
exports it to the SUNRISE-6G repository.

e SUNRISE-6G Metadata Framework integrated with MRS: The SUNRISE-6G Metadata Framework
serves as storage for exporting data from the experiments (See more in Chapter 4). The AF has to
follow a two-step upload process. First, a metadata upload (JSON over HTTP), then a .csv file upload
(binary PUT to a pre-signed URL).

The AF flowchart shown in Figure 17 depicts the process of triggering an experiment through the
experimentation portal, how it persisted in the portal database, and how it can be exported to the SUNRISE-
6G repository.

The workflow below outlines the main functionalities of the AF between the experimentation portal and
the SUNRISE-6G repository. The processes for user login to the experimentation portal will be skipped, as
they have already been described in Chapter 3.

Adaptation Framework Testbeds
— Integration Data Experiments
Interfaces Homogenization
SUNRISE-6G
Metadata
Framework

Figure 17: SUNRISE-6G Adaptation Framework Connectivity with the Experimentation Plane Modules

5.3.1 Start Experiment

The process begins when the user accesses the centralised portal via its dedicated URL and authenticates
through the secure Keycloak login interface. Once inside the environment, the user selects their testbed and
functional test and enters the configuration phase, where they define specific experimental conditions and
parameters. This setup culminates in the user triggering a "START" request, which serves as the formal
instruction for the Adaptation Framework to begin the execution sequence.
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5.3.2 Adaptation Framework Orchestration

Upon receiving the start request, the AF acts as the primary orchestrator by interpreting the user-defined
conditions and translating them into technical configurations. These configurations, along with the relevant
experiment metadata, are then forwarded to the corresponding Testbed, and an experiment is initiated.
Throughout the experiment, the AF maintains a continuous data retrieval loop, collecting real-time status
updates and raw metrics from the Testbed. This data undergoes necessary processing and calculations
before being persisted in the Portal Database for long-term storage and accessibility.

5.3.3 Experiment Updates and Termination

In some testbeds during the active phase of the experiment, the user can reconfigure the parameters and
send an “UPDATE” request to the testbed, similar to the “START” request described earlier. The active phase
concludes either when the testbed sends a COMPLETED status update or when the user manually
terminates the process. By issuing a "STOP" request through the portal interface, the user signals the
Adaptation Framework to cease data collection and finalise any pending computational tasks. This ensures
that the Testbed resources are released and that the experiment's final state is accurately captured in the
database.

5.3.4 Data Export and Repository Integration

Following the completion of the experiment, the wuser can initiate a data export (

= 000 ¢ >

SUNRISE

®
o

Functional Tests

WU Functional Tests

B Reports

Experiment Overview

Experiment ID:

Timestamp:

Key Performance Indicators

XYZ Plots

Capacity Plot Lv © Carrier Allocation Plot Lv O
= =

Figure 12) to formalise their findings. This request prompts the system to aggregate the stored experimental
results and their associated metadata from the Portal Database. To ensure compatibility with the SUNRISE-
6G Metadata Framework, the system packages this information into two distinct formats: a comprehensive
JSON file for metadata and a CSV file for the primary data. These files are then forwarded to the repository
by the AF to ensure the archiving of the experimental results.
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6 Distributed IDLM and Orchestration of Experiments
Infrastructures

IDLM is a novel approach to automating network management by leveraging high-level, user-defined
descriptions of specific use-cases. This paradigm focuses on optimising network operations through Al-
driven efficiency identified and translated through human intent described in natural language. This section
describes the progress made in the IDLM architecture, chat agents, and experimentation agents since D3.2.

6.1 IDLM Architecture

The Distributed IDLM architecture is a novel approach to experiment orchestration that prioritises user
intent rather than low-level configuration, advancing beyond traditional TaaS practices. By integrating
Large Language Models (LLMs) to interpret and translate natural language requests into structured
declarative intents, IDLM enables experimenters to describe their objectives directly in human language,
without requiring expertise in orchestration frameworks, resource management, or deployment policies.
This intuitive, human-centric approach empowers teams to focus on high-value tasks while automating
routine experimentation workflows across heterogeneous, distributed testbeds. As a result, the need for
experimenters to manually configure deployment files, adapt workflows to different testbeds, or manage
resource-specific details is handled by the agents in the IDLM. Users simply express their requirements in
natural language, and the IDLM automatically translates these intents, selects the appropriate
infrastructure, executes the deployment and tracks the experimentation status. The three main
components of IDLM, presented in detail within D2.27, are considered as part of this project:

e Chatbot Interface: The chatbot interface (equipped with Global Model as shown in Figure 18)
allows users to describe their experiment requirements in natural language, serving as the main
entry point for expressing intents and receiving feedback without needing technical configuration
knowledge.

¢ RiskIdentification and Guardrails: Risk identification and corresponding guardrails are required
to make IDLM reliable and robust, which are integrated into the Orchestration layer in Figure 18.

e IDLM Agents: Local IDLM agents run within each testbed infrastructure to interpret the
standardised intents, execute experiment steering actions, and continuously return status updates
and performance feedback to the experimenter.

7 D22 open access link: https://sunrise6g.eu/wp-content/uploads/2025/07/SUNRISE-6G_DZ2.2-Initial-SUNRISE-6G-overall-
architecture 1QU.pdf
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Figure 18: IDLM Components

6.2 IDLM Chat Interface

The IDLM Chatbot serves as a single interface for expressing experimenters, enabling them to manage
distributed testbeds through conversational interactions powered by a Global LLM [1] . The IDLM portal
features a user-friendly chat interface that abstracts the complexities of remote infrastructures.
Experimenters specify their goals in plain language, and the Global LLM interprets the requests and
classifies them to forward to the appropriate testbeds for deployment and orchestration.

The Global LLM is trained to act as a router for experimentation requests across multiple testbeds. We train
it with domain-specific prompts and conversations that cover testbed capabilities, environment inference
(edge vs. cloud), migration/abort patterns, and provider switching (OpenAl/Mistral). The dataset blends
templated intents, paraphrased natural queries, and counterexamples; then we add few-shot exemplars in
the system prompt and apply lightweight preference optimisation using human/ Subject Matter Expert
(SME) feedback on correct routing tokens (e.g., 'deploy_video_cloud’, 'eurecom_testbed'). To make it
context-aware, we summarise long threads into compact memory snippets (chat history distillation) and
evaluate routing accuracy, action-token precision, and safety/grounding, iterating on failure cases. Figure
19 illustrates the chat interface where experimenters describe their requests in the IDLM portal, providing
a unified environment for experimenters to manage complex, distributed experiments across
heterogeneous 6G testbeds.
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® Bot
SunRise-6G IDLM Portal

© Online
aill Testbed Status Onii

& Bot Info : what is the functionality of this chatbot?

@ About Us ; )
The chatbot allows users to describe their experiment requirements in natural language, serving as

the main entry point for expressing intents and deploying across multiple testbeds without
needing technical details of each Testbed.

% Contact

; How many testbeds are planned to be integrated so far and which Testbeds?

The current system supports integration with six testbeds: 1. IQUISI 2. EuereCom 3. IBM 4. UTH 5.
EBOS 6. ISI

: Can you also check status of Testbeds connected to this portal?

The chatbot allows users to describe their experiment requirements in natural language, serving as
the main entry point for expressing intents and deploying across multiple testbeds without
needing technical details of each Testbed. For checking the status of the testbeds connected to
this portal, you can specify the testbed you are interested in, and | can provide you with the status
information for that particular testbed.

Figure 19: Chat Interface of the IDLM Portal

The chatbot is also equipped with a Status agent, which converts raw status payloads from each testbed
into a privacy-safe, natural-language answer. It runs a deterministic severity mapper (producing ‘OK |
WARN | CRITICAL’ from signals such as pod/node readiness, CPU/memory metrics, and alert keywords),
then passes the raw (redacted) snapshot to a compact LLM interpreter that writes a short response while
avoiding sensitive identifiers.

In addition, the IDLM interface has a status portal- a visualisation layer (Figure 20) that aggregates
'/api/status’ from all connected testbeds via a single backend route (e.g., '/api/testbeds-status'). It reuses
the same client helpers as the chatbot (including token retrieval and normalisation), applies the severity
mapper per testbed, and returns a uniform JSON model to the Ul. The front-end renders colour-coded
badges (level), concise summaries, bullet highlights, and optional charts from normalised signals; it can poll
on an interval, show last-updated timestamps, and mark unreachable sites as CRITICAL with some
guidance.

) Bot
Jill Testbed Status IDLM Testbed Status

Live view of remote experimentation sites connected to this chatbot router.
@ Bot Info
Refreshnow Last update: 9:41:50 AM
© About Us
W Contact EURECOM 5G Testbed IBM Testbed UTH Testbed EBOS Testbed ISI Testbed
Sophia Antipolis, FR Dublin, Ireland Athens, Greece Cyprus Athens, Greece
Connected Disconnected Disconnected Disconnected Disconnected
Nodes Pods Nodes Pods Nodes Pods Nodes Pods Nodes Pods
0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
cPu Memory Memory cPu Memory cPu Memory cPu Memory
% 0% 0% o% o% o%
Alerts Alerts Alerts

No active alerts No active alerts No active alerts

Disconnected

Nodes
o/0 0/0

cPU Memory

0% 0%
Alerts

No active alerts

Figure 20: IDLM Status Portal

The Global LLM interprets and validates requests, while the Orchestrator coordinates deployment and
monitoring across the appropriate testbeds. The main goal is to deliver TaaS capabilities using declarative
intent formats and natural language interactions to replace legacy imperative configurations. Figure 21
illustrates the overall procedure of the IDLM architecture and the interaction between the experimenter
and the testbed infrastructures, which is then detailed in four steps.
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Figure 21: IDLM Portal Workflow Diagram Showing Interactions, Validation, and Orchestration.

6.2.1 Step 1: Cyclical Process Interacting with an Experimenter

Implementation begins at the IDLM Portal, where experimenters securely log in via an SSO system that
tracks user roles and access rights. After logging in, users are presented with a conversational chat interface,
which serves as the primary means of communicating high-level objectives or specific requests, such as
“Deploy an anomaly detection pipeline” or “Set up a multi-site streaming test on Testbed A and Testbed B.”

This chat interface is powered by the Global LLM (e.g., GPT-4, IBM’s Foundation Models, or Open-Source
LLMs fine-tuned for network orchestration), which listens for each user's query. Behind the scenes, these
requests flow through the Chat Interface into the Global-LLM. The result is a natural-language conversation
that eliminates the need for extensive domain expertise: experimenters simply state their goals, and the
system manages testbed selection, resource allocation, and status monitoring.

6.2.2 Step 2: Monitor the Risk of Al Interactions

As described in D3.2, the initial scope of the project covered a Usage Governance Advisor which identifies
and prioritises risks according to user intent, recommends appropriate models, provides benchmarks and
risk assessments, and, most importantly, proposes mitigation strategies and actions, thereby acting as a
guardrail to protect the system from malicious use.

Determining the safety of an Al system requires gathering information from a broad set of heterogeneous
sources, including safety benchmarks and technical documentation for the models used in that system.
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Responsible use is encouraged through mechanisms that advise the user to take mitigating actions when
safety risks are detected.

The system's outputs are designed to assist them in communicating this to other non-technical stakeholders
within their organisation. The user inputs their use-case to the system as an intent, and the system auto-
fills a model usage compliance questionnaire, using a Chain-of-Thought (CoT), LLM-as-a-judge approach to
connect question/answer pairs to risks and identify an Al task. The user inspects the questionnaire output
and is asked to confirm the system’s suggestions for the Al tasks or select alternate tasks.

Further, even after identifying the risks, the model governance lifecycle can still be challenging to maintain
consistency across different stages of the lifecycle, like identifying risks, suggesting mitigation measures,
planning mitigation strategies, monitoring and auditing the model. There are multiple tools that can help
with segments of this lifecycle. However, a holistic solution that can assist the user throughout the lifecycle
of LLM governance, with a focus on the use case, is still missing.

To address this gap, we propose GAF-Guard (Governance Agentic Framework), an agentic Al framework
that can effectively detect and manage risks associated with a given use case. The framework leverages
agents to identify risks tailored to a specific use case, generate drift and risk monitors through pre-
deployment risk assessment, and establish real-time monitoring functions for models post-deployment. By
integrating these capabilities, our approach aims to provide a comprehensive risk management framework
that addresses the unique requirements of each application for a given use-case.

Risk Drift - )
- unction ca
assessment monitor for LLM outputs

Incident
reporting "
[ Guardrails ” Security ]
é ( )
Policy
! LLM models ’
Risks
User REST API/CLI Orchestrator ’
Includes guardrails and )
personalization Metrics
f Memory management
7 1 State
\

Memory

e e e e e e e e e - »i Col Offline (takes
A . only user
HITL questionnaire intent as input)

Sequential

Figure 22: GAF-Guard Architecture Diagram for Real-Time Monitoring of Al risks in Networks.

GAF-Guard architecture (Figure 22) consists of three stages:

1. Pre-deployment: The agent-based approach ensures transparent risk assessment using
questionnaires, identifying potential vulnerabilities in the use-case prior to deployment.

2. Post-deployment monitoring: In the post-deployment phase, agents continuously monitor model
outputs, detecting drifts, risk exposure, and security threats in real-time.

3. Incident reporting: An automated incident reporting system is triggered in the event of policy
violations, providing immediate notification to end-users, thereby ensuring swift response and
mitigation.
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GAF-Guard comprises a collection of Agents addressing different capabilities throughout the governance
lifecycle. These agents are orchestrated by a modular, extensible architecture that enables seamless
interaction and coordination throughout the governance lifecycle. Each agent operates autonomously yet
communicates through a centralised orchestrator, which ensures that outputs from one stage inform the
next. This design supports scalability, adaptability to diverse use-cases, and integration with external
governance tools or organisational policies. The framework also supports human-in-the-loop (HITL)
interventions at critical junctures, reinforcing accountability and transparency in model governance.

Intent to questionnaire agent: This agent takes user input to populate a set of predefined questionnaires,
providing a structured understanding of the use-case and providing the required information for the
downstream agent to identify the risks associated with the use-case. Some of the example questions include
“What is the Al task for the given use-case" and “Who are the intended users of the system". To further
enhance accuracy, users have the flexibility to define their own custom questions and provide relevant CoT
examples. This approach allows for more robust risk assessment and mitigation compared to relying solely
on zero-shot LLM responses. Function calling and JSON output ensure that the responses can be easily
parsed for downstream tasks.

Questionnaire to risk identification agent: The user's intent, questionnaire responses, and relevant data
are sequentially fed into the risk identification agent, enabling it to identify potential risks associated with
each unique combination of use-case, question, and answer. The identified risks from all query scenarios
are then aggregated and transmitted to the orchestrator for further analysis and decision-making.

Human-in-the-Loop (HITL): The output from the first two agents is presented to the end user for feedback,
enabling them to provide input on either the answer choices or the final risk assessment associated with
the use case. This user feedback is crucial for ensuring that real-time risk monitoring is both efficient and
consistent with the specified policy. When only the answers are revised by the user, the system initiates an
updated query to the questionnaire-to-risk identification agent, gathering fresh risk assessments aligned
with the revised answer choices.

Real-time monitoring agents: To ensure the continued efficacy and stability of the LLMs in production,
real-time monitoring is conducted using the identified risks and user feedback-driven drift detection
models. The Granite Guardian system is employed to detect risks in both user prompts and LLM responses,
while custom drift detectors utilising CoT examples from the drift detection agent are utilised to identify
potential drifts in the deployed model.

Upon identifying a risk or detecting drift, the incident reporting agent is triggered to initiate further
investigation and action. Conversely, if no risks are identified and no drifts are detected, the orchestrator is
informed that the LLM model in production is operating within normal parameters.

Incident reporting agent: This agent listens to the output of the real-time drift and risk monitors and
triggers a notification when violations are detected by the real-time monitoring agents.

The practical implementation of the GAF-Guard framework is described in Figure 23. For the development
of our agentic system, we leveraged LangChain and LangGraph to enable the creation of robust and scalable
agent-based systems.
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Figure 23: Graphical Visualisation of the Architecture with Lang Graph Implementation.

A comprehensive overview of the tools employed by the GAF-Guard framework is presented in Table 14.

Table 14: Tools for the agents in the Governance Framework

Agent Name Tool

Orchestrator Langgraph

CoT Questionnaire granite3.2:8b

Risk generator granite3.2:8b

Risk detector granite3-guardian:2b
Drift monitor llama3.2

Incident reporting llama3.2

Geval Evaluation Deepseek

6.2.3 Step 3: Continue Interacting until you have a Full Experiment

Upon receiving an initial request via the Chat interface, the Global LLM parses the natural-language
description to identify the user's intent and validate whether the requested services are offered by the
Testbeds. If the services are unsupported or have incomplete details, it prompts the user for clarification
and initiates a cyclical refinement process. The Portal converses with the experimenter in this cycle to
collect essential parameters and constraints (e.g., test duration, resource limits, QoS targets).
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6.2.4 Step 4: Route Request to the Testbed

Then, the Orchestrator takes over and manages the transition from intent specification to experiment
deployment. This component is typically implemented as a microservice, such as FastAPI in Python or a
Node.js service. Specifically, the orchestrator directs user requests to the relevant testbeds:

e Global Perspective: The orchestrator uses metadata from the Global LLM to determine which
testbeds can fulfil the requested service. For example, if the request involves an advanced ML
pipeline, the Router might favour a testbed specialised in MLOps workflows.

e Message Formatting: Once a target testbed is selected, the Router adapts the declarative intent
already validated by the Orchestrator into the testbed’s specific API call format or resource schema.
This often involves custom JSON structures or specialised scripts.

o Dispatch and Feedback: The orchestrator sends the request to the designated Local LLM Agent at
the testbed site, then listens for responses, error codes, or requests for additional parameters.

6.3 IDLM Experimentation Agents

This section describes the details of Al-driven agents (NLP translation agent, RAG-Enhanced Intent
Translation and Validation Agent, machine learning intent chatbot) that enable intent-based orchestration
of 6G experiments. Each agent takes a natural-language request from a user or experimenter, translates it
into a machine-readable intent, validates the intent against domain constraints, and finally produces the
configuration artefacts needed for deployment.

6.3.1 Intent Translation and Deployment Agent

The NLP Translation Agent is a core component of the IDLM architecture, responsible for bridging the gap
between user-facing natural language interactions and machine-executable configuration [2] . Positioned
between the chatbot interface and the orchestration and deployment layers, this agent interprets user
requests, extracts semantic meaning, and converts high-level expressions into standardised TMF intents. It
enables seamless translation of user requirements into operational tasks, allowing for rapid, automated
experimentation across distributed 6G infrastructures without manual intervention.

To convert natural language (NL) inputs into TMF intents, the NLP Translation Agent leverages a fine-tuned
LLM trained on structured intent patterns and service descriptors. Upon receiving a user query, for
example, "Deploy a low-latency video streaming service on edge node A with GPU support”, the LLM
identifies key parameters such as service type, latency constraints, and other requirements. These
parameters are then encoded into a TMF 921-compliant business or service intent format, as indicated in
Figure 24 which provides a vendor-neutral, machine-readable representation of the user's request.
Additional validation checks ensure that all required fields (e.g., priority, location, performance
expectations, syntax) are populated correctly, minimising the risk of incomplete or ambiguous
deployments.
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Corresponding TMF Intent

@prefix H :ffwww.w3.0rg/2000/01/rdf-schema#> .
@prefix i ://tlo.models. tmforum.org/tio/v1.0.08/IntentCommonModel#> .
@prefix 1 ://tio.models. tmforum.org/tio/v1.0.0/IntentManagementOntology#> .
@prefix ://tio.models. tmforum.org/tio/v1.0.0/ProposalBestIntent#> .
@prefix H ://www.operator.com/Catalog#> .
@prefix = ttp://www.sdo.org/Technology#> .
@prefix et: tp://www.sdo2.org/TelecomMetrics/Version_1.0#> .
@prefix tp://www.w3.0rg/2006/time#t> .
@prefix e tp://www.example.org/IntentNamespace#> .
@prefix i ://tmforum.org/2021/07/intentvalidity#> .
i i :f/tmforum.org/2021/07/intentTemporalvalidity#= .

e http://tio.labs.tmforum.org/tio/v1.0.0/CatalystExtensionModel#> .
@prefix x <http://www.w3.0rg/2001/XMLSchema#> .
@prefix : <http://tlo.models.tmforum.org/tiofv1.0.8/IntentAcceptanceControl/> .

#aa## Intent FREEHBEHRREHRRERRRHHHHEHE AR AR R SRR R AR R R0}

#

# This intent represents the deployment and business request for live video streaming
# and object detection using YOLOv8 on a Kubernetes platform.

ex:VideoStreaming_ObjectDetection_Intent
a icm:Intent ;
rdfs:comment "'Intent for deploying and operating live video object detection service'" ;
imo:intentOwner ex:Admin ;
cem:layer "'business, deployment'" ;
arc:intentRejectionReasonOverride imo:SuccessfulHandlingNotExpected ;
arc:updateRejectionReasonOverride imc ccessfulHandlingNotExpected ;
icm:hasExpectation ex:Deployment_Expectation ,
ex:Property Expectation ;

#ii Deployment Expectation s
#
ex:Deployment_Expectation
a icm:DeploymentExpectation ;
icm:target ex:T1_Deployment_Target ;
icm:allof [ rdf mber e 1_Deployment_Node ;
rdfs:member e 2_GPU_Support ;
1

ex:T1 Deployment_Target
a icm:IndividualTarget ;
icm:0OneElementOf [ icm:elementType tech:K8sDeployment ] ;

ex:P1 Deployment Node
a icm:Parameter ;
icm:deploymentDescription "'Deploy on Node_ 1 within k8s platform'" ;
icm:deploymentType tech:low ;

ex:P2_GPU_Support
a icm:Parameter ;
icm:deploymentResource tech:GPUSupport ;
icm:ifAvailable "'true'" ;

Figure 24: User Request and Corresponding Intent using TMF Standard.

Once the TMF intent is generated and validated, the next step is to translate it into the infrastructure
configuration, where it maps the intent into concrete deployment artefacts, such as K8s manifest files. This
process involves selecting appropriate Helm templates or YAML configurations based on the requested
service, customising them with parameters extracted from the intent, such as container images, CPU/GPU
limits, and policies, and preparing them for orchestration. These configuration files are then passed to the
deployment engine, which interfaces with the target edge or cloud cluster to launch the service, ensuring
alignment with the specified requirements. Figure 25 shows the K8s manifest file generated from the intent
in Figure 24 and the deployment of services at the edge according to user requests.
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apiversion: apps/vi
kind: Deployment Display:| Deployment Name v
metadata:
labels:
app: test-app
name: test-deployment
spec:
replicas: 1
selector:
matchLabels: o
app: test-app ! \
template: i
metadata: ® @ ity »
labels: utily o
app: test-app utility
spec: &
affinity:
nodeAffinity:
requiredduringSchedulingIgnoreddDuringExecution: utility EDGE! NODE @
nodeSelectorTerms: . Rility
- matchExpressions: .
- key: latency utility
operator: In
v;lues: utlity ®
- low o]

containers: utity

CLOUD_NODE

limits:
cpu: 500m utility
memory: 256Mi 5 @
requests:
cpu: 256m
memory: 128Mi

Figure 25: K8S Manifest File and Deployment.

In general, the Intent translation and deployment Agent enables full automation of experiment deployment
by converting user-expressed intents into TMF models, transforming them into executable configurations,
and delivering them to infrastructure backends like k8s. This E2E translation pipeline reduces complexity,
increases deployment accuracy, and supports intent-driven experimentation at scale.

6.3.2 RAG-Enhanced Intent Translation and Validation Agent

The RAG-Enhanced Intent Translation and Validation Agent is designed to bridge the gap between human
NL and machine-readable network service intents [3] . It enables experimenters to describe high-level
service requirements (e.g., “deploy low-latency video streaming with GPU support”) in NL, and transforms
these requests into TMF-compliant intents. These intents are then validated and used to deploy services in
edge or cloud environments. This agent is particularly valuable in scenarios where experimenters need to
request services across diverse infrastructures without having to master the underlying configuration
details.

The translation process starts with a RAG pipeline that enriches the input query with relevant examples
from a curated knowledge base. Depending on the nature of the user request, the system dynamically selects
context-relevant examples to guide the generation. This allows the language model to better understand
the intent and produce a more accurate translation. The system then generates a structured Service Intent
in Turtle (TTL) format, compliant with TMF standards, e.g., the TMF921 Intent Management API. For more
complex use cases, such as network slicing or edge-cloud orchestration, the system can trigger a second-
generation stage, producing a Resource Intent that includes detailed infrastructure requirements, such as
bandwidth, latency, GPU usage, and budget constraints.

After generation, the agent performs a syntactic and semantic validation step (Figure 21). Using Resource
Description Framework (RDF) parsing and SPARQL queries, the agent checks that the generated intent is
both structurally correct and contextually meaningful. For instance, it validates whether the request
includes valid bandwidth limits, whether GPU requests are supported by the infrastructure, and whether
the user-defined budget is feasible. If the intent is invalid or inconsistent, a self-correction mechanism
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prompts the model to revise the output. This step ensures robustness and safety by placing guardrails
around the inherently probabilistic nature of LLMs.
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Figure 26: Results of Intent Validation and Deployment Status.

Finally, the Orchestrator and Routing module determines the appropriate deployment path based on the
requested service type. For advanced services like Ultra-Reliable Low-Latency Communication (URLLC)
network slices, the system invokes specialised templates to generate and validate resource-level
deployment intents. For more generic services, the orchestrator translates user constraints into abstract
infrastructure requirements and simulates deployment feasibility. At the end of the process, users receive
a deployment decision, ACCEPTED, REJECTED, or FAILED, along with suggestions for adjustment when
necessary (results in Figure 26). This end-to-end framework ensures that NL requests can be safely,
accurately, and efficiently turned into real-world service deployments.

6.3.3 Integration of the Agent Chatbot for Intent to Deployment

In this section, we describe the components of our LLM-driven intent-based ML system (Figure 27) By
harnessing the power of LLMs, we introduce a novel paradigm that empowers users to define their network
requirements through a simple input interface. This approach leverages Al-driven task extraction and
model selection capabilities to automatically identify the most suitable models for execution. The
demonstration will leverage LLM agents and a function-calling paradigm, as shown in Figure 28 to retrieve
the Al task from the user intent.

Meta data
store +
Function
definitions

User LLM function Identify Al task, User
intent calls relevant models validation
:

User input Execute Argo Generate Argo
workflows workflows
System generated

Figure 27: Architecture of Intent-Based ML for Networks using LLMs.

First, the user needs to define a set of tasks to be supported. These tasks are defined by function cards to be
bound to the function-calling API at inference. Figure 29 presents an example model card for the regression
task, including the task, available ML models, the dataset, and additional task-specific parameters.
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Task1 Task 2 Task 3 Task 4
Regression Clustering Classification Anomaly
Detection

Input: usersintents
(expressed in NL)
e.g. identify anomalies
in network traffic

Function Caliing | \%
|
]

LLM Agent Select Model LLM Agent(s)

Figure 28: Technical components for key value pair extraction from intents.

Upon receiving user input, our LLM algorithm analyses the text to determine the underlying intent and
extract relevant model recommendations from the model_type dictionary as described in the selected
function calling template (Figure 29). The system then provides users with an optional correction
mechanism to refine their inputs.

{
"type": "function”,
"function": {
"name": "regression_task’,
"description": "Train a regression model on a dataset",
"parameters": {
"type": "object’,
"required": ["df_path", "target_column", "model_type", "analysis"],
"properties": {
"df_path": {
"type": "string",
"description": "Path to the dataset file"
1)
"target_column": {
"type": "string",
"description": "The column to predict"
1)
"model_type": {
"type": "string",
"enum": ["linear", "random_forest", "xgboost", "catboost", "neural_network"],
"description": "Type of regression model to train"
b
"analysis": {
"type": "boolean”,
"description": "Whether to perform additional analysis such as generating plots or visualizations",
"default": false

Figure 29: Example Function Calling Template for Regression.

LLMs are further used to generate customised Argo workflows from predefined templates with
placeholders, which are populated with the extracted key-value pairs for each intent. This seamless
integration of Al-driven model selection and workflow generation enables the required automation and
flexibility in network management.
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7 Conclusions

This deliverable presented the final summary of the core components and procedures that underpin the
SUNRISE-6G Experimentation Plane. It detailed the final design and implementation actions that led to the
launch of the SUNRISE 6G Testbed as a Service (TaaS) platform, featuring its novel Intent-Driven Lifecycle
Management (IDLM) features. These developments enable the SUNRISE-6G experimentation plane to offer
a fully automated, single-entry web interface that unifies the entire research lifecycle from design through
configuration and execution to real-time monitoring and FAIR-compliant data archiving.

New developments included the dynamic booking manager for the Tenant Portal, the integration of
Keycloak-driven SSO and role-based access control, and Adaptation Framework upgrades to ensure
seamless orchestration of experiments across heterogeneous testbeds. The Open Data Management
Framework, built on a microservice-centric DMI with MinlO storage and a centralised Metadata Repository
Service, guarantees secure, interoperable, and traceable handling of experimental datasets.

On the orchestration side, the Spring Boot Adaptation Framework translates high-level intent into testbed-
specific configurations, manages experiment lifecycles, and persists results, thereby enabling consistent
operation across all sites.

In parallel with these infrastructure components, the newly deployed intent-based 6G networking stack
converts natural-language requests into validated experimentation pipelines, applies rigorous risk
management and governance through GAF-Guard, and delivers safe, compliant deployments via token-
based orchestration.
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