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1.  Architecture Overview  
The SUNRISE-6G ecosystem follows a layered architecture that separates orchestration and control capabilities 
from the execution and data production environment of the underlying testbeds. At the highest level, the 
SUNRISE-6G Experimentation Portal operates as the primary user-facing component and belongs to the control 
plane, enabling experimenters and operators to configure experiments, select testbeds, and monitor execution 
progress and results. The Portal communicates with the Adaptation Framework (AF), which acts as the central 
orchestration engine and integration middleware of the experimentation plane. The AF abstracts the 
heterogeneity of participating testbeds by exposing a unified API to the Portal while translating experiment 
requirements into concrete configuration and control commands that each testbed understands. In parallel, the 
AF manages the collection, normalisation, and forwarding of experimental data towards the SUNRISE-6G data 
storage and long-term archival services. 

Within this architecture (Figure 1), the Testbeds constitute the execution layer of the experimentation plane, 
hosting the actual hardware and software resources that run the functional tests and generate performance 
measurements and telemetry. The Database component serves as the operational data store where experiment 
status updates, KPI streams, and metadata are persistently stored for real-time visualisation and post-experiment 
analysis. Complementarily, the Repository provides long-term storage and dataset management capabilities, 
allowing processed experimental outputs and derived datasets to be archived and reused across experiments. 
Conceptually, the control plane is responsible for orchestration flow, including experiment configuration, 
lifecycle management, and coordination across components, while the experimentation plane handles data flow, 
including telemetry generation, KPI streaming, and data persistence. The orchestration flow thus proceeds from 
the Portal to the AF and then to the selected Testbed, whereas the data flow follows the reverse path, originating 
from the Testbed, being ingested and processed by the AF, and finally being stored in the Database and 
optionally published to the Repository for long-term access and reuse. 

 

 
Figure 1: High-Level Flow between the Adaptation Framework, Testbeds and the Experimentation Portal. 

2.  Onboarding Workflow 
The onboarding of a new testbed into the SUNRISE-6G ecosystem follows a structured operational workflow. 
Initially, the testbed provider registers the testbed’s metadata within the Portal, including its name, capabilities, 
supported functional tests, and network endpoint information. This step establishes the testbed as a selectable 
experimentation resource within the SUNRISE-6G control plane and associates it with the AF for orchestration 
purposes. Following registration, the testbed deploys and exposes its base URL and networking endpoints, 
ensuring that the AF can reach the service through secure and routable HTTPS connections. 

Subsequently, the testbed implementers develop and expose the mandatory RESTful APIs required by the 
integration specification, as described in Section 5. Once these endpoints are implemented, the integration 
proceeds with the validation of the availability endpoint, allowing the AF to confirm that the testbed is reachable 
and ready to accept orchestration commands. After basic connectivity is verified, the testbed undergoes a 
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conformance and interoperability test suite, during which predefined experiment scenarios are executed to 
validate correct handling of lifecycle commands, proper formatting of status updates, and compliant streaming 
of KPI data. Upon successful completion of these validation procedures, the testbed is enabled for production 
use within the Portal, allowing experimenters to select it for real experimental campaigns and ensuring that its 
lifecycle and telemetry are fully managed through the SUNRISE-6G orchestration mechanisms. 

3.  Configuration & Environment Requirements 
The successful integration of a testbed within the SUNRISE-6G platform requires adherence to a set of technical 
configuration and runtime environment requirements that ensure interoperability, reliability, and consistent 
experiment execution across heterogeneous infrastructures. Testbeds must expose RESTful APIs over HTTPS 
and exchange data using JSON payloads compliant with the defined schemas. System clocks should be 
synchronised via NTP or PTP to ensure consistent timestamping of telemetry and KPI data. The deployment 
must allow the AF to reach the required endpoints, with firewall and networking rules permitting inbound 
orchestration requests and outbound status and data callbacks. Any proxies or load balancers should 
transparently forward HTTPS traffic and headers. Finally, the testbed environment must include the necessary 
runtime components to host REST services, execute experiments, and process configuration updates and 
telemetry generation in accordance with the SUNRISE-6G lifecycle model. 

4.  Security & Access Control 
Security and access control within the SUNRISE-6G ecosystem are enforced through a layered approach that 
combines authenticated service-to-service communication and strict network-level access restrictions. OAuth2 
access tokens issued via the Keycloak identity provider are employed exclusively for interactions between the 
Portal and the AF, ensuring that orchestration requests originating from the Portal are authenticated and 
authorised before being processed by the AF. These tokens are validated upon receipt, enabling secure and 
policy-compliant lifecycle management of experiments while maintaining a clear trust boundary within the 
control plane of the SUNRISE-6G architecture. 

For communications involving Testbeds, security is primarily enforced at the infrastructure level on the 
GRNET-hosted server where the SUNRISE-6G core services are deployed. This environment is protected by a 
combination of Nginx and HAProxy reverse proxy and load-balancing components that restrict inbound and 
outbound traffic based on predefined network rules. Specifically, only requests originating from whitelisted 
public static IP addresses associated with each integrated Testbed are allowed to reach the exposed endpoints 
of the AF. These static IP addresses must be provided during the onboarding phase and registered with the AF 
administrators to be included in the access control lists. As an alternative, Testbeds may connect through VPN 
endpoints, in which case the assigned VPN IP ranges are managed centrally by the ISI team responsible for 
operating and maintaining the GRNET server infrastructure. 

5.  Testbed Integration with the Adaptation Framework Workflow 
Integrating a testbed into the SUNRISE-6G ecosystem requires implementing five core RESTful endpoints. 
These endpoints enable the AF to orchestrate the experiment lifecycle by transitioning the testbed through 
discovery, initialisation, runtime adjustment, and teardown. The general experiment management workflow is 
illustrated in Figure 2, where users define experiment conditions and initiate execution (point A), as well as how 
the AF receives (point B) or retrieves (point C) data from the testbeds. During execution, data is continuously 
generated and retrieved to enable real-time monitoring and analysis of the experiment. 
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Figure 2: General Experiment Management Workflow within the Adaptation Framework. 

5.1.  Phase 1: Testbed Implementation  
The testbed acts as the server in this phase, handling incoming requests to manage its local hardware and 
software resources. The initial stage of integration is executed via the GET /sunrise6g/availability/testbed 
endpoint. This operation serves as a heartbeat mechanism, allowing the AF to verify the operational readiness 
of the testbed’s underlying stack. A successful response must return a 200 OK status with a JSON where the 
status Boolean is set to true (see Figure 3). This confirms that the testbed is not only reachable via the network 
but is also in a state prepared to accept further command logic. 

{ 
  "status": true 

} 

Figure 3: JSON Response Example for a Testbed’s Availability. 

Following a successful handshake, the AF performs a new GET request to the /sunrise6g/availability/tests 
endpoint. The testbed must respond with an array of JSON objects that catalogue every available functional test 
and its associated configuration schema (see Figure 4). Each test entry must detail its configurable parameter 
objects, including technical constraints such as data types (e.g., integer, double, string), units of measurement 
(e.g., Mbps, ms), and boundary values like min and max (string). The name of the parameters should be provided 
in snake_case format. If any fields are not needed, they should be left as null, or, in the case of “predefined”, as 
empty arrays. These metadata allow the SUNRISE-6G Portal, to which the AF is connected, to dynamically 
generate the user interface for experimenters. 
[ 

  { 

    "name": "Functional Test 1", 
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    "status": true, 

    "parameters": [ 

      { 

        "name": "memory", 

        "default_value": "4", 

        "optional": true, 

        "value": "double", 

        "unit": "GB", 

        "min": "0.1", 

        "max": "32", 

        "predefined": [ 

          "2", 

          "4", 

          "8" 

        ] 

      } 

    ] 

  } 

] 

Figure 4: JSON Response Example for a Testbed’s Functional Tests. 

Proceeding to execution, the initiation phase is triggered by a POST /sunrise6g/experiments request. The testbed 
is responsible for parsing the body, containing the exp_id string provided by the portal, the specific test_name, 
and the configuration array containing the user-defined parameters (see Figure 5). Critically, the testbed must 
extract and persist the data_url and status_url provided in this payload; these endpoints are unique to the session 
and serve as the destination for all telemetry KPIs and status updates during Phase 2. 
{ 

  "exp_id": "777", 

  "test_name": "Functional Test 1", 

  "configuration": [ 

    { 

      "name": "memory", 

      "value": 4 

    } 

  ], 

  "data_url": "https://sunrise6g.ebosrndportal.com:8443/sunrise6g/experiment/data", 

  "status_url": "https://sunrise6g.ebosrndportal.com:8443/sunrise6g/experiment/status" 

} 

Figure 5: JSON Request Example for Experiment Initiation/Update. 

During the active execution of an experiment, the AF supports live parameter updates via a PUT 
/sunrise6g/experiments request. This optional endpoint allows the AF to inject new configuration values into a 
running session without requiring a full system restart, following the same schema logic as the initial start 
command (see Figure 5). Finally, the lifecycle concludes gracefully through the DELETE 
/sunrise6g/experiments/{exp_id} endpoint, where exp_id refers to the identifier of the experiment and is 
provided by the Portal upon initiation. Upon receiving this call, the testbed must immediately halt test execution, 
release allocated hardware/software resources, send a final status update, and perform comprehensive cleanup 
to ensure it returns to a "ready" state for subsequent experiments. 
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5.2.  Phase 2: Reporting to the Framework  
Once an experiment transitions to a RUNNING state, the communication roles shift; the Testbed acts as a client 
to the AF interface. Data and status updates must be directed to the specific callback URLs provided 
dynamically by the AF during the initiation and update phases. This ensures that telemetry is correctly routed 
and persisted within the eBOS database for real-time monitoring and post-experiment analysis. 

The first critical reporting mechanism is real-time status updates, performed via the POST method to the 
status_url received during initialisation. The Testbed must transmit a payload (see Figure 6) whenever the 
session state changes, such as moving from PENDING to RUNNING and back, or upon reaching a terminal 
state like COMPLETED, CANCELED, or FAILED. Consistent status reporting is essential for the framework 
to synchronise its internal state machines and provide accurate feedback to the end-user. 
{ 

  "exp_id": "777", 

  "status": "PENDING" 

} 

Figure 6: JSON Request Example for Status Update sent by the Testbed. 

The primary channel for experimental output is streaming experimental data via the POST method to the 
data_url. The Testbed must encapsulate its measurements in the JSON request (see an example in Figure 7), 
ensuring each data point includes a precise ISO 8601 timestamp. Each entry should also include an array of KPI 
objects (defining the name, value, and unit of the measurement). 

While the Managed Object Identifiers (MOIDs) array is optional for unique metrics, it is mandatory when 
multiple instances of the same KPI exist and must be distinguished from one another (e.g., to separate 
throughput metrics originating from different sources). If multiple identifiers are required, such as both an IP 
address and a Cell ID (as depicted in the example in Figure 7), they must be provided as separate objects within 
the MOIDs array rather than concatenated into a single string. In cases where no MOIDs are provided, the field 
should be represented as an empty array ([]) rather than a null value. Additionally, all MOID and KPI names 
must strictly follow snake_case format. 

For complex telemetry that does not conform to standard time-series formats, such as spatial data or heatmaps, 
the Testbed should utilise the xyz_plots structure. Note that while the top-level timestamp marks when the 
measurement was recorded, the xyz_timestamp within the plot allows for micro-timing of specific coordinates 
or sub-events within that measurement window. This structure supports multi-dimensional series, including 
custom axis labels, units, and nested coordinates (see Figure 7). In a single data entry, if only xyz_plots are being 
reported, the KPIs field must be sent as an empty array ([]). Conversely, if only standard KPIs are reported, the 
xyz_plots field must be an empty array. Crucially, at least one of these two arrays must contain data; a request 
where both fields are empty is considered invalid. 

There is also an optional free-text field called text that can contain information regarding the progress of the 
RUNNING experiment, as can be seen in the Figure 7example. If included, this will be treated as metadata for 
the experiment during the exportation to the SUNRISE-6G Metadata Framework that integrates with the 
SLICES-RI MRS. 
{ 

  "experiment": { 

    "exp_id": "777", 

    "source": "Agreed-Upon Testbed Name" 

  }, 

  "data": [ 

    { 

      "timestamp": "2025-02-18T13:15:00.000Z", 
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      "text": "[2025-02-18 13:15:00] Classifier 1 detected SQL Injection attack -> Mitigation action proposed is Block source IP 
and sanitize input parameters", 

      "moids": [ 

        { 

          "name": "cell_id", 

          "value": "A102" 

        } 

        { 

          "name": "ip", 

          "value": "192.168.1.50" 

        } 

      ], 

      "kpis": [ 

        { 

          "name": "throughput", 

          "value": "100", 

          "unit": "Mbps" 

        } 

      ], 

      "xyz_plots": [ 

        { 

          "graph_name": "Data Rate Plot", 

          "data": [ 

            { 

              "label": "Radio Unit", 

              "xyz_data": [ 

                { 

                  "xyz_timestamp": "2024-05-22T15:21:42Z", 

                  "data": [ 

                    { 

                      "x": 1, 

                      "y": 5 

                    } 

                  ] 

                } 

              ] 

            } 

          ], 

          "xaxis_unit": "m", 

          "xaxis_label": "X-Coordinate", 

          "yaxis_unit": "m", 

          "yaxis_label": "Y-Coordinate" 

        } 
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      ] 

    } 

  ] 

} 

Figure 7: JSON Request Example for Data Streaming sent by the Testbed. 

Finally, while the standard integration model relies on RESTful callbacks, certain testbeds may operate in 
environments where direct API-based telemetry reporting is not feasible. In such cases, the Adaptation 
Framework also supports asynchronous data delivery mechanisms based on message brokers, such as RabbitMQ 
or MQTT, which may be used to transmit experiment telemetry KPIs through a publish-subscribe messaging 
model. Within this approach, the testbed publishes structured messages to a predefined broker topic or queue, 
while the AF subscribes to these channels and consumes the incoming messages for further processing. The AF 
is responsible for parsing the received payloads, validating their structure, and translating them into the correct 
format before forwarding them to the database. 

5.3.  Summary Table of Operations 
Table 1 summarises the available operations and corresponding API endpoints that support the complete 
experiment lifecycle, including availability checks, experiment execution and management, status reporting, 
data streaming, and experiment termination. 

Table 1: Overview of System Operations, Actors, and Corresponding API Endpoints. 

Action Actor 
(Server) Method Endpoint 

Check Availability Testbed GET /sunrise6g/availability/testbed 
Discover Tests Testbed GET /sunrise6g/availability/tests 

Start Experiment Testbed POST /sunrise6g/experiments 
Update Experiment (optional) Testbed PUT /sunrise6g/experiments 

Report Status AF POST From status_url 
Stream Data AF POST From data_url 

Stop Experiment Testbed DELETE /sunrise6g/experiments/{exp_id} 

5.4.  Troubleshooting & Error Handling 
To ensure robust communication between the Testbed and the AF, implementers must adhere strictly to the 
REST architectural constraints defined in the OpenAPI specification. Encountering a 400 Bad Request typically 
indicates a schema validation failure; developers should verify that all JSON payloads employ snake_case 
naming conventions, such as exp_id and test_name, and that required fields like xyz_timestamp or graph_name 
are present and correctly formatted. In the event of a 500 Internal System Error, the AF expects a structured 
response containing a title, message, and a specific status string derived from the standard HTTP status enums 
(PENDING, RUNNING, CANCELED, FAILED, COMPLETED). 

Operational reliability is further managed through strict timeout policies during the connectivity handshake. If 
the Testbed fails to respond to the GET /sunrise6g/availability/testbed request within the framework's pre-
defined temporal window, the AF will automatically categorise the Testbed as "Offline" and provide an 
unavailable status to the Portal, preventing any further experiment orchestration. Developers are encouraged to 
implement comprehensive logging for the message and errors fields within their error response objects to 
facilitate rapid debugging of malformed inputs or internal hardware resource contention. 
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6.  Step-by-Step Experiment Execution Flow 
This section describes the step-by-step workflow of experiment execution, outlining how the experimenter 
interacts with the SUNRISE-6G Experimentation Portal and how the Portal, AF, and Testbed coordinate 
experiment creation, execution, monitoring, updating, termination, and data export. 

1. Experimenter logs in the Portal (https://sunrise6g.ebosrndportal.com:8084/). 
2. Users are redirected to the landing page after login (Figure 8). 
3. Experimenter selects a testbed, if available, from the provided list (Figure 9). 
4. Experimenter selects one of the provided functional tests within the testbed (Figure 10). 
5. Experimenter configures the experiment’s parameters and starts an experiment (Figure 11). 
6. Portal → AF: Create experiment request (Figure 12). 
7. AF → Testbed: POST /sunrise6g/experiments. 
8. Testbed → AF: POST status_url (PENDING → RUNNING). 
9. Testbed executes experiment locally. 
10. Testbed → AF: POST data_url (stream KPIs continuously every 1sec minimum). 
11. AF → Database: Store telemetry KPIs. 
12. AF → Portal: Update live status & charts (Figure 13). 
13. Portal presents graphs/results to the experimenter. 
14. The experimenter can choose to update the experiment configuration if the testbed allows it (Figure 

14). 
a. Portal → AF: Update experiment request. 
b. AF → Testbed: PUT /sunrise6g/experiments. 
c. Testbed updates experiment locally and continues streaming data (steps 9, 10, 11). 

15. The experimenter can choose to terminate the experiment (or let the experiment terminate by itself), if 
the testbed allows it (Figure 15). 
a. Portal → AF: Terminate experiment request. 
b. AF → Testbed: DELETE /sunrise6g/experiments/{exp_id}. 
c. Testbed terminates experiment locally and stops the data stream. 
d. Testbed → AF: final status COMPLETED | CANCELED | FAILED. 
e. AF → Portal: Update final status & charts. 

16. The experimenter can choose to export data to the repo. 
17. Portal → AF: Export experiment data request. 
18. AF → SUNRISE-6G Metadata Framework: Exports data and metadata. 

 

 
Figure 8: Portal Homepage after login. 

 

https://sunrise6g.ebosrndportal.com:8084/
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Figure 9: Testbed List provided in Portal. 

 

 
Figure 10: Selecting Testbed & Seeing Details. 
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Figure 11: Selecting Available Functional Tests and Configuring Experiment Parameters. 

 

 
Figure 12: Successful Experiment Initiation Message. 

 



“Handbook	of	Testbed	Integration	with	the	SUNRISE-6G	Ecosystem”	

@SUNRISE-6G																																																																																																																																																		Page	13	of	15	

 
Figure 13: Seeing Live Experiment Details (KPI charts). 

 

 
Figure 14: Updating an Experiment via the Modify Experiment button (KUL 6G Experiment). 
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Figure 15: Terminating an Experiment via the Stop Experiment button (Experiment status CANCELLED). 

 

7. End-to-end Developer Integration Guide 

This section provides a practical guide for developers who wish to integrate their infrastructure with 
the SUNRISE-6G ecosystem. While the previous sections describe the architectural model and APIs, 
the following workflow illustrates the operational steps required to deploy a compatible testbed 
integration service: 

• A typical integration requires deploying a lightweight REST service in the testbed environment 
that implements the mandatory SUNRISE-6G endpoints and serves as the interface between 
the local testbed infrastructure and the AF. The integration process then begins by 
implementing the required REST API endpoints defined in Section 5.1. These endpoints may 
be implemented using any common web framework, such as Python, Java Spring Boot, or 
similar technologies that can expose HTTPS-based REST services. The service must expose 
endpoints for availability, functional testing, experiment lifecycle management, and 
experiment termination. Once implemented, the service should be deployed on a server with 
network access to the testbed resources and reachable by the Adaptation Framework. 

• After deploying the integration service, the testbed operator must configure the base URL that 
will be exposed to the SUNRISE-6G platform. The Adaptation Framework will use this base 
endpoint to issue orchestration requests such as experiment initiation or configuration updates. 
During the onboarding process, the public static IP address of the testbed service must be 
provided to the SUNRISE-6G administrators so that it can be added to the allowed network 
access lists of the GRNET-hosted infrastructure. Alternatively, the testbed may connect 
through the SUNRISE-6G VPN infrastructure managed by the ISI team. 

• Once the service is reachable, the Adaptation Framework performs an initial connectivity 
validation by invoking the availability endpoint. If the testbed responds successfully, the 
framework retrieves the list of supported functional tests using the discovery endpoint. These 
responses enable the SUNRISE-6G Portal to dynamically generate the user interface that 
experimenters use to configure experiments. 
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• Following successful validation, a test experiment is typically executed to verify correct 
integration. During this step, the Adaptation Framework sends an experiment initiation request 
containing the experiment identifier, the selected functional test, and the user-defined 
parameters (see Section 5.1). The testbed then executes the experiment locally and begins 
reporting status updates and telemetry data using the callback URLs provided by the framework 
(see Section 5.2). If KPI streams and status updates are successfully received and visualized 
within the SUNRISE-6G Portal, the integration can be considered operational. 

• After successful validation, the testbed can be enabled for production experiments within the 
SUNRISE-6G ecosystem, allowing experimenters to select it from the Portal and execute 
experiments using the orchestration workflow described in this handbook (see Section 6). 

 


