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1 Executive Summary

The SUNRISE-6G project aims to create a unified, pan-European federation of information technology,
networking, and compute continuum resources to support large-scale 6th Generation (6G) network
experimentation and deployment. By integrating heterogeneous infrastructures, including private
networks, computing domains, and testbeds, the project enables seamless orchestration of resources
through a scalable, open, and standards-compliant framework. At the core of SUNRISE-6G is a 3GPP-
compliant federation architecture that facilitates access to a comprehensive library of 6G enablers and
supports cross-domain vertical application deployment. To ensure unified experimentation capabilities,
testbeds are interconnected via the Facility Experimentation Plane. Additionally, a federated Artificial
Intelligence (AI) Plane, aligned with Al-as-a-Service (AlaaS) and Machine Learning Operations (MLOps)
paradigms, is also supported.

This deliverable D5.2 “Testbed Interconnection and Federation-Initial”, presents a comprehensive
overview of the interconnection and federation of experimentation platforms, the integration of 6G
libraries with the experimentation plane, and the integration of the Al plane across federated
experimentation platforms. A key aspect of this work is the development of an End-to-End (E2E) facility
enabling Testing-as-a-Service (TaaS) and vertical deployment through the Tenant Portal. This deliverable
presents the deployment and integration of an experimental portal within the Greek Research and
Technology Network (GRNET), which is part of the pan-European Gigabit European Academic Network
(GEANT). Serving as the central orchestrator, this portal facilitates the interconnection of multiple testbeds
within GEANT. It extends connectivity to external testbeds using secure Virtual Private Network (VPN)
technologies such as OpenVPN, WireGuard, Headscale, and Tailscale. These technologies ensure robust and
secure connections across all participating testbeds, regardless of whether they are included in the GEANT
network.

A major focus of this deliverable is the integration of the 6G Library with the experimentation framework.
This includes the deployment of the Adaptation Framework (AF), which enables onboarding, orchestration,
and dynamic runtime adaptation of 6G components across heterogeneous testbeds. Key components,
including the experimental portal, AF, databases, HAProxies, authentication mechanisms, and message
brokers, have been deployed within a Virtual Machine (VM) in GRNET. Through the AF, experiments can
be dynamically triggered across selected testbeds. The deliverable outlines the technical architecture,
configuration details, and resource setup for these deployments. In support of AlaasS, the deliverable also
details the implementation of a global MLOps stack. This includes tools for deploying machine learning
(ML) workflows, managing model registries, leveraging object storage, and enabling model serving.
Monitoring tools have also been deployed to collect, store, and analyse performance telemetry data,
supporting operational insights.

Furthermore, localised MLOps stacks have been established within each participating testbed. These local
stacks include components for model training, orchestration, storage, and registry management. Testbeds
are categorised based on their involvement in Al federation, chatbot federation (hosting components of
Large Language Models (LLMs)), and Supernode capabilities, which refer to environments equipped with
advanced computing resources such as Graphics Processing Unit (GPU)-accelerated infrastructure. This
comprehensive deployment facilitates cross-domain experimentation, scalable Al services, and the flexible
orchestration of advanced networking and Al resources across interconnected testbeds.

©OSUNRISE-6G Page | 9




D5.2 “Testbed Interconnection and Federation-Initial” SUNRISE

2 Introduction

This deliverable, D5.2 “Testbed Interconnection and Federation-Initial”, provides a detailed overview of
the initial testbed interconnection and federation with the 6G Library, along with the integration of the Al
Federation Plane within the SUNRISE-6G project. The primary focus of this delivery is the implementation
and integration of work conducted under Work Package (WP)5, which builds upon the design and
implementation efforts carried out in WP3 and WP4. This work is organised into three main tasks.

The first task outlines the technical aspects of testbed interconnection and federation, aiming to unify pan-
European testbeds to enable TaaS. This represents a critical step toward connecting testbeds with security
and performance considerations in mind, thereby facilitating effective federated experimentation.

The second task addresses the integration and interconnection of the 6G Library with the experimentation
plane. Its main objective is to describe the integration of 6G Library components across the testbeds for
management and orchestration, thus reducing the complexity of 6G functionalities for experimenters.

The third task focuses on integrating the Al Federation Plane to enable AlaaS within the testbeds. It
provides detailed insights into the essential task of managing Al/ML workflows across the testbeds,
simplifying the process for experimenters to perform ML operations.

2.1 Mapping SUNRISE-6G Outputs

The purpose of this section and Table 1 is to map SUNRISE-6G Grant Agreement (GA) commitments, both
within the formal Deliverable and Task description, against the project’s respective outputs and work
performed.

Table 1: Adherence to SUNRISE-6G GA Deliverable & Tasks Descriptions

SUNRISE-6G Respective

Task No. and SUNRISE-6G GA Task Description Document Justification
Title Chapter(s)

This task first covers the interconnection of
the testbeds in an end-to-end facility for
Testing-as-a-Service and Vertical
Deployment via a single-entry point (i.e., the
Tenant Portal). The first step concerns the

interconnection of the different testbeds of Chapter 3 provides
SUNRISE-6G using the pan-European technical details on
interconnection network Geant (MD-VPN utilizing GEANT to
service), which guarantees stable and high interconnect testbeds,
Task 5.2 throughput between the connected sites, as well as on
and will act as the Backbone of the integrating the Tenant
Testbeds SUNRISE-6G facility, to which external Chapter 3 Portal, which serves as
Interconnection J, Lo which externa he sinale- int. 1
and Federation testbeds (or resource domains) can also be tne single .entry point. it
added. Connectivity tests will be conducted also explains how VPNs
as part of this task to verify the available are used to integrate
throughput and delay between the different external testbeds,
testbeds, building a connectivity matrix. The ensuring secure
second step is the deployment and connectivity.

integration of the Open SDK with the
testbeds, to expose resources for vertical
deployment via Camara Service APIs. These
are mapped e.g., to internal APIs that belong
to Compute Continuum frameworks, Open-

©OSUNRISE-6G Page | 10
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RAN deployments, etc. Finally, this task will
also deliver testbeds acting as Aggregators,
with the capability to federate third party
resource domains (e.g., non-end-to-end
testbeds coming from hackathons) via the
secure Access Gateway (CAPIF) of the
Federation Framework.

Task 5.3

6G Library
integration and
interconnection
with the
experimentation
plane

This task is responsible for the deployments
and integrations related to the 6G Library,
and the exposure of its components to
external experimenters. As a first step, the
new components, being implemented in
WP4 are deployed and integrated within
their respective testbeds (i.e., the Near-Field
RIS at OU, the JCAS enablers at EUR and
KUL, the MPTCP Proxy at NCSRD and the O-
RAN DT at 12CAT and ISI). As a second step,
the 6G-Library components are integrated
within Use-Cases (to be validated in T6.3-
T6.5) and Test Cases (To be validated in
T6.2). Moreover, the Test Cases are
interconnected with the Experimentation
Plane, providing access to external
experimenters. The Open SDK, implemented
at T5.1, will offer in open-source format all
relevant data collection APIs, storage at the
EOSC (EOSC-IF) as well as the IDLM and
Portal APIs.

Chapter 4

Chapter 4 presents the
deployment and
lifecycle management of
the 6G LIBRARY
components and their
integration with
interconnect testbeds
within the
experimentation plane.

Task 5.4

Al Plane
integration of
federated
experimentation
platforms

This task will design and implement the
necessary mechanisms for the Al Plane
integration across SUNRISE-6G federated
experimentation facilities, focusing on
making the E2ZEAI framework assets from
T4.3 interoperable, interusable and
collaboratively augmentable across
domains. In addition to engineering the
trustworthy interfacing and distributed
persistence and cataloging features for the
federated management of ML assets and the
enactment of zero-touch inter-domain
MLOps and laC processes, the task will
employ state-of-the-art transfer learning,
federated learning and continual learning
techniques to empower a self-learning
federation of 6G testbeds and
infrastructures. On one hand, the Al Plane
integration will assure coordinated
interaction among deployed automation
agents (including EI agents) from different
experimentation facilities, so that

Chapter 5

Chapter 5 outlines the
deployment and
integration components
of the Al
experimentation plan.
The process involves
setting up a global
MLOps stack alongside
local MLOps stacks
within each federated
testbeds.

©OSUNRISE-6G
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experiments are optimally planned based on
predicted resource viability, provisioned
according to availability of given
infrastructures, scalable executed and
assessed. To this end, the Supernodes
concept will be implemented, enabling the
AlaaS$ paradigm whereby demanding tasks
(e.g., model training) requested on testbeds
with limited capacity can be dynamically
offloaded to testbeds with advanced
capabilities (e.g., hardware-accelerated
GPUs). On the other hand, the task will
ensure that the construction, fine-tuning,
optimal deployment and adaptation of FM
and ML models within a single domain or
experimentation context, is rapidly
propagated across all federated testbeds for
application in future experiments, both in
terms of reusable ML artefacts, and in terms
of accumulated knowledge in form of ML
meta-learning (workflow composition,
algorithm selection, hyper-
parameterization) and context-based
evaluation of adaptation policies.

Deliverable Description

D5.2 ‘Testbed interconnection and federation-Initial’

Report on the federation and interconnection of testbeds in an E2E facility and 6G Library integration -
Initial

2.2 Deliverable Overview and Report Structure
The deliverable is organised as follows:

Chapter 3 provides technical details on the federation and integration of the testbeds via GEANT and VPNs,
as well as their interconnection with the tenant portal.

Chapter 4 describes the deployment of the 6G Library components and the interconnection of the testbeds
with the experimentation plane.

Chapter 5 presents the deployment of Al plane components, including a global MLOps stack and local
MLOps stacks in each testbed.

Chapter 6 concludes the deliverable by summarising the work carried out and outlining the next steps.

©OSUNRISE-6G Page | 12




D5.2 “Testbed Interconnection and Federation-Initial” SUNRISE

3 Testbeds Interconnection and Federation

The goal of this section is to provide a detailed technical description and documentation of the
interconnection and federation mechanisms utilised to integrate diverse testbeds into a unified
experimental facility, enabling Testing-as-a-Service and vertical deployments within the SUNRISE-6G
project. The experimentation infrastructure is centralised through a single-entry point, the Portal,
employing the pan-European network GEANT and VPN technologies to ensure robust, secure, and high-
throughput connectivity among distributed sites.

Several testbeds integrated into the SUNRISE-6G framework, such as ISI/ATH testbed (Greece), Athens 6G
testbed (Greece), EURECOM testbed (France), Berlin 5/6G testbed (Germany), SLICES-RI (France Node, IT
Node, GR Node), VTT testbed (Finland), University of OULU testbed (Finland), KU Leuven 6G testbed
(Belgium), and i2CAT testbed (Spain), are part of the GEANT network. Utilising GEANT enables secure,
high-performance interconnections, with bandwidth capabilities ranging from 1 Gbps up to 100 Gbps.
These capacities effectively accommodate varying experimental requirements, such as high data rates, low
latency, and guaranteed Quality of Service (QoS).

For testbeds that are not directly connected to GEANT, VPN technologies such as OpenVPN, WireGuard and
Headscale play a crucial role. VPN technologies establish secure, encrypted tunnels over public network
links, thus enabling safe and reliable integration of external testbeds. Figure 1 illustrates the Testbed
interconnection architecture. This approach ensures that all interconnected facilities, regardless of their
geographical or network-based constraints, maintain secure and stable communication paths, which are
crucial for conducting coherent, federated experimentation.

Connectivity between the Portal and the various testbeds is vital for operational efficiency and the effective
execution of experimental scenarios. Moreover, direct Peer-to-Peer (P2ZP) interconnections among
testbeds engaged in federated experiments further enhance experimental capabilities, fostering richer and
more comprehensive research scenarios.

In the initial deployment phase, priority has been assigned to testbeds already connected to GEANT,
including the i2CAT testbed, EURECOM testbed, KU Leuven 6G testbed, Athens 6G testbed, and ISI/ATH
testbed. The subsequent integration phase plans to incorporate additional testbeds such as the SLICES-RI
SLICES GR Node, SLICES-RI France Node, Berlin 5/6G testbed, University of OULU testbed, and VTT testbed.

MNon-GEANT Testbeds

Testbed 1 Testhed 2

GEANT Network

Secure VPN Tunnel GEANT Testbeds

Secure GEANT Link—p IS ‘ OTE ‘ EUR FOKUS

SLICES

‘ V1T ‘ Oulu KUL i2CAT

Figure 1: SUNRISE-6G Testbed Interconnection Architecture

3.1 GEANT VM Configuration and Automation

The SUNRISE-6G Experimentation Portal serves as the central orchestrator for the SUNRISE-6G facility. To
ensure consistent and reliable setup, ISI/ATH provisioned a dedicated VM on the GRNET, which is part of
GEANT, for hosting the experimentation plane components, including the portal. Its configuration ensures
high reliability, performance, and security, and is tightly integrated within the GEANT research and
education network.
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3.1.1 Technical Specifications

The following technical specifications summarise the hardware and configuration parameters of the
GEANT VM, ensuring it meets the demanding requirements of federated 6G experimentation. The VM is
designed to provide ample computing resources, reliable connectivity, and secure access, serving as the
central point for orchestrating experiments and managing inter-testbed communications within the
SUNRISE-6G federation.

Operating System: Rocky Linux 9.3
Random Access Memory (RAM): 24.0 GB
CPUs: 4 cores

Hard Disk: 100.0 GB

Network Cards: 1

1 GRNET/GEANT IPv4 Address

1 GRNET/GEANT IPv6 Address

The GEANT VM is provisioned and managed through a robust web-based management interface provided
by GRNET. This platform offers administrators comprehensive control over the VM lifecycle, including
operations such as shutdown, reboot, reinstallation, renaming, and secure destruction. Additionally, it
supports advanced configuration of critical resources such as networking, storage, and boot parameters,
enabling tailored deployments to match evolving project needs. Integrated real-time status dashboards and
historical performance graphs, covering Central Processing Unit (CPU) and network utilisation, facilitate
proactive monitoring, troubleshooting, and capacity planning. Figure 2 illustrates the main management
console of the GEANT VM.

Home

portal.sunrise6g.eu
Details
Status
Cluster
os
Memory
CPUs
Hard disk
Network cards
MAC address
IP address

IPv6 address

Running

Aotipos (publict)

Rocky Linux 9.3

24.0GB

4

100.0 GB

f

Configuration Options
Configuration

Network adapter model

Hard disk type

Boot device

CD-ROM Drive

I1SO Image URL (http)

Secondary ISO Image
URL (http)

Hardware clock uses
local time instead of UTC

Paravirtualized
Paravirtualized v

Hard disk

@) Disabled
IS0 Image over HTTP (see below)

Created on March 26, 2025
Last modified March 27, 2025
Owners
greons

£ 25 May, 2025 - 26 May, 2025 «

Network
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Figure 2:

GRNET Web Management Interface for the SUNRISE-6G VM
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3.1.2 Ansible Project for VM Setup

The automated configuration and maintenance of the GEANT VM are achieved using a dedicated Ansible
automation project. This approach adheres to best practices for Infrastructure-as-Code (IaC), enabling
deterministic, reproducible, and version-controlled provisioning of the entire software stack. By utilising
declarative Ansible playbooks, the deployment process becomes transparent and auditable, significantly
reducing the risk of configuration drift and human error. To this end, a central orchestration playbook
(playbook.yml) was developed, invoking a set of specialised roles that encapsulate configuration logic for
system updates, containerisation (Docker), Kubernetes tools, secure networking, time synchronisation,
Secure Sockets Layer (SSL) certificate management, and user access policies. Each role is idempotent,
meaning it can be safely reapplied to enforce the desired system state, ensuring that updates and
reconfigurations remain consistent across deployments.

This automation pipeline not only accelerates the initial setup but also facilitates ongoing maintenance,
seamless upgrades, and rapid recovery in the event of system failures. Furthermore, by embedding
operational knowledge into code, the Ansible project enhances team collaboration, documentation, and
compliance with the Findable, Accessible, Interoperable, and Reusable (FAIR) data management principles,
which are crucial for sustaining complex research infrastructures in a federated environment.

3.1.2.1 Ansible Roles and Tags

The key Ansible roles used in configuring the GEANT VM are shown in Table 2.
Table 2: Ansible Roles configuring GEANT VM

Role Description

Ensures the base operating system and all installed packages are up to date.
system_update Handles security patches, kernel upgrades, and dependency resolution to
maintain a secure and stable environment.

Installs and configures Docker, Docker Compose, and containerd.io. This role lays
docker_setup the foundation for the containerised deployment of experimental services and
management tools.

Deploys and configures K3d, a lightweight wrapper to run Kubernetes clusters
k3d_setup inside Docker. This allows rapid setup of isolated, disposable Kubernetes clusters
for testing and orchestration.

Installs Kubernetes command-line tools, including kubectl, Helm, kubectx, and
k8s_cli_setup kubens. These tools facilitate the management, deployment, and navigation of
Kubernetes resources.

Configures network interfaces, routing, and firewall rules to ensure secure, high-
networking_setup performance connectivity. This includes settings for GEANT integration and VPN-
based access to external testbeds.

Synchronises the system clock with trusted Network Time Protocol (NTP)
time_setup servers to ensure time consistency across federated experiments, which is
critical for distributed logging and analysis.

Installs and manages Let’s Encrypt SSL/ Transport Layer Security (TLS)
certbot_setup certificates using Certbot, enabling encrypted connections to portal services and
compliance with security best practices.
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Automates the creation and configuration of Secure Shell Protocol (SSH) user
ssh_users accounts, sets up public key authentication, and applies sudo privileges as
required for secure, auditable access control.

Monitors and manages reboots, ensuring that critical updates are applied cleanly
reboot_check and that the system automatically resumes operation with the correct services
enabled.

Each of these roles is carefully parameterised, documented, and tested. This automation pipeline greatly
enhances operational agility, supports rapid disaster recovery, and underpins the overall reliability of the
SUNRISE-6G experimental federation.

To further increase flexibility and efficiency, the Ansible playbook defines a set of tags, as described in Table
3, which allows the selective execution of specific roles or tasks. This enables administrators to target
components during routine maintenance or upgrades, without rerunning the full deployment.

Table 3: Ansible Tags for Specific Tasks

Tag Description
system_update E;(Cel(izgzss .only tasks related to updating the operating system and installed
docker Runs Docker and Docker Compose installation/configuration steps.
k3d Installs and configures K3d for lightweight Kubernetes environments.
k8s_cli Installs Kubernetes Command-Line Interface (CLI) tools (kubectl, helm, etc.).
networking Applies networking and firewall configurations.
time Manages time synchronisation and NTP setup.
certbot Handles installation and renewal of SSL/TLS certificates.
ssh_users Manages SSH user accounts and associated permissions.
reboot Controls system reboot and post-reboot checks.

This modular and tag-driven approach streamlines routine operations, minimises service disruption, and
supports best practices for secure and resilient infrastructure management.

3.1.3 GEANT VM Configuration Steps

To ensure a consistent and fully automated setup of the GEANT VM, administrators should follow the
process outlined below. This approach leverages the Ansible project repository to enable rapid
deployment, reconfiguration, and recovery.

3.1.3.1 Clone the Ansible Project Repository

Begin by cloning the official Ansible project repository onto the GEANT VM or a designated control host
with SSH access to the VM:
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git clone https://github.com/SMARTECH-ISI-Athena/sunrise-portal-vima-vm.git

cd sunrise-portal-vima-vm

3.1.3.2 Set Up the Inventory File

The inventory.ini file defines the target VM(s) and connection parameters. Edit this file to specify the
hostname or Internet Protocol (IP) address of your GEANT VM, as well as the SSH user and other connection
details:

[portal_vm]

XXX XXX . XXX.XXX ansible_user=myuser ansible_ssh_private_key file=~/.ssh/id_rsa

e You may use the provided example.inventory.ini as a template.
e For multi-VM deployments, list additional host entries as needed.

3.1.3.3 Adjust Configuration Variables

If required, customise variables to match the site-specific requirements (such as SSH users, Docker
versions, or time server addresses). Each Ansible role provides its own set of default variables, which can
be reviewed and overridden if needed. The default variables are defined by role in the files listed in Table
4 within the repository.

Table 4: Default Roles and their File Paths

Role File Path

docker_setup | ansible/roles/docker_setup/defaults/main.yml

time_setup ansible/roles/time_setup/defaults/main.yml

ssh_users ansible/roles/ssh_users/defaults/main.yml

To customise a default variable for a specific role:

e Open the relevant defaults/main.yml file listed above.

o Edit the variable(s) as needed (e.g., change default usernames, package versions, time servers).

e Alternatively, override these defaults in your group_vars, host_vars, or at playbook runtime for
maximum flexibility.

Customising these files ensures that the VM setup aligns precisely with project security and operational
policies, while preserving all the benefits of automated, repeatable deployment.

3.1.3.4 Execute the Setup Script

The project includes a helper script, apply.sh, to simplify the execution of the Ansible playbook with all
necessary options:

e Apply a specific tag

./apply.sh tagnamel[,tagname2[,...]]

e Apply all tags

./apply.sh ALL
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Alternatively, you can run the playbook directly with custom arguments, for example:

e Use the ansible-playbook command

ansible-playbook -i inventory.ini playbook.yml

3.1.3.5 Monitor and Verify

The following steps will help you confirm that the VM was provisioned correctly and is operating as
intended:

e Monitor the output for any errors or prompts.

e After completion, verify the VM configuration, installed services, and user access.

e You can use the GRNET web management interface for additional validation and performance
monitoring.

3.1.3.6 Routine Maintenance

For upgrades or partial reconfiguration, repeat the previous steps (section 3.1.3.5) as needed, targeting
only the affected components with tags.

3.2 Deployed Components on the GEANT VM

The GEANT VM acts as the operational hub of the SUNRISE-6G federation. The following key components
have already been deployed and are fully operational:

e Portal Frontend:
Provides a user-friendly web interface for experimenters and administrators, enabling seamless
access to testbed resources, experiment management, and monitoring tools.

e Portal Backend APIs and Database:
Serve as the core data management and orchestration layer, exposing secure Representational
State Transfer (REST) APIs, managing user sessions, experiment metadata, resource allocation, and
experiment lifecycle.

e Adaptation Framework (AF):
Responsible for orchestrating, translating, and adapting experimenter intents into executable
workflows across federated testbeds. It enables automated experiment setup, resource scheduling,
and dynamic adaptation based on real-time infrastructure status.

e VM Management and Monitoring Stack:
The GEANT VM is provisioned and monitored via GRNET’s advanced web management interface,
providing administrators with real-time system health, performance metrics, and operational
controls.

These deployed components form the backbone of the federation, ensuring operational reliability, security,
and flexibility for current and future experimenters.

3.3 Operation Workflow for GREANT Testbeds

For testbeds connected to the GEANT network, all operational communication with the GEANT VM is
established directly via its GEANT-assigned IP address over dedicated research-network interfaces. Each
testbed’s border host is configured with exactly one of the following options, chosen according to
local constraints:

o Native GEANT IP: If the border host has a GEANT-assigned IP address, all traffic flows natively over
the GEANT backbone.

e WireGuard / Headscale mesh: If the site lacks a GEANT address but can accept inbound User
Datagram Protocol (UDP) traffic, it can join the lightweight peer-to-peer overlay and exchange
encrypted packets directly with other mesh members.
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e OpenVPN to the Portal Gateway (PGW): When neither of the above is possible (NAT, restrictive
firewall), the site can bring up a client tunnel to the PGW, which then relays traffic to the target
testbed.

Because each node activates only one of these interfaces, the Linux routing table contains a single default
route, there is no automatic priority or path shuffling at run-time. Traffic is deterministically routed
through the method pre-selected for that testbed, and administrators can switch methods later if site
connectivity evolves. The typical operational workflow is then:

o Network Interface Configuration: Each GEANT-connected testbed configures its network
interface(s) to route relevant control and data traffic over the GEANT backbone.

e Direct IP Connectivity: The GEANT VM makes its GEANT IP available to testbeds, allowing them
to establish secure, direct, and authenticated communications over the trusted research network,
thereby ensuring high levels of security and performance for all federation-related operations.

o Traffic Routing and Isolation: All experiment management, orchestration commands, and data
exchanges are routed exclusively within the GEANT network, ensuring that sensitive research
traffic never transits the public internet.

e Enhanced Security Measures: Beyond the physical and organisational security of the GEANT
infrastructure, participating testbeds can, as required, implement additional layers of security.
These may include SSL/TLS Hypertext Transfer Protocol Secure (HTTPS) for encrypted data
exchange, mutual certificate-based authentication, Open Authorization 2.0 (OAuth2) token
validation for fine-grained access control, and integration with federated identity management
systems. This defence-in-depth approach ensures robust confidentiality, integrity, and regulatory
compliance for all inter-site communications.

e Performance and Security Monitoring: Both the GEANT VM and participating testbeds employ
standard monitoring tools and policies to continuously assess connectivity, throughput, latency,
and security posture.

This E2E approach leverages the trusted, high-capacity GEANT backbone to deliver reliable, high-
performance, and compliant federation services, minimising exposure to external threats and maximising
the integrity and reproducibility of experimental results.

3.4 Secure Connectivity for External Testbeds

While the core SUNRISE-6G testbeds are interconnected via the GEANT network, some federated
infrastructures or external sites may not have native GEANT access. To ensure secure, reliable, and
manageable connectivity for these external testbeds, the SUNRISE-6G architecture will support modern
VPN solutions, primarily OpenVPN, WireGuard and Tailscale (using the open-source coordination server
Headscale).

3.4.1 OpenVPN

OpenVPN is a widely adopted, open-source VPN solution that establishes secure, encrypted tunnels over
public or untrusted networks. In SUNRISE-6G, OpenVPN is employed to integrate external testbeds by
providing:

e E2E encrypted communication between the GEANT VM (within GEANT) and remote sites.

e Robust authentication mechanisms using certificates or credentials, ensuring only authorised
testbeds can join the federation.

o Flexible network integration, allowing devices behind Network Address Translation (NAT) or
firewalls to securely connect to the central infrastructure.

e (Cross-platform support, enabling connectivity from diverse operating systems and hardware.

OpenVPN’s mature ecosystem and strong security track record make it ideal for critical research
infrastructure, protecting data in transit and maintaining experimental integrity. Production deployment
and configuration of OpenVPN on the GEANT VM is scheduled, pending successful testing and validation,
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and will be prioritised in response to specific connectivity requirements expressed by participating
testbeds.

3.4.2 WireGuard

WireGuard is a modern, lightweight VPN solution known for its simplicity, high-performance encryption,
and minimalistic design, making it particularly suitable for resource-constrained environments and
performance-sensitive applications. Within SUNRISE-6G, WireGuard complements existing VPN solutions
by delivering:

e Enhanced performance: WireGuard’s streamlined architecture significantly improves network
throughput and reduces latency compared to traditional VPN solutions, which is particularly
beneficial for experimental scenarios requiring rapid and reliable data transfer.

o Simplified configuration and management: WireGuard’s minimal configuration simplifies both
initial deployment and ongoing management, facilitating quicker integration of external testbeds.

e Robust security: Utilising state-of-the-art cryptographic algorithms, WireGuard ensures secure
data transmission with a reduced attack surface due to its minimal code complexity.

o Efficient cross-platform support: WireGuard is supported across various platforms and devices,
ensuring seamless integration into diverse testbed environments.

The integration of WireGuard into SUNRISE-6G expands the federation’s capabilities by offering an efficient
and modern VPN alternative that complements existing technologies. WireGuard will be deployed and
made fully operational in the federation if requested by participating testbeds, providing a reliable and
high-performance connectivity option for those sites that require it.

3.4.2.1 WireGuard Configuration

WireGuard has undergone successful testing and deployment within the ISI/ATH infrastructure.
Installation and initial setup have been completed on both the server side and testing external sites,
including configuration of the WireGuard package, secure connection parameters, addressing, and
authentication keys. Connectivity using WireGuard has been tested and verified, confirming its suitability
as a high-performance VPN solution. The SUNRISE-6G federation is now ready to proceed with full
production deployment of WireGuard as needed, in response to connectivity requirements expressed by
participating testbeds.

WireGuard configuration steps:

1. Install WireGuard: On both server and client side, install the WireGuard package (e.g., apt install
WireGuard on Debian/Ubuntu).
2. Generate Keys: Each site generates a private and public key using:

wg genkey | tee privatekey | wg pubkey > publickey

3. Configure WireGuard interface: Create a configuration file (e.g., /etc/wireguard/wg0.conf)
specifying private keys, peer public keys, allowed IPs, and network addresses.

WireGuard config file:
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##t##Server side###

[Interface]

Address = 10.6.0.1/24
ListenPort = 51820

PrivateKey =<server-private-key>

PostUp = iptables -A FORWARD -i wg® -j ACCEPT ; iptables -t nat -A POSTROUTING
-0 eth® -j MASQUERADE

PostDown = iptables -D FORWARD -i wg@ -j ACCEPT ; iptables -t nat -D POSTROUTING
-0 eth® -j MASQUERADE

[Peer]

# Site-01

PublicKey = <site@l-public-key>
AllowedIPs = 10.6.0.2/32
####Client sidef####

[Interface]

Address = 10.6.0.2/32
PrivateKey = <site@l-private-key>
DNS = 10.6.0.1

[Peer]

PublicKey = <server-public-key>
AllowedIPs = 10.6.0.0/24

Endpoint = vpn.sunrise6g.org:51820

PersistentKeepalive = 25

4. Exchange keys and addresses: Share public keys and allow IP addresses between server and
client testbeds as needed
5. Enable and start the WireGuard interface: Bring up the interface with:

wg-quick up wge

Routing/NAT Ensure net.ipv4.ip_forward=1 (and IPvé6 if used) and open UDP 51820 on any
upstream firewalls.

6. Verify Connectivity: Test secure communication between testbeds (e.g., using ping or data
transfers).

These steps ensure secure, authenticated, and high-performance networking between federated sites,
providing a robust foundation for seamless communication.
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3.4.3 Tailscale and Headscale

Tailscale is a modern mesh VPN built on the WireGuard protocol, renowned for its simplicity, speed, and
strong cryptography. Within SUNRISE-6G, we have completed a testing deployment of Tailscale on a Virtual
Private Server (VPS) using Okeanos infrastructure provided by GRNET (a member of the GEANT network).
This deployment utilises Headscale, the open-source coordination server compatible with Tailscale clients.

In Tailscale’s architecture, participating devices form a secure VPN known as a “Tailnet.” Each device in the
Tailnet runs its own WireGuard instance and communicates directly with other devices, establishing fully
encrypted, P2P connections. Headscale acts solely as a coordination and control server: it does not route
or relay user data but instructs devices on how to connect securely with one another. If direct connectivity
is hindered by NAT or firewall restrictions, Tailscale and Headscale can facilitate NAT traversal using UDP
hole punching or, with additional configuration, relaying via Designated Encrypted Relay for Packets
(DERP) servers.

This setup has demonstrated the following advantages:

e Zero-trust, point-to-point encrypted connections across all participating sites, regardless of
location.

e Automatic peer discovery and NAT traversal, significantly simplifying connectivity even in complex
or restrictive network environments.

e Scalable, decentralised architecture, where each site connects directly to others as needed, without
relying on centralised gateways.

e Easy user and device management with fine-grained access control.

The successful internal validation of Tailscale and Headscale confirms their suitability as a flexible and
secure solution for federated testbed networking. Production deployment within the SUNRISE-6G
federation will proceed if requested by participating testbeds, enabling rapid onboarding of new sites or
external partners with minimal configuration effort, while maintaining comprehensive control over
network topology and security policies.

3.4.3.1 Tailsclale and Headscale Configuration

Headscale, the open-source coordination server for Tailscale clients, has been set up on VPS using Okeanos
infrastructure, provided by GRNET (part of GEANT). The setup process involved installing and configuring
the Headscale server, defining authentication methods, namespaces, and access control policies. Clients
need to connect to the Tailnet (a private network of devices under the Headscale namespace) by installing
the Tailscale package. Tailnet operates as a P2ZP WireGuard network, and each device in a Tailnet runs in a
WireGuard instance. Headscale acts as a coordination/control server; it does not route traffic but tells each
device how to connect to others. Once connected, devices establish direct WireGuard tunnels to each other
fully encrypted and P2P. If direct connectivity isn't possible (due to NAT or firewalls), Tailscale/Headscale
handles NAT traversal using techniques like UDP hole punching or relaying (via DERP servers, though
Headscale requires additional setup for this).

1. Headscale Server Installation and Setup

o Install Headscale: Download and install the Headscale binary on the chosen VPS (e.g., via
package manager or direct binary download).

o Initialize Headscale Database: Set up the Headscale SQLite or PostgreSQL database to
store configuration and user data.

o Configure Headscale: Edit the headscale.yaml configuration file to specify server address,
authentication methods (pre-auth keys, OAuth, etc.), namespaces (logical groupings of
devices), and access control policies. Example minimal configuration:
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server_url: "https://headscale.example.org"
listen_addr: "0.0.0.0:8080"

private_key path: "/etc/headscale/private.key"
noise:Private_key path: “/etc/headscale/noise.key”
db_type: "sqlite"

db_path: "/var/lib/headscale/db.sqlite"

e Start Headscale Service: Launch the Headscale server as a system service or in the
background.
2. Define Namespaces and Access Control
o Create Namespaces: Each project, experiment, or group of testbeds can be assigned a
namespace for logical separation.

Headscale namespace creation:

headscale namespaces create sunrise6g

o Set Access Control Policies: Optionally define policies for device enrolment, Access

Control Lists (ACLs), or restricted subnet access.
3. Client Registration (Joining the Tailnet)

o Install Tailscale Client: On each testbed device, install the Tailscale client (Tailscale
package) using the system’s package manager.

o Authenticate and Join: On the client device, run the following command to connect to
Headscale:
Tailscale client registration:

tailscale up --login-server https://headscale.example.org

Use the provided pre-auth key or web authentication method as configured.

e Approve Devices: Approve new client registrations on the Headscale server (if manual
approval is configured).
4. Monitoring and Management
e Monitor Devices and Connectivity: Use Headscale’s command-line tools or API to list
active devices, audit connections, and manage network membership.
o Apply Policy Updates: Modify namespaces, ACLs, or keys as needed for evolving project or
security requirements.

3.4.4 Operational Workflow

The following steps outline the key phases involved in securely connecting external testbeds to the
federation infrastructure via the GEANT VM:

1. Provisioning: The GEANT VM will be configured as an OpenVPN/ WireGuard server and/or a
Headscale coordination node.

2. Onboarding: External testbeds will install the appropriate VPN client (OpenVPN or WireGuard or

Tailscale) and receive credentials.

Secure Tunnelling: Encrypted tunnels will be established, ensuring secure data and control traffic.

4. Routing and Access: All federation services, experimental data, and monitoring traffic will be
routed securely via these VPN tunnels.

w
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3.4.5 Benefits

1. Security: All data between sites is encrypted, reducing the risk of interception or tampering.

2. Flexibility: Any site, regardless of underlying network constraints, can join the federation securely.

3. Resilience: Mesh networking (via Tailscale) increases fault tolerance and allows dynamic, scalable
testbed federation.

This hybrid VPN approach ensures that SUNRISE-6G can flexibly accommodate diverse network
environments and partners, maintaining a secure and robust experimental platform as the federation
expands.

3.5 Summary and Next Steps

The SUNRISE-6G federation leverages the GEANT network and advanced automation to provide secure,
high-performance interconnection among diverse testbeds. Core components have already been deployed
on the GEANT VM, and integration with additional testbeds is currently underway. Next steps include
completing connectivity with all priority sites, advancing secure VPN support for external partners, and
continually optimising automation and monitoring to support scalable, robust experimentation.
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4 6G Library Integration and Interconnection with the
Experimentation Plane
4.1 Overview and Objectives of the 6G Library

The 6G Library represents a critical asset of the SUNRISE-6G facility, offering a curated and interoperable
set of enablers that span the full 6G experimentation stack from physical-layer prototypes and software-
defined network functions to Al-based toolkits and Digital Twin modules. However, the actual value of the
6G Library is unlocked through its seamless integration with the experimentation plane, enabled by the AF
developed within WP3. It should be noted that all 6G library enablers are linked to Functional Tests, which
are accessible to external experimenters via the Experimentation Plane facility. Thus, the broader
community can gain access to and experiment with 6G candidate technologies.

The primary objective of this section is to outline how the AF acts as a dynamic middleware layer that
facilitates the onboarding, orchestration, and runtime adaptation of 6G Library components across a
heterogeneous federation of testbeds. This approach ensures that experimenters can utilise complex 6G
functionalities without requiring deep familiarity with the underlying infrastructure or custom deployment
processes.

In this initial integration phase, the focus is on enabling discoverability, deployability, and lifecycle
management of 6G Library assets through a set of well-defined interfaces and workflows supported by the
AF.

4.2 Experimentation Plane Deployment in GRNET VM

The core integration of the SUNRISE-6G experimentation plane is currently hosted on a VM maintained by
GRNET. This VM functions as a central node, facilitating the deployment and interconnection of all key
SUNRISE-6G software components, including the Portal, the AF, and related data services. The entire setup
is containerised, ensuring modularity, portability, and scalability for future extensions across additional
testbeds. The deployed components within the GRNET VM include:

o SUNRISE-6G Experimentation Portal: A web-based interface for experimenters to register,
configure, execute, and monitor experiments across the federated testbeds.

e Adaptation Framework (AF): A middleware layer that translates high-level experiment
descriptions into testbed-specific workflows, abstracting heterogeneity and enabling automation.

o Portal Database: A relational database provided by eBOS that stores structured information,
including testbed metadata, experiment configurations, user sessions, and results.

e MongoDB: A NoSQL document store supporting dynamic and unstructured data formats,
particularly suitable for managing experimental configurations and logs.

e HA Proxy: A load balancer deployed to ensure high availability and effective routing between
internal services such as the Portal, AF, and testbed adapters.

e Keycloak: A centralised system used for authentication and authorisation. The AF leverages
OAuth2-based flows through Keycloak to access secured Portal endpoints.

e RabbitMQ: A message broker enabling asynchronous communication with testbeds, most notably
the EURECOM testbed. RabbitMQ facilitates the reception of structured messages containing
experiment measurements, telemetry, and status updates via publish-subscribe mechanisms.

4.3 Adaptation Framework
4.3.1 API Definitions

The interoperation between the SUNRISE-6G Portal and the AF is established through a RESTful API that
supports complete lifecycle management of experiments, from initiation to termination, as well as data
collection and status reporting. This API aligns with the functional requirements of the Experimentation
Plane, as outlined in D2.1 “Report on Requirements” section 5.3 [1] and uses JavaScript Object Notation

©OSUNRISE-6G Page | 25




A= m—

D5.2 “Testbed Interconnection and Federation-Initial” SUNRISE

(JSON) as the data exchange format. All endpoints are secured using OAuth2, with tokens provided by
Keycloak.

4.3.2 Authentication and Authorisation

All API calls require a valid OAuth2 Bearer Token. The AF retrieves access tokens via the Client Credentials
Grant flow from Keycloak to authenticate with the Portal.

4.3.3 SUNRISE-6G Experimentation Portal Communication

These endpoints support testbed discovery and functional test introspection, as shown in Table 5.

Table 5: Testbed and Functional Test Management API Endpoints

Type of
Request

Request URL

Retrieves the operational status of all registered
GET /sunrise6g/availability /testbed testbeds, allowing the Portal to verify readiness before
initiating experiments.

Lists available functional tests for the specified
/sunrise6g/availability /{testbed | testbed, including their configurable parameters. This
Name}/tests endpoint enables the Portal and AF to dynamically
select and configure experiments.

GET

Retrieves the list of all testbeds from the Portal (eBOS)
database. This information is used by the AF to guide
GET /sunrise6g/testbeds subsequent interactions and strategy execution with
each testbed, as it contains the Uniform Resource
Locators (URLs) for each testbed.

The API requests are visualised in the figures below. The Athens 6G testbed was used to generate these
images.

B sunrisebg v

SUNRISE
2264e07f-7421-436c-%ed2-Ba2{9d98bala | NCSRD_MPTCP_NTN_SG
# Home

Functional Test Details & Back to Testoed

I8 Testbeds ents for this functional test

B Reports

Functional Test Details
TestID  NCSRD_MPTCP_NTN_SG I

Status
® Run New Experiment
Testbed Athens 6G Testbed

Total Parameters 7

Total Experiments 54

Figure 3: Functional Test Portal Page
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B) sunrisebg

SUNRISE
Testbeds
# Home
oo
i= Testbeds oo Testbeds Create Testbed
B EpEs Q 16 testbeds found
-—
= eBOS =
~ Fraunhofer
FoKUS. EURECOM
Athens 6G Testbed Berlin 5/6G Testbed ©BOS Testbed EURECOM Testhed
| e |
i2CAT Testbed ISI/ATH Testbed KU Leuven 6G Testbed SIEMENS Industrial NTN and NTECS
< Testbed

Figure 4: Available Testbeds Through the Portal

B sunrisesg v
SUNRISE

2254e07f-7421-436c-3ed2-8a2{9d98bala

i Athens 6G Testbed

# Home

iS Testbeds Availability: « Available Update Testbed & Back to Te

B Reports

Overview

INFC

LYSiS

[ Testbed ID 225407 f-7421-436c-9ed2-6a2 fId98bada O @ Owner: NCSRD, OTE, INFOLYSIS @ Created: Unknown

Description

Description for Athens 6G Testbed

Functional Tests

NCSRD_MPTCP_NTN_5G

Figure 5: Testbed Availability and Info
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Run New Experiment

Functional Test Details
Functional Test ID: NCSRD_MPTCP_NTN_5G
Testbed: Athens 6G Testbed

Test Parameters

“ Protocol

~ Window Size

*Loops (Min: 1, Max: 30)

* Duration seconds (Min: 10, Max: 200)
* Ntn Orbit Type

* Ntn Bandwidth Mbs (Min: 10, Max: 200)

* Cell Bandwidth NMbs (Min: 20, Max: 200)

® Run Experiment

Figure 6: Pop-up window for Parameters Configuration

4.3.4 Experiment Execution and Lifecycle Management

The following endpoints manage experiment deployment, status monitoring, configuration updates, and
termination, as shown in Table 6.

Table 6: Experiment Execution and Lifecycle Management API Endpoints

Type of
Request

Request URL

Initiates an experiment on
the specified testbed using
parameters defined in the

request body

POST | /sunrise6g/availability/{testbed_name}/experiments

Updates the configuration
of a running experiment.
PUT /sunrise6g/availability/{testbedName}/experiments The KU Leuven testbed
currently requires this
functionality.

Terminates the
experiment identified by
the provided exp_id,
ensuring controlled
shutdown and resource
deallocation

DELETE | /sunrise6g/availability/{testbed_name}/experiments/{exp_id}
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Receives real-time updates
on the experiment's
current state (e.g.,
PENDING, RUNNING,
POST | /sunrise6g/experiment/status COMPLETED, FAILED, And
CANCELED). Used by
testbeds and the AF to
synchronize experiment
tracking.

Allows the AF to forward
collect experiment data
from the testbed to the
Portal (eBOS) database for
persistent storage,
visualisation, and export.

POST | /sunrise6g/experiment/data

4.4 Integration Workflow and Mechanisms

The overall strategy for testbed integration and federation in SUNRISE-6G is grounded in the development
of an Open Software Development Kit (OpenSDK), which simplifies interoperability across testbeds and
supports their seamless integration into a unified, E2E facility. This approach aligns with the broader goals
of WP5 and spans vertical domains, including deployment, experimentation, and Al

4.4.1 General Strategy

Most testbeds (e.g., the Athens 6G Testbed) conform to a unified integration process that leverages the AF
and standard API interfaces to achieve the following steps, as described in Table 7.

Table 7: AF and standard API interfaces

Type of

Request URL

Request

GET /sunrise6g/availability /testbed To assess the readiness of the testbed

Retrieves a list of executable functional
tests and their parameters for this
GET /sunrise6g/availability/{testbed_name}/tests | testbed. Experiment parameters are
specified in the body of the POST
request during initiation.

/sunrise6g/availability /{testbedName}/exper

POST :
iments

To initiate an experiment

As the experiment runs, testbeds send a

POST /sunrise6g/experiment/status status update

Deliver collected data on completion or

POST /sunrise6g/experiment/data in real-time

/sunrise6g/availability /{testbedName}/exper | Terminates a running experiment on

DELETE 1 iments/{exp_id} the testbed
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This approach ensures a consistent and standardised experimentation lifecycle across the federation.
4.4.2 Specific Adaptations

While the general framework suffices for most cases, select testbeds require tailored integration strategies
due to infrastructure-specific characteristics:

o EURECOM Testbed: Integration is achieved through a hybrid model combining RESTful APIs and
asynchronous messaging via RabbitMQ. Core functionalities are managed through testbed-specific
REST endpoints, while experiment data and telemetry are transmitted using structured messages
over RabbitMQ. Authentication is required for interacting with this testbed by issuing a bearer
token upon login. Additionally, experiments can be automatically terminated based on a predefined
duration specified in the configuration parameters.

e KU Leuven 6G Testbed: This testbed uniquely supports dynamic configuration updates during
runtime via PUT and provides Key Performance Indicators (KPIs) metrics and plots as real-time
pull-based data streams rather than push-based updates. The AF must periodically (every 5
seconds) retrieve these data outputs as part of the experiment monitoring process.

Table 8 presents the current integration status between the AF and each testbed.

Table 8: Current testbed integration status

Testbed Functional Test Enabler AF Testbed Integration
Athens 6G Functional-Test 03 NTN experlmepts with Complete
emulated satellite nodes
E2E testing tool for
Berlin 5/6G Functional-Test 04 measurements via Android Ongoing
User Experience (UE)
eBOS Functional-Test 11 Testing ofA.I-dr.lven threat Ongoing
mitigation
EURECOM Functional-Test 08 ICAS with RIS Complete
. . Open Radio Access Network .
i2CAT Functional-Test 01 (0-RAN) Network Digital Twin Ongoing
Al plane (MLOps) federation
ISI/ATH Functional-Test 10 | with (KU Leuven, EURECOM) Ongoing
testbeds
KU Leuven Functional-Test 07 Joint .Corpmunlcatlon and Complete
Sensing in a cell-free test
Siemens N/A N/A Ongoing
SLICES-RI France .
Node Functional-Test 09 Distributed Compute M24
Continuum tests among
SLICES-RI Slices Functional-Test 09 SLICES Nodes M24
GR node
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SLICES-RI Slices IT Functional-Test 09 M24
Node
. . 6G Self-configuration and self- .
Thales Ping Functional-Test 06 deployment for Public Safety Ongoing
UOULU Functional-Test 05 Near-Field RIS experiment M24
VTT Functional-Test 02 Energy Framework Ongoing
Showcasing

4.5 Summary and Next Steps

As the next step, the remaining testbeds should be integrated with the Experimentation Portal through the
AF. Specifically, seven additional testbeds should be integrated by month 18 (June 2025), with all remaining
testbeds integrated by month 24 (December 2025).
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5 Al Plane Federation of Experimentation Platforms

The goal of this section is to provide a detailed technical description of the deployment and integration of
the Global and Local MLOps stacks, which constitute the SUNRISE-6G Al Federation Plane (also termed as
E2E Al), as presented in Figure 7 and introduced in D2.2 [2] and D4.2 [3] . Al Federation plays a central role
in enabling collaborative development, experimentation, and deployment of ML models across distributed
testbeds. Each participating testbed can deploy its own local orchestrator, such as Kubeflow or Airflow, to
manage its ML lifecycle, from data preprocessing to model training and evaluation. Through this setup,
testbeds can leverage pre-trained models stored in the Global Model Registry (hosted by MLflow and
MinlO) and apply transfer learning techniques to finetune these models using local datasets that represent
specific domains or experimental contexts.

Moreover, testbeds deploy their own local MLOps stacks and can contribute back to the federation by
training new foundation models locally and then registering these models in the global stack for reuse or
further fine-tuning by other testbeds. This two-way exchange provides an ecosystem of shared, high-
quality models. Beyond models themselves, testbeds can also federate experimentation workflows, such as
modular preprocessing pipelines for data cleaning, feature engineering, or dataset transformation. These
reusable workflows can be registered in the global, shared catalogue (Minl0), enabling other testbeds to
import, adapt, and integrate them into their pipelines. This promotes reproducibility and consistency
across the federation.

The aforementioned global and local MLOps stacks collectively support lifecycle management,
interoperability, and collaborative enhancement of AI/ML assets across heterogeneous domains. In this
deliverable, several testbeds have already become part of the SUNRISE-6G Al Federation, notably the
ISI/ATH testbed, the EURECOM testbed (EUR), the KU Leuven 6G testbed (KUL), and the SLICES-RI SLICES
GR Node (UTH). Subsequent integration phases extend this federation to include the remaining testbeds:
the University of OULU testbed, the Athens 6G testbed, and the eBOS testbed.

This section elaborates on the architectural design, interfacing mechanisms, and deployment procedures
supporting this federation, laying the foundation for coordinated Al operations, distributed ML asset
cataloguing, and transfer and continual learning processes.
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Figure 7: SUNRISE-6G Al Federation Architecture

5.1 Global MLOps Stack Deployment

The Global stack of the SUNRISE-6G Al Federation Plane, deployed at the ISI/ATH testbed, consists of two
main centralised components, a Model Registry and a Model Experimentation module, which constitute the
global MLOps stack. The Model Registry module facilitates the versioning and storage of models and
artefacts.

In contrast, the Model Experimentation module handles the tracking, monitoring, and serving of model
training and deployment workflows across federated 6G testbeds. The global stack in ISI/ATH Testbed is
compose of the following components:

Argo Workflow: for creating and deploying ML workflows

MLflow: for tracking experiments and model registry

MinlO: for storing MLflow and Argo workflow artefacts

Prometheus/Thanos: for collecting, storing, visualising, and monitoring infrastructure and
microservices telemetry

o KServe: for serving predictive and generative ML models

Two main user roles interact with the system:

1. Experimenters, who have access to the global stack to register or fetch models and execute
experiments.
2. Model Designers, who can create parameterised workflow templates locally.

Each testbed has its own MLOps stack deployment and can interact with the global stack through specific
APIs. The APIs used in the Al Federation Plane to interface the Global and Local stacks are depicted in Table
9:
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Table 9: Interfaces used in the Al Federation Plane

Interface in Al
Federation Plane

Command/API Endpoint

Load Model (AIML-R) | GET /api/2.0/mlflow/registered-models/get?7name=my-model-name

CLLl:argo submit -- from workflow_template_name -p dataseturi =

Load Data (l_data) s3://datasets/input.csv

CLI:argo submit --from workflow_template_name -p parameterl=valuel -p

Exp. Intent (L intent) parameter2=valueZ2 ...

Serve (AIML-S) POST /v2/models/<model_name>[/versions/<model_version>]/infer

The steps and configurations to install the global stack components can be found in the following GitHub
location:

e GitHub: https://github.com/SMARTECH-ISI-Athena/MLOpsZeroTouchTelemetry
e Directory: MLOpsZeroTouchTelemetry-ISI-git/InstallKubernetesApps
¢ Filename: automate-apps.sh

The following sections provide detailed steps for deploying the Global Stack components at the ISI/ATH
testbed.

5.1.1 Argo Workflow

The following steps involved in installing the Argo Workflow on the global stack (i.e., the ISI/ATH testbed)
are explained in Table 10.

Table 10: Installation steps for the Argo Workflow in the ISI/ATH Testbed

Step Description Command

git clone git@github.com:SMARTECH-ISI-
Athena/MLOpsZeroTouchTelemetry.git

1 Clone the repo

cd MLOpsZeroTouchTelemetry-ISI-

2 Change directory to Kubernetes Apps it /InstallKubernetesApps

3 Create Argo namespace kubectl create ns argo

kubectl -n argo apply -f./quick-start-minimal-

4 | Install Argo components v3.6.5.yaml

kubectl -n argo create rolebinding default-
5 | Create a default service account called Argo admin --clusterrole=admin --
serviceaccount=argo:default
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The typical way to use Argo Workflow is summarised below, as shown in Table 11.

Table 11: Typical commands to use Argo Workflow

Step Description Command

Create a workflow template from a Yet Another
1 Mark-up Language (YAML) file in the Argo
namespace

argo -n argo cluster-template create
./workflow-template.yaml

argo -n argo submit --from
clusterworkflowtemplate/workflow-template
-p workers=3 -p input=data.csv -p
predictiontype=regression

Deploy an ML workflow based on a stored
2 | template in the Argo namespace, passing -p
parameter

Get information about the workflow in the Argo

argo -n argo get workflow_name
namespace

List all workflows in the Argo namespace
4 (running, complete, within 10 min, older than 2
hours)

argo -n argo list [--running] [--complete] [--
since 10m] [--older 2h]

argo -n argo delete workflow_name
5 Delete workflow
argo -n argo delete --all #delete all

6 Watch the workflow until it completes argo -n argo watch workflow_name

An example deployment of an Argo workflow based on a cluster template for AutoML is shown in the Figure
8 below:

Workflows arge argpassing-low-high-template-trfk WORKFLOW DETAILS
© RESUBMIT W DELETE = LOGS @ (2 WORKFLOW LINK Q PREVIOUS RUNS & OPEN WORKFLOW TEMPLATE M a = &
YviQaQa 609 &

argpassing-.
emplate-tmfk

Figure 8: Example Deployment of an Argo Workflow

5.1.2 MLflow

The following steps are used to install MLflow in the ISI/ATH testbed, as shown in Table 12.
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Table 12: Installation Steps for MLflow in the ISI/ATH Testbed

Step Description Command

helm add repo bitnami

1 Add Bitnami Helm chart repo https://charts.bitnami.com /bitnami

helm -n mlflow upgrade --install sunrise bitnami/mlflow --
version 3.0.0 --create-namespace --set

Install Bitnami MLflow Helm minio.persistence.size=50Gi --set
2 chart with 50 gigabytes of tracking.service.ports.http=5080 --set
persistent storage tracking.service.ports.https=50443 --set

minio.service.ports.api=5081 --set
tracking.auth.enabled=false

The typical ways to interact with MLflow are summarised in the following REST API, outlined in Table 13.
Table 13: MLflow API endpoints

HTTP . A
Method Endpoint Request structure Description
name (STRING)
POST 2.0/mlflow/experiments/create artifact_location(STRING) Cre.a te
experiment
tags (Array)
max_results (INT64)
page_tokens (STRING)
POST 2.0/mlflow/experiments/search filter (STRING) Se?rCh
experiments
order_by (Array of STRING)
view_type (ViewType)
. . . Get
POST 2.0/mlflow/experiments/get experiment_id (STRING) experiment
POST 2.0/mlflow/experiments/delete experiment_id (STRING) Delete
’ p p - experiment
. . . Restore
POST 2.0/mlflow/experiments/restore experiment_id (STRING) experiment
experiment_id (STRING)
POST 2.0/mlflow/experiments/update Up(_iate
new_name (STRING) experiment

5.1.3 MinlO, Prometheus, and Thanos

The following steps to integrate MinlO with Prometheus and Thanos are detailed in Table 14.
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Table 14: Steps to Integrate MinlO with Prometheus and Thanos

Step Description Commands
1 Add Helm chart of MinlO helm repo add minio-helm https://charts.min.io/
ROOT_USER=admin_name
2 Setup environment variables ROOT_PASSWORD=admin_password
export ENDPOINT="minio.minio:9000" BUCKET=thanos
Install MinIO components in helm -n minio install minio minio-helm/minio --create-

3 MinlO namespace with 50 namespace --set replicas=2 --set persistence.size=50Gi --set
gigabytes of storage and 2 rootUser=${ROOT_USER},rootPassword=${ROOT_PASSWO
replicas RD} --set persistence.enabled=true

kubectl run --namespace minio minio-client --rm --tty -i --
restart="Never' --env

. grlf)i;‘iliE‘ggi‘iﬁgiﬂgﬁ;gﬁ"s 35| MINIO_SERVER_ROOT USER=${ROOT_USER} --env

lobal telemetries acrogss clusters MINIO_SERVER_ROOT_PASSWORD=${ROOT_PASSWORD} -
g -env MINIO_SERVER_HOST=minio.minio --image
docker.io/bitnami/minio-client -- mc mb -p minio/thanos
cat > objstore.yml << EOF
type: S3
config:
Create objstore.yaml file endpoint: "${ENDPOINT}"
5 containing MinlO credentials for | bucket: "${BUCKET}"
Thanos authentication. access_key: "${ROOT_USER}"
secret_key: "${ROOT_PASSWORD}"
insecure: true
EOF
Create secret using obistore.vml kubectl create secret generic thanos-objstore --from-
6 file § oY) 4 file=objstore.yml -0 yaml --dry-run=client | kubectl -n
prometheus apply -f -
helm -n prometheus upgrade --install prometheus-stack
prometheus-community/kube-prometheus-stack --set
prometheus.prometheusSpec.serviceMonitorSelectorNilUse
sHelmValues=false --set

7 Install Prometheus and Thanos prometheus.prometheusSpec.podMonitorSelectorNilUsesH
sidecar elmValues=false --set

"prometheus.prometheusSpec.enableFeatures[0]=otlp-
write-receiver" --set alertmanager.ingress.enabled=true --
set prometheus.enabled=true --values ./prometheus-with-
thanos-values.yaml --create-namespace
helm -n prometheus upgrade --install thanos

8 Install other Thanos components | bitnami/thanos --values ./thanos-values.yaml --create-
namespace
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The typical APIs for MinlO are listed in Table 15, and those for Thanos and Prometheus are in Table 16.
Table 15: MinlO API Endpoints

Description Command

Configure mc to connect to the remote myMinlO mc alias set myMinlO <http://minio-api> <admin>
deployment <password>

Make bucket to myminio mc mb myminio/<bucket_name>

Put a <localfile> to <bucket_name> mc put ./<localfile> myminio/<bucket_name>

List objects in <bucket_name> mc Is myminio/<bucket_name>

Remove object in <bucket_name> mc rm myminio/<bucket_name>/<object_name>

Table 16: Prometheus/Thanos API Endpoints

HTTP
Method

Description Endpoint URL Query Parameters

query=<string>: Prometheus expression query string.

time=<rfc3339 | unix_timestamp>: Evaluation
timestamp. Optional.

_ timeout=<duration>: Evaluation timeout. Optional. GET
/api/v1/query_ | Defaults to and is capped by the value of the - /

Instant quer
auery range query.timeout flag. POST

limit=<number>: Maximum number of returned
series. It doesn’t affect scalars or strings but truncates
the amount of series for matrices and vectors.
Optional. 0 means disabled.

query=<string>: Prometheus expression query
string.

start=<rfc3339 | unix_timestamp>: Start timestamp,
inclusive.

end=<rfc3339 | unix_timestamp>: End timestamp,

Japi/v1/query_ inclusive. GET/
range step=<duration | float>: Query resolution step width POST
in duration format or float number of seconds.
timeout=<duration>: Evaluation timeout. Optional.
Defaults to and is capped by the value of the -

query.timeout flag.

Range queries

limit=<number>: Maximum number of returned
series. Optional. 0 means disabled.
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match[]=<series_selector>: Repeated series selector
argument that selects the series to return. At least one
match [] argument must be provided.

Einldit?gl series Japi/vl jser start=<rfc3339 | unix_timestamp>: Start GET/
y labe api/vl/series | timestamp.
matchers P POST

end=<rfc3339 | unix_timestamp>: End timestamp.

limit=<number>: Maximum number of returned
series. Optional. 0 means disabled.

Figure 9 and Figure 10 show the deployed applications of MinlO storing Thanos artefacts and Thanos query
sidecar showing a plot of telemetry extracted from Prometheus and MinlO object store:

OBJECT STORE
EE% License

Last Modified
@ ouTQQ

8 01JTRP3ISNBIXQRS0GOYHAFADGZ

Figure 9: Thanos Artefacts in MinlO

Figure 10: Thanos: Extracted Telemetry from Prometheus and MinlO
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5.1.4 KServe

Table 17 outlines the steps to install KServe, and
Table 18 presents some typical usages for interacting with KServe using the REST APL
Table 17: Installation Steps for KServe

Step Description Command

1 Install cert-manager | arkade install cert-manager

2 i(nusktzlrlrf:fes Gatewa kubectl apply -f https://github.com/kubernetes-sigs/gateway-
API Y| api/releases/download/v1.2.1/standard-install.yaml

Create Gateway

3 Class kubectl -n kserve apply -f./kserve-gateway-class.yaml
Create
a Gateway resource

4 to expose kubectl -n kserve apply -f./kserver-gateway.yaml

the Inference Service

Install KServe
5 Custom Resource
Definitions (CRDs)

helm install kserve-crd oci://ghcr.io/kserve/charts/kserve-crd --version
v0.15.0

helm install kserve oci://ghcr.io/kserve/charts/kserve --version v0.15.0
-—set kserve.controller.deploymentMode = RawDeployment --set
Install KServe . .
6 kserve.controller.gateway.ingressGateway.enableGatewayApi = true -set
resources :
kserve.controller.gateway.ingressGateway.kserveGateway =
kserve/kserve-ingress-gateway

Table 18: KServe API Endpoints

HTTP
Method

Description Endpoint

o V2/health/live
Health checks e V2/health/ready GET
e v2/models/${MODEL}/versions/${VER}]/ready

Model Metadata v2/models/${MODEL}[/versions/${MODEL_VERSION}] GET

Inference API v2/models/${MODEL}[/versions/${VER}]/infer POST
5.2 Local MLOps Stack deployments at KUL, EUR, and UTH testbeds

SUNRISE-6G testbeds have three options to participate in the Al Federation, representing different
commitments from their side:
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1. Testbeds can integrate their local MLOps stacks with the global one, to contribute assets such as
foundation models, training pipelines, or complete experimentation workflows that can be reused
and extended by others.

2. Another integration path involves chatbot federation, where testbeds host components of LLMs to
support chatbot-based interactions, which are federated with the SUNRISE-6G IDLM chatbot
exposed by the portal

3. Finally, a third method leverages the Supernode concept, where testbeds offer compute
infrastructure, such as GPU-accelerated environments, connected to the global MLflow registry to
support cross-site model training, storage, and tracking.

Overall, these integration paths ensure coordinated experimentation, resource optimisation, and shared
learning across the federation. The following sections provide a detailed analysis of each integration type,
along with the specific testbeds contributing to each role.

5.2.1 KUL Testbed

This testbed adopts Option 1 of the Al Plane Federation, with the goal of contributing by providing ML
models and conducting experiments using Kubeflow as the pipeline orchestrator. These models will be
registered in the global MLflow model registry. Additionally, pretrained models retrieved from the global
registry will be finetuned and executed locally within the testbed environment.

To achieve this, a Kubeflow deployment is required in this testbed. For Kubeflow deployment at the KUL
testbed, we chose Charmed Kubeflow due to its streamlined and user-friendly deployment process. The
entire deployment process is based on Canonical’s Juju, a powerful orchestration tool that simplifies the
deployment and lifecycle management of complex applications, such as Kubeflow, on Kubernetes. The key
steps in the deployment process are outlined below:

1. Bootstrap the Juju Controller:
The first step is to initialise the Juju controller, which is responsible for managing models and
deploying charms to a Kubernetes cluster. This is done using the following command:

juju bootstrap microk8s

This sets up the Juju controller on the local MicroK8s cluster, enabling it to orchestrate the
deployment of services. The available Juju controllers are presented in Figure 11.

[intracom@ st ~]$ juju controllers
Use refresh option with this command to see the latest information.

Controller Model User  Access Cloud/Region Models Nodes HA Version
kubeflow admin superuser microk8s/ ) 2 1! =357

Figure 11: Available Juju Controllers

2. Add the Kubeflow Model and deploy:

Once the controller is set up, the next step is to create a new Juju model for Kubeflow. This is
achieved with the following command:

juju add model

A model in Juju acts as an isolated workspace for deploying and managing a set of applications.
After creating the model, Kubeflow can be deployed using:

juju deploy kubeflow --trust --channel=1.9/stable

The --trust flag grants the necessary permissions for particular charms, and the --
channel=1.9/stable specifies the desired version of Kubeflow. The deployment typically takes
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between 10 and 20 minutes. We can monitor the progress and view the status of deployed charms
using:

juju status

The result is presented in Figure 12.

Un1it Workload Agent Address Message
admi1ssion-webhook/0* 1.1 {
argo-controller/0*
dex-auth/o*

ﬂm.‘ny/()'
1stio-wngressgateway/0*
istio-pilot/on
jupyter-controller/0*
jupyter-uir/o*
katib-controller/0*
katib-db-manaqger/0*
katib-db/o*

katib-u1r/0*

kfp-ap1/0*

kfp-db/o*
kfp-metadata-writer/0*
kfp-persistence/0*
kfp-profile-controller/o*
kfp-schedwf/0*

kfp-ui/0*

kfp-viewer/0*

kfp-viz/0*
knative-eventung/0*
knatwve-operator/0*
knative-serving/0*
kserve-controller/0*
kubeflow-dashboard/o*
kubeflow-profiles/0*
kubeflow-roles/0*
kubeflow-volumes/0*
metacontroller-operator/0*
mwnwo/o*

mlmd/0*
owdc-gatekeeper/o0*
pvcviewer-operator/o0*
tensorboard-controller/0*
tensorboards-web-app/0*
trawnwng-operator/o*

[ iIntracom@ ~1% §

Figure 12: View of Deployed Juju Charms

This process abstracts much of the complexity involved in manually setting up Kubeflow, offering a more
streamlined and reproducible way to get a working Kubeflow environment up and running on Kubernetes.

Once the deployment is complete, Kubeflow provides a web-based user interface that serves as the central
hub for managing ML workflows. Through this interface, users can create and monitor pipelines, manage
notebooks, track experiments, access artefacts, and integrate with tools like MLflow. Below, in Figure 13,
Kubeflow User Interface (UI) is presented as deployed on our testbed:
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o Run of miflow-test_version_at_2025-03-05T09:34:3...

o Runvnl Tlﬂew-pipeline (at.f‘eZ)
Figure 13: Kubeflow Ul/Dashboard

To run an experiment in a Kubeflow pipeline that trains a ML model and registers it in the global MLflow
registry, while storing its artefacts in the global artefact storage (MinlO), we must first configure the
appropriate MLflow tracking Uniform Resource Identifier (URI) in Kubeflow's notebook.

This is done by the following command:

mlflow.set_tracking_uri(uri="http://mlflow.isiath.duckdns.org:8082")

This allows Kubeflow to log experiment metadata, metrics, and models directly to the centralised registry.
The MinlO credentials and access configuration are already handled during the global Miflow deployment,
so there is no need to reconfigure them manually for each experiment. By default, if no specific MinlO
bucket is provided, artefacts will be stored in the preconfigured default bucket. However, if we wish to
store artefacts in a different bucket, we can specify the desired bucket when we create a new MLflow
experiment using the appropriate MLflow command:

experiment_id = mlflow.create_experiment("Experiment Name",artifact_location=
"s3://bucket-name/")

It is important to note that the bucket must already exist in MinlO, because otherwise, the operation will
fail. Buckets can be easily created via the MinlO web UI. The available buckets currently configured in the
system are shown in Figure 14.
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Created: \Wed May 28 2025 16:10:01 GMT+0300 (Eastern European Summer Time) Access: RIW

Qusage ® Objects

00: 0

Figure 14: Buckets in Global Artefact Storage

Moreover, we can load a model that has already been registered in the global MLflow registry into memory
and use it either for further finetuning or directly for inference. The exact method used to load the model
depends on the library (or “model flavour”) that was used during its creation. If the model flavour is
natively supported by MLflow, we can use the corresponding flavour-specific load method.

For example:

mlflow.<flavor>.load model()

If the flavor is not directly supported, we can fall back on the more generic method:

mlflow.pyfunc.load model()

In one of our experiments, we used the XGBoost library to train a model. Since XGBoost is a supported
flavour in MLflow, we leveraged the specific loading method for that flavour. This method requires the URI
of the model, which can either be the MLflow model registry URI (for a specific version) or the direct
artefact path stored in MinlO. Below are examples of both commands that can be used to load Version 1 of
the “xgboost-model” from the Mlflow registry, as shown in Figure 15, and the artefacts of which are stored
in MinlO, as shown in Figure 16.

model = mlflow.xgboost.load model (f"models:/xgboost-model/1")

model =
mlLflow.xgboost.load_model (model uri="s3://mlflow/2/c547db04e6a24901bd4cedebb2ec5
5ed4/artifacts/xgb_model artifacts"”)
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Figure 15: Available Models in the global Miflow Model Registry
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Figure 16: Artefacts of the Desired Model Stored in Global MinlO

5.2.2 EURECOM Testbed
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EURECOM's testbed also adopts Option 1 (MLOps) federation within the framework of the SUNRISE-6G Al
Federation Plane, to facilitate robust support for small- to medium-scale local MLOps experiments. A key
differentiating feature of EURECOM’s testbed lies in its seamless integration with the Network Data
Analytics Function (NWDAF) and a fully operational 5G Core Network powered by the OpenAirInterface
(OAI) software stack. This integration provides direct access to real-time, high-fidelity data streams from
the core network, offering an invaluable resource for the training, validation, and real-world evaluation of
ML models. The ability to ingest and utilise real-time network telemetry ensures that ML models developed
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within this testbed reflect actual operational conditions, thereby increasing the relevance and robustness
of both the training and inference processes.

This real-world data exposure is particularly beneficial for use cases involving anomaly detection, traffic
prediction, and network optimisation, where the dynamic nature of core network behaviour plays a pivotal
role. Another strategic advantage of EURECOM'’s testbed is its interoperability with the SUNRISE-6G global
model registry. Locally trained models and associated artefacts, stored in the local model registry, can be
federated to the global registry. This capability not only supports collaborative research and development
across federated testbeds but also enables key functionalities such as model reproducibility, versioning,
and artefact reuse. These aspects are central to advancing sustainable and green Al practices by minimising
redundant training processes and promoting the reuse of validated models.

5.2.2.1.1 Kubernetes

As previously introduced, EURECOM’s MLOps platform is architected as a microservice-based system,
leveraging Kubernetes as the orchestration layer. This design ensures modularity, scalability, and
resilience, which are essential for managing complex ML pipelines in a cloud-native environment.

The Kubernetes cluster used for the deployment comprises three VMs, each running Ubuntu 20.04. One VM
serves as the control plane (master node), while the remaining two operate as worker nodes. The cluster
is administered using kubectl, a widely adopted command-line tool for interacting with Kubernetes. Each
node in the cluster is provisioned with the hardware resources outlined in Table 19:

Table 19: Resource Specifications of the Kubernetes Cluster

Node CPU (Cores) Memory (GB) Storage (GB)
Control plane 4 8 30
Worker 1 4 16 30
Worker 2 4 16 30

The cluster is configured to use Containerd as the container runtime, chosen for its high performance, low
overhead, and compliance with Cloud Native Computing Foundation (CNCF) standards. The OAI 5G Core
Network, including the NWDAF, is deployed independently of the Kubernetes cluster. It runs on a separate
VM and is containerised using Docker. This separation of concerns enables clear, modular boundaries
between the network functions and the AI/ML orchestration components. Communication between the
MLOps platform and the NWDAF is handled through well-defined APIs. A dedicated adapter microservice
within the MLOps architecture is responsible for interfacing with the NWDAF, enabling the retrieval of real-
time analytics and network telemetry data. This design supports dynamic, data-driven ML workflows and
ensures that models are trained and evaluated using operationally relevant data.

5.2.2.1.2 MLflow

MLflow is an open-source platform designed to streamline and manage the E2E ML lifecycle. It addresses
the challenges associated with developing, tracking, reproducing, and deploying ML models by providing a
unified interface and a set of integrated components. In the context of EURECOM’s MLOps testbed, we
primarily leverage MLflow’s v2.9.3 Model Registry and experiment tracking features, which are essential
for enabling robust model versioning, reproducibility, and efficient deployment within the Al Federation
Plane.

As illustrated in Figure 17, MLflow is deployed as a service within our Kubernetes cluster, providing a
centralised interface for experiment tracking and model lifecycle management. The system is configured
to automatically log critical metadata during ML experiments, including:
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Model hyperparameters,

Evaluation metrics (e.g., accuracy, loss, latency),

System resource utilisation,

Environment configuration and versioning (e.g., libraries, runtime versions).

Figure 17: EURECOM'’s testbed MLflow Deployment YAML Configuration File

These features facilitate real-time observability and comparative analysis of experimental runs. As shown
in Figure 18, ML practitioners and researchers can interact with MLflow through a dedicated web interface
exposed via a secure endpoint. This interface enables users to monitor the progress of ongoing training
jobs, visualise key metrics across experiments, compare performance over different model versions, and
analyse training behaviours over time. Upon completion of training, models are registered in the MLflow
Model Registry, where they are assigned unique identifiers and version tags. This ensures that every model
artefact is traceable and that the lineage of deployed models is well-documented.
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The registry supports model promotion stages (e.g., Staging, Production), facilitating structured
deployment pipelines and enabling easy rollback when needed. By integrating MLflow into our local
testbed, we establish a reproducible and transparent MLOps workflow that is critical for collaboration
across federated environments (Global Model Registry). This also aligns with SUNRISE-6G’s commitment
to responsible Al, artefact sharing, and sustainable experimentation, by reducing duplication of effort and
enabling the reuse of verified models across multiple testbeds.
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> Description Edit
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Figure 18: Screenshot of MLflow Ul from EURECOM'’s Model Registry
5.2.2.1.3 MinlO

MinlO is a high-performance, Kubernetes-native object storage system that provides full compatibility with
the Amazon Web Services (AWS) S3 APIL It supports all core S3 features, including object versioning,
lifecycle policies, access control, and multi-part uploads, making it an ideal solution for managing
unstructured data in modern Al/ML workflows. Within EURECOM’s MLOps testbed, MinlO serves as the
local artefact storage backend, playing a critical role in supporting both model registry artefacts and
datasets used during training and evaluation phases. This setup ensures that all experiment-related data is
persisted in a consistent, accessible, and scalable manner.

MinlO is deployed as a dedicated microservice within our Kubernetes cluster, as shown in Figure 19,
ensuring close integration with other components of the MLOps pipeline. The object storage is accessed
using signed URLs and integrates with the MLflow backend seamlessly due to its S3 compatibility,
eliminating the need for additional adapters or protocol translations. Access control is managed via MinlO’s
built-in identity and policy engine, ensuring secure, role-based access to sensitive models and dataset
artefacts.

©OSUNRISE-6G Page | 48




D5.2 “Testbed Interconnection and Federation-Initial” SUNRISE

Figure 19: EURECOM'’s Testbed MinlO Deployment YAML Configuration File

Figure 20 illustrates a screenshot from our local MinlO user interface, MinlO stores:

e Model artefacts (e.g., serialised models, pre/post-processing scripts) associated with experiments
tracked and registered in MLflow.
e Datasets used in the training of ML models, allowing seamless data versioning and reproducibility.

By employing MinlO in our architecture, we establish a scalable, resilient, and cost-effective storage
solution.
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Figure 20: EURECOM'’s local MinlO Ul
5.2.2.1.4 PostgreSQL

PostgreSQL is a powerful open-source Object-Relational Database Management System (ORDBMS) derived
from the POSTGRES project. It is widely recognised for its reliability, feature richness, and strong support
for structured queries and transactional consistency. In our MLOps platform, PostgreSQL is used primarily
to store MLflow metadata, including experiment parameters, evaluation metrics (e.g., model accuracy), and
model versioning records. This structured metadata is critical for managing the ML lifecycle and ensuring
that experiments are traceable, reproducible, and comparable over time.

We deployed PostgreSQL as a dedicated microservice within the same Kubernetes namespace as MLflow
and MinlO, facilitating seamless integration and low-latency communication among these core
components, as illustrated in Figure 21 To ensure data durability and availability, the PostgreSQL service
is backed by persistent volumes managed through Persistent Volume Claims (PVCs). This setup allows the
database to retain its data across pod restarts or rescheduling events, providing a stable and fault-tolerant
backend for the MLOps workflow.
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Figure 21: EURECOM'’s Testbed PostgreSQL Deployment YAML file

5.2.2.1.5 Platform Interfaces

EURECOM’s MLOps platform exposes a comprehensive set of RESTful APIs to facilitate interaction with key
components of the Al pipeline, ranging from model training and registration to deployment and inference
consumption. These APIs streamline integration with external systems and provide automation
capabilities for experimentation and operationalisation. Table 20 summarises the primary API endpoints
available in the current implementation.

Table 20: RESTful Interfaces Provided by EURECOM’s MLOps Platform

Category Method Endpoint Description

Launches a training job; requires an

Training API POST | /launch-training image as a parameter
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GET /models 1I:éstizéj;vallable models in the MLflow
Model Registry SISt
API . . e
GET /models/{model_id} Retr.leves details for a specific model
version.
. Deploys a model from MinlO to a K8s
POST /api/models/deploy endpoint,
GET /api/models/deployments Lists all model deployments.
Model . o
/api/models/deployments/{d | Gets metadata for a specific
Deployment GET .
AP eployment_id} deployment.
DELETE /ap1/m0del§/deployments/{d Deletes a specific model deployment.
eployment_id}
GET /api/models/uri/{s3_uri} Resolves deployment ID from S3 URI.
POST /deploy Deploys anpmaly detection data
consumer instance.
Data Consumer GET /deployments Lists data consumer deployments.
API
GET /deployments/{model_id}/pr | Fetches predictions/logs from a
edictions deployed consumer.
. Deletes a specific consumer
DELETE | /deployments/{model_id} deployment.

5.2.3 UTH testbed (SLICES-RI/GR node)

UTH will adopt Options 2-3 in the Al federation, aiming to serve as a Supernode to the platform, and also
federate with the SLICRS-RI/GR node, utilising the SUNRISE-6G chatbot. For exposing the node to the
SUNRISE-6G federation, the Kubernetes platform is installed and will be offered as a worker node to the
current setup. Whenever the Supernode comes online, its agent announces available resources (GPU,
memory, disk) to a central scheduler, which maintains a real-time view of global capacity. Leveraging the
existing KubeFlow functionalities across different clusters, the node will be added as a worker, allowing it
to automatically install all the necessary functions for KubeFlow and enable scheduling workloads over the
node. UTH plans to use specific labels that will mark the node as GPU-enabled, allowing control over
scheduling from the core platform.

Regarding the Chatbot federation, UTH will implement automated experiment setup via a Controller,
deployed as a service at the UTH testbed. As detailed in D4.2, SUNRISE-6G will leverage the emerging
concept of agentic workflows to guide the conduct of experiments with high-level natural-language
prompting. Agentic workflows, in general, involve the combination of LLMs with orchestration logic in the
form of a control loop. These control loops are responsible for validating LLM outputs and triggering
decisions or actions. SUNRISE-6G will deliver two types of agents.

1. A Portal agent, with a Global model including knowledge about all testbeds and supported
experiments
2. Asetoflocal (testbed-specific) Controller agents that support local experiments.

©OSUNRISE-6G Page | 52




D5.2 “Testbed Interconnection and Federation-Initial” SUNRISE

The UTH Controller agent applies the configuration generated by the LLM and performs a final validation
of critical experimental variables, such as resource selection, network connectivity, and testbed
compatibility. At any point, the experimenter can interact with the Controller to view, in real-time, all the
changes made to the configuration up to that moment, review them, and issue a deployment command
whenever they are ready. If any required parameters are missing or incomplete, the Controller notifies the
experimenter and prompts further interaction with the LLM to complete the configuration, as shown in
Figure 22. Once the setup is verified, the Controller is responsible for forwarding the finalised configuration
and deploying the experiment onto the infrastructure.
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Figure 22: Simple Queries to the Chatbot

Currently, the Controller is deployed and operated within the UTH infrastructure, running with the
assistance of a dedicated VM, equipped with a GPU, used for improving the inference times. The LLMs are
using the LLAMA 3.3 70B model.

5.3 Summary and Next Steps

In summary, the Al Federation Plane enables collaborative experimentation and resource sharing across
testbeds by federating MLOps workflows, models, and infrastructure. Through local orchestrators such as
Kubeflow or Airflow, each testbed can finetune global models, contribute foundational assets, and share
reusable workflows, fostering a distributed Al development environment.

Next steps involve completing the local deployments and running experiments across all participating
testbeds, followed by integrating each one of them with the global Al federation stack. AI/ML assets and
foundation models developed locally will be registered in the Global Model Registry (MLflow/MinlO) to
support reuse and cross-site collaboration. Moreover, integration testing will be conducted to validate
interactions between global and local components, ensuring functional and interoperable workflows.
Performance testing and optimisation efforts will focus on minimising latency in reading and writing in the
model registry and maximising GPU utilisation within the Supernode framework. Continuous monitoring
mechanisms will be implemented to track the health of global stack components and resource utilisation,
including CPU, GPU, and disk usage. Finally, the onboarding process for new testbeds will be streamlined
to facilitate participation in the federation.
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6 Conclusions

This deliverable, D5.2 “Testbed Interconnection and Federation - Initial”, provides a detailed account of
the work carried out in the initial deployment and integration of testbed interconnection, federation, and
Al experimentation capabilities. Through the successful alignment with the design and implementation
activities of WP3 and WP4, WP5 has laid the technical foundation for a scalable and secure experimentation
framework.

Under Task 5.2, the focus has been on integrating testbeds to ensure high-performance and secure
connectivity across both European and international sites. Testbeds already part of the GEANT
infrastructure have been integrated directly, while those external to the GEANT network have been
connected using secure VPN technologies. This deliverable provides a comprehensive description of the
integration process, including technical specifications and implementation details.

For Task 5.3, the deliverable presents the deployment of the 6G Library components, which facilitate
seamless experimentation by abstracting underlying infrastructure complexities. This includes the
deployment of the SUNRISE-6G Experimental Portal and the AF, both of which enhance the usability and
accessibility of the testbeds for researchers. Detailed technical documentation is provided, including
descriptions of the APIs used to interact with the various testbed components.

Concerning Task 5.4, the deliverable outlines the establishment of the Al experimentation plane through
the deployment of both global and local MLOps stacks. These enable distributed Al lifecycle management
and efficient utilisation of AI/ML resources across heterogeneous testbeds. The work supports the
federation of MLOps workflows and infrastructure, and this document presents the technical integration
of both local and global MLOps environments.

The next phase of the work will focus on completing the connectivity with all priority testbeds, expanding
the Experimental Portal through the AF to support the remaining testbeds, finalising the deployment of
local MLOps stacks on those testbeds, and fully integrating all sites into the global Al federation.
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D5.2 “Testbed Interconnection and Federation-Initial” SUNRISE

The End.
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