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Executive Summary

The overarching goal of the SUNRISE-6G project is to establish a pan-European 6G federated infrastructure,
in which multiple stakeholders can conduct experiments using a secure and unified interface that allows
them to request resources and run distributed applications and experimentation workflows across multiple
testbeds. In this context, SUNRISE-6G also aims to support an Artificial Intelligence (Al) federation, where
Al and Machine Learning (ML) models, as well as experimentation workflows, can be shared and developed.

Specifically, the SUNRISE-6G Al federation framework envisions the sharing and collaborative
deployment of experimentation workflows across multiple testbeds, which is currently hindered by the
existing fragmented and proprietary Al/ML approaches. Currently, most testbeds develop and deploy their
own Al models optimised for their specific network setups, often using proprietary datasets and local ML
workflows. Additionally, heterogeneity in data formats, APIs, and orchestration frameworks makes it
difficult to share or federate models. To address this, SUNRISE-6G promotes the development and sharing
of AI/ML models and workflows across all federated facilities, enabling them to collaborate and share
resources and Al models while continually improving their performance.

By facilitating Al-as-a-Service (AlaaS), along with ML Operations (MLOps) and zero-touch automation, the
SUNRISE-6G Al federation framework enables collaborative experimentation and lifecycle management of
Al assets. The SUNRISE-6G Al Federation framework will leverage the advancements in MLOps, Al
Operations (AlOps), and Foundation Models (FM) to facilitate the building of incremental repositories of
reusable Al/ML models and extracting synergistic knowledge from serving models and workflows to edge
intelligence agents.

The following aspects are addressed in this document:

e A comprehensive description of the tools and components deployed in the Al federation framework,
covering both the global MLOps stack and the local testbed implementations. This includes the
interfaces used to facilitate interaction between the components, the Al model lifecycle
management services, and the mechanisms that enable telemetry and monitoring.

e An in-depth overview of the reusable time-series foundation models developed within federation,
which are designed to support tasks such as zero-shot learning and automated modulation
classification. These models are made available for fine-tuning and domain adaptation across
various testbeds, fostering collaborative model development and experimentation.

e A presentation of the Al/ML experimentation and modelling pipelines implemented at the local
testbed level. These pipelines represent key innovations in local MLOps practices and form the
foundation for scalable, automated, and testbed-specific Al experimentation workflows within the
federated Al framework.

The deliverable is related to WP4 “Implementation of a 6G library for experimenters” and provides an initial
report on the implementation of the End-to-end (E2E) Al federation framework, whose architectural design
is detailed in D2.2 “Initial SUNRISE-6G overall architecture”.
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1 Introduction

This deliverable provides a comprehensive overview of the initial implementation of the SUNRISE-6G Al
Federation Framework, which supports the development and sharing of Al/ML models and workflows
across federated testbed infrastructures. The content of this deliverable is closely aligned with the
objectives of Work Package (WP) 4, focusing on the practical realisation of a 6G library of Al/ML reusable
models and workflows.

This deliverable receives input from WP2 and Deliverables D2.1 “Report on Requirements’ and D2.2 “Initial
SUNRISE-6G overall architecture”, where the functional requirements and the functional architecture of the
SUNRISE-6G Al federation were, respectively, detailed. The present deliverable D4.2 extends the work from
WP?2 by introducing additional functionalities in the SUNRISE-6G Al Federation architecture that support
the automation and centralised storage of experimentation data collected through Telemetry APIs, while
also introducing State-of-the-Art (SOTA) and beyond SOTA AI/ML methodologies, implemented in the
participating Al federated testbeds. Additionally, this deliverable highlights the primary innovation strands
relevant to the Al/ML experimentation workflows, which are primarily part of Task 4.3's activities.

Finally, it should be noted that this deliverable will serve as input to WP5, which will implement
mechanisms for integrating the Al plane federation across the participating experimentation testbeds.

1.1 Mapping SUNRISE-6G Outputs

The purpose of this section is to map SUNRISE-6G Grant Agreement (GA) commitments, both within the
formal Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1: Adherence to SUNRISE-6G GA Deliverable & Tasks Descriptions

SUNRISE-6G Respective
Task No. and SUNRISE-6G GA Task Description Document Justification
Title Chapter(s)
This task will implement the E2EAI Chapter 2 provides the
framework, with its key components, i.e,, (a) overall architecture of the Al
the ML Pipeline Orchestrator across federation framework and
Federated infrastructures, (b) the ML Model its components. Section 2.1
Registry and Management for collaborative covers the management of
Al models building, finetuning, storage, the ML Model Registry,
serving and lifecycle management, (c) the where models are stored,
Task 4.3 AJ- Edge Intelllgen'ce_ agent. E2ZEAI aims to versioned and served.
driven leverage on existing open-source Section 2.2 describes the
Decision techflologlesfor model deployment and model experimentation
Engine for serving such as MLFlow, Feast (Feature Chapters 2- workflows, in terms of
Intent store and serving), and Seldon. 4 automating the process of
Actuation For the ML Pipeline orchestration, E2ZEAI training, testing, fine-tuning
aims to leverage and extend the features of and optimisation. Section
the existing IBM open-source packages such 2.3 describes how the
as AutoMLPipeline, Lale, and TSML to carry Pipeline orchestrator
out the automation of ML pipeline manages MLOps workflows
construction, operation and optimization in covering data ingestion,
terms of model selection/replacement, training and model fine-
hyper-parameterization and according to tuning, as well as the
constant monitoring for model drift and integration of Kubeflow
infrastructure properties (health, capacity Pipelines (KFP), Argo
etc.). TinyML techniques will be explored for Workflows, and AutoML
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automatically replacing runtime ML models
with their compressed versions (pruning,
quantization), to maintain resilience, even
with lower inference accuracy, upon
infrastructure changes. For the Edge
Intelligent agent, E2ZEAI will build on the
Project Wisdom baseline and on ICOM -
Edge, which will be extended with support
for ML pipeline construction, and
automatically delivering infrastructure
workflows (e.g., ansible or terraform) with
zero coding efforts, based on training data
from successful experiments. Finally, the EI

libraries for hyper-
parameter optimization
(HPO).

Chapter 3 focuses on the
reuse of Al/ML assets, such
as time-series foundation
models which are key
components for model
finetuning.

Chapter 4 outlines the
Al/ML experimentation and
modeling pipelines

implemented focusing on
transfer learning, tinyML,
workload prediction and

agents are responsible for actuating the
intents by the IDLM mechanisms to match
experimental context requirements as well
as for adapting pipeline components to MLOps for Network Data
monitor model drift. This task will also Analytics Function
implement validators both for the (NWDAF).

declarative descriptors of the entire E2ZEAI
workflow and to check on the
appropriateness of the
data/model/infrastructure triples.

Deliverable Description

D4.2 ‘Initial Report on Al-driven Decision Engine’. Initial Report on Ai-driven Decision Engine for intent
actuation.

1.2 Deliverable Overview and Report Structure
The deliverable follows the following structure:

Section 2 describes the functional architecture of the SUNRISE-6G Al Federation Framework, outlining its
comprising components, their functionalities, and interfaces, as well as an extended Al architectural
paradigm for telemetry data storage and automation.

Section 3 details the suite of reusable Al/ML assets offered to the centralized components for federated
management.

Section 4 focuses on the applied experimentation pipelines developed within the federated testbeds, which
serve as the main innovation angles for the Al federation.

Finally, Section 5 concludes the deliverable with a summary of the presented material and outlines the next
steps.
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2 Al Federation Framework Tools

The SUNRISE-6G Al federation framework builds upon the principles of MLOps and AlOps to deliver a
centralised MLOps stack that supports the development, sharing, and delivery of joint Al/ML models and
experimentation workflows, spanning multiple federated testbeds that interface with the centralised (i.e.,
global) stack via their local MLOps deployments. The Al Federation framework, thus, provides
functionalities for transfer, federated and continual learning.

77 Experimenter -
- - - - - ---=-=- = - - - - = ~ g oo T T T ~
f Model registry i | Model Experimentation |
|
| : |
I Log/Retrzue Log Satrizve | Experiment Tracker |
| artifacts Modeis | ¢
| Model Registry | «—— Artifact storage Li—'pl |
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* _— — 4 b )
B3 Testhed =t S -
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Figure 1: SUNRISE-6G Al Federation Framework

The architecture of the Al federation framework is designed to support experiment-driven Al/ML models
and workflows through two main centralised components, as shown in Figure 1 and detailed in D2.2, “Initial
SUNRISE-6G overall architecture,” which jointly constitute the so-called global MLOps stack.

e Model Registry module, which handles the versioning and storage of models and artefacts, and
e Model Experimentation, which facilitates the serving and monitoring of model workflows.

There are two main user types that can interface with the Al federation framework:

1. An Experimenter who interfaces with the global MLOps stack to register and fetch ML models and
also trigger experimentation workflows

2. A Model Designer (described in Section 2.3.1), who interacts with the local MLOps stack, where
she can create parameterised ML-related workflow templates.

2.1 Model Registry
2.1.1 Overview

The Model Registry module consists of two submodules. Namely:

©OSUNRISE-6G Page | 10
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e MLFlow Model Registry, which manages the metadata and lifecycle of ML models (e.g., foundation
time-series models), including versioning, stage transitions, lineage, tagging and annotations. It
provides a centralised catalogue for tracking registered models and their deployment status.

o Artefact Storage (Minl0O), which acts as a centralised repository responsible for binary artefacts,
datasets, and pipeline outputs referenced by MLflow. It acts as a backend storage for ML
experiments, enabling reproducibility.

2.1.2 Implementation
2.1.2.1 MLFlow Model Registry

For the centralised ML Model Registry, MLFlow’s Model Registry is deployed. The MLFlow Model Registry
module enables functionalities related to searching, registering, and loading pre-trained models and
experiments. Trained models can include time-series prediction models and Foundation Modes (TS-specific
or other). The information kept within the MLFLow Model Registry can consist of the following:

e Model metadata, including model name, descriptions and annotations, model tags (key-value
pairs), model creation time and model schema (input and output schema).

e Model versioning. Each registered model can have one or many versions. For every re-run of the
same registered model, the model version increments its number by 1.

e Model aliasing, which provides a flexible way to create named references for particular model
versions.

e Model lineage, indicating which MLflow experiment and run produced the model.

By default, the MLflow Model Registry stores run artefacts (such as models, metrics, and parameters) in a
directory called mliruns, located in the (local) working directory, where the MLflow tracking server runs. To
facilitate the requirement for a centralised and federated catalogue of ML artefacts, the MLFlow Model
Registry will be bundled with MinlO Object Storage to handle all metadata and artefacts.

Figure 2 depicts a sequence diagram in which the Experimenter searches for either pre-trained models or
experiments by requesting the MLFlow Model Registry. The selected model is fetched from the MinlO, and
after finetuning the pretrained model on the local testbed, using locally available datasets, the Experimenter
finally registers the finetuned model back to the MFLow Model Registry.

©OSUNRISE-6G Page | 11
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Artefact storage serves the purpose of storing all essential components, by products, data, serialised models,
metadata and artefacts generated throughout the ML lifecycle, thereby facilitating experiment tracking,
version control and collaboration between multiple teams. Here, the MinlO Object storage will be deployed.
MinlO is a cloud-native object store built to run on any infrastructure - public, private or edge clouds. Its
primary use cases include data lakes, databases, Al/ML, SaaS applications and fast backup and recovery.

2.1.3 Interfaces

In the Al federation framework, the primary functionalities of the MLFlow Model Registry involve
registering, searching, and retrieving ML models. The MLflow REST API allows you to create, list, and get
experiments, runs, models, and log parameters, metrics, and artefacts. The API is hosted under the /API

©OSUNRISE-6G

Page | 12




D4.2 “Initial report on Al-Driven Decision Engine” SUNRISE

route on the MLflow tracking server. A complete list of the MLFlow REST API can be found here:
https://mlflow.org/docs/latest/rest-api.html.

In Table 2, the interfaces for registration, search, and loading data, along with a few CRUD operations, are
presented.

Table 2: REST-API interfaces of the MLFlow Model Registry

REST . N
e Sy—

POST /api/2.0/mlflow/registered- | ® name(str) Registers a new ML model in the
models/create e description(str) [registry.

POST /api/2.0/mlflow/registered- | o filter(str) Searches for registered models in
models/search e max _results(int) [the MLFlow registry.

/api/2.0/mlflow/registered-

GET models/get?name=my- Fetches a specific registered model

model-name by name.
/api/2.0/mlflow/registered- | ® name(str) Updates metadata for a registered
UPDATE o
models/update e description(str) |model
DELETE /api/2.0 /mlflow/registered- e name(str) Deletes a registered ML model by
models/delete name.
/api/2.0/mlflow/model- . s
GET versions/search?name=my- Fetches all versions for a specified

registered model.
model-name 8

MinlIO Object Storage offers several interfaces, including a Command-Line Interface (CLI), a web-based
console, Software Development Kits (SDKs) in multiple programming languages (Go, Python, .NET, Java,
JavaScript, and Haskell), and REST APIs. MinlO is compatible with Amazon Web Services (AWS) S3, meaning
it exposes an API that allows users to interact with storage buckets and objects. A full list of the S3 APIs
supported by MinlO Object Storage can be found here:

https://min.io/docs/minio/linux/reference/s3-api-compatibility.html.

However, MinlO strongly recommends using an S3-compatible SDK to perform object storage operations.

Thus, Table 3 presents some of the supported Python methods for interacting with MinlO buckets and
objects. The full list of supported Python methods is available here:

https://min.io/docs/minio/linux/developers/python/APLhtml.

Table 3: Python-API interfaces of the MinlO Object Storage

Python Method Parameters Description
make_bucket e bucket_name(str) Create a new bucket.
list_buckets List information of all accessible buckets.
remove_bucket e bucket_name(str) Delete a bucket.

e bucket_name(str)
list_objects o prefix(str) List all objects in a bucket.

e recursive(bool)

©OSUNRISE-6G Page | 13
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e start_after(str)

bucket_name(str)
object_name(str)
file_path(str)
version_id(str)

fget_object Download the data of an object to a file.

bucket_name(str)
fput_object e object_name(str) Upload data from a file to an object in a bucket.
file_path(str)

e bucket_name(str)
put_object e object_name(str) Upload data from a stream to an objectin a
- e data(object) bucket.
e length(int)

bucket_name(str)
remove_object e object_name(str) Remove an object.
e version_id(str)

2.2 Model Experimentation

2.2.1 Overview

The Model Experimentation module allows for the registration of high-level workflow templates
(dockerised components as building blocks/yaml/manifest files) and receives as output either the optimal
model or optimal ML pipeline. Here, only the workflow is transferred and exchanged, therefore the optimal
model could be re-created by applying this downloaded workflow with the local data from the testbed.

2.2.2 Implementation

The Model Experimentation module enables:

(i) access to pre-trained models;
(ii) the deployment of remote Al/ML experiments, leveraging computational resources offered by
SUNRISE-6G testbeds termed as “Supernodes”.

The Model Experimentation consists of the following modules:

o Experiment Tracker (i.e. MLflow Tracking) to track and compare experiments across testbeds.
The MLFlow Tracking coordinates and tracks the execution of ML experiments, including
hyperparameter tuning and pipeline steps. It also sends outputs to both Model Serving for inference
and Workflow Serving for packaging reusable workflows.

e Model Serving (such as KFServing, Seldon Core, HTTP.jl) manages deployment configurations.
Model Serving hosts and exposes trained models as live inference endpoints within an MLOps
ecosystem, managing their deployment. Model Serving components can be set up easily for Python
deployments with KFServing, FastAPI, Tensorflow Serving, Seldon Core, etc. The choice of model
server to use depends mainly on the following considerations:

o Which ML frameworks are being utilised (SKLearn!, Tensorflow?, Pytorch3, XGBoost?,
ONNXGS, etc),

1 https://scikit-learn.org/stable,

2 https://www.tensorflow.org/

3 https://pytorch.org/

4 https://xgboost.readthedocs.io/en/release 3.0.0
5 https://onnx.ai
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o How to ship and load the serialised model file (dill, hdf5, joblib, pickle, ONNX, PMML, POJO,
M0]J0),

o the degree of scalability, throughput, and latency,

o How flexible is the deployment (rollback, versioning, canary/shadow deployment),

o How easily accessible is the deployment to regular users.

With these considerations in mind, the combination of both KFServingé (KServe) and Seldon Core”
covers most of the requirements for effective ML deployments in SUNRISE-6G. For most of python
ML frameworks, both solutions can be used especially Seldon Core, which can handle scaling of
thousands of production ML models with support to advanced metrics, explainers, outlier detectors,
canaries, etc. On the other hand, KFServing provides a Kubernetes Custom Resource Definition
(CRD) for serving ML models on arbitrary frameworks. It supports high abstraction interfaces for
common Python ML frameworks, as well as ONNX and OpenAl specifications for generative models.
KFServing supports cutting-edge serving features such as GPU Autoscaling, pre/post processing
explainability, Canary roll-outs, etc. KFServing will be the default ML model server because it can
easily access and deploy the MLFlow trained model by specifying in the Inference Service.yaml
deployment the URI of the MLFlow experiment pointing to the location of artefacts in Minio object
store.

For ML deployments written in high-performance just-in-time compiler Julia language, SUNRISE-
6G will use HTTP.jl to develop a REST API wrapper for training, prediction, serialisation, model
serving and deployment.

e Workflow Serving (Argo Workflows, KubeFlow?) registers and exposes reusable AI/ML
workflows (e.g., preprocessing or training pipelines) defined via templates (dockerised
components). It allows experimenters to download or trigger pre-defined workflows on testbeds or
their local environments.

Figure 3 presents the Model Experimentation workflow, where an Experimenter provides a high-level
workflow template with dockerised components as building blocks, to receive either the optimal model
or the optimal pre-processing pipeline as output.

6 https://www.kubeflow.org/docs/external-add-ons/kserve/introduction
7 https://www.seldon.io/

8 https://argoproj.github.io/workflows

9 https://www.kubeflow.org
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Figure 3: Model Experimentation Workflow

2.2.3 Interfaces

Developing optimal ML pipelines involves high-level interactivity with the cluster, assuming the model
designer has full access to the Kubernetes Cluster using the provided CLI tools, such as kubectl and argo, in
addition to the REST AP], as presented in Table 4. It shall be noted that most programming languages (e.g.,
Python, Java, Go, etc.) have client libraries to interact with the Kubernetes cluster for programmatic access
to the API. More REST APIs can be found in the documentation of KServe, Argo Workflow, and Seldon Core.

Table 4: CLI Tools / APIs to interact with the Kubernetes Cluster

CLI Tool /API Command Body/Parameter Description

. Organise and isolate a group of
CLI: kubectl  |create namespace namespace_name & o a sroup
resources within a single cluster.
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deploy the mlflow trained model
CLI: kubectl apply -f inference_service_yaml_file into KServe or Seldon Core as
' PPy - -yami indicated in the URI of the yaml
file.

. The /infer endpoint performs
HTTP: KServe POST /v2/models/<model_name>[/velinference on a model. The
Inference . . . : -

rsions/<model_version>]/infer [response is the prediction result.

_ per-model endpoint that returns
HTTP: KServe GET /v2/models/<model_name>[/ve|details about the model passed in
Model Metadata : .

rsions/<model_version>] the path.
Indicates if a specific model is
HTTP: KServe GET /v2/models/<model_name>[/ve|ready for inference. The model’s
Model ready rsions/<model_version>]/ready [name and (optionally) version
must be available in the URL.
HTTP: Seldon GET /namespaces/{namespace}/seld|Read the specified Seldon
Core Metadata ondeployments/{name} Deployment.
HTTP: Seldon POST /namespaces/{namespace}/seld Create a Seldon Deployment.
Core Inference ondeployments
areo workflow template vaml fi Store a workflow template in the
CLI: argo template create e 80- -remplate yamitl juster to be referenced later for
deployment.
--from workflow_template_name Deploy an Argo workflow p.1pe11ne
. based on a template, replacing the
CLI: argo submit -p parameterl=valuel -p
default values of the parameters
parameter2=value2 ... o .
indicated in the arguments.

2.3 Local Pipeline Orchestration

2.3.1 Overview

The Pipeline Orchestration component is part of the local testbed’s MLOps stack and is involved with
managing all steps and processes within the local MLOps workflow pipelines. In SUNRISE-6G, each testbed
deploys its own pipeline orchestrator, such as KFP, MLFlow, or Argo Workflows, and integrates its own HPO
components, including Katib, Optuna, or AutoML libraries, to optimise pipeline structures and
hyperparameters. For every ML pipeline, the core steps include the following (as depicted in Figure 1):

1. "Load/Ingest Data"

2. "Training".
The finetuning step is also critical for enabling transfer learning and federated learning across the Al
federation plane, by adapting pre-trained models from the centralised ML Registry to local datasets or tasks.

The following section details the implementation of the two main MLOps stacks used in the Al framework
federation:

1. Kubeflow, deployed at the KUL/ICOM testbed,
2. Argo Workflows, deployed at the ISI/IBM testbed.
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2.3.2 Implementation
2.3.2.1 Kubeflow

Kubeflow is an open-source ML toolkit designed to simplify the deployment, orchestration, and
management of ML workflows in Kubernetes. It enables automation of key stages of the ML lifecycle by
creating complex pipelines, including data pre-processing, model training?9, hyperparameter tuning, model
evaluation and serving. KFP allows for versioned and reproducible workflows, while tools like Katib
support automated experimentation and optimisation. Additionally, Kubeflow makes it easy to deploy
models to production with minimal manual intervention and monitor performance over time. Finally, it is
compatible with various ML tools and frameworks, including MLflow.

Figure 4 presents the Kubeflow environment, through which a user can create/view notebooks, pipelines
as well as run an experiment. More specifically, with Kubeflow Notebooks, users can launch web-based
development environments such as JupyterLab, Visual Studio Code!!, and RStudio!? directly inside
Kubernetes pods. These notebooks can be created using custom or prebuilt Docker images that include the
necessary ML packages, and users can configure resources such as CPU, RAM, workspace volume, and GPU
during setup.

:f; Kubeflow @ admin (omner) = o

Dashboard Activity

Home

Quick shortcuts Recent Notebooks Documentation
g it oo fmmot g
4 S peinene et B o bt i sty n e persrs
b B o Gt e et et o v et st 3
ts components
4 Y?TKalibExpemmems g Fll-ur?ffpm?m?”‘n'?fs.v__ )
B e

Recent Pipelines
-3 logging-workflow-to-miflow
reated 3/6/20 43 PM
- rrlllluw—tzfl .
- miflow-pipeline
eated 2/26/2025
o house-prices-pipeline
reated 12/16/2024, 4:15:22 PM

of  simple-pipeline
eated 12/16/202

Figure 4: Kubeflow Dashboard

Once development is complete, users can transition to KFP component, which defines end-to-end ML
workflows as Directed Acyclic Graphs (DAGs) composed of containerised components. Each component
(such as data preprocessing, model training, or evaluation) is encapsulated in its own Docker image and
clearly defines its inputs and outputs. Kubeflow supports easy experimentation, reusability of components,
and seamless orchestration of complex workflows. Figure 5 illustrates an example of the steps that make
up a Kubeflow pipeline as displayed in the Kubeflow web UI.

10 https://jupyter.org
11 https://code.visualstudio.com
12 https://posit.co/products/open-source/rstudio
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Figure 5: Example of a Kubeflow Pipeline

The successful deployment of Kubeflow requires a functioning Kubernetes cluster. At its core, the Python
SDK and DSL compiler allow users to define pipelines programmatically, which are then managed by the
Pipeline Service. Argo Workflows serves as the orchestration controller, coordinating the execution of tasks
as Kubernetes resources. Pipeline metadata is stored in a MySQL database, while artefacts such as models
and logs are saved in MinlO. For the SUNRISE-6G project, Kubeflow’s version 1.8 has been deployed in the
ICOM/KUL testbed.

2.3.2.2 Argo Workflows

Argo Workflows is an open-source container-native workflow engine designed for orchestrating parallel
jobs on Kubernetes. It enables users to define workflows as DAGs of tasks, where each task is executed in a
separate container. This makes it especially well-suited for ML pipelines, CI/CD processes, and data
processing tasks. Workflows are defined using YAML manifests, which specify the sequence and
dependencies of tasks, resources, and execution logic. Argo leverages Kubernetes’ scalability and isolation,
making it a powerful tool for running complex workflows in a cloud-native environment.

The main components of Argo Workflows include the Workflow Controller, which manages the lifecycle
and execution of workflows; the Workflow CRD (Custom Resource Definition), which defines the
structure and specifications of each workflow; and the Argo CLI and Ul, which provide interfaces for
submitting, managing, and visualizing workflows. Additionally, Argo supports workflow templates,
artefacts for sharing data between tasks, and parameterisation for reusability and dynamic execution. These
components work together to deliver a robust, scalable, and declarative workflow orchestration solution
within Kubernetes ecosystems.

As previously described and depicted in Figure 1, the model designer’s main role is to hide the complexity
of ML modelling by creating a parameterised workflow template consisting of data mining or ML steps to
search for an optimised model for any given dataset. Since each step relies on a dockerised image designed
to perform certain ML operations, the model designer may need to create a customised docker image to fill
in the missing step or add a wrapper API to an existing dockerised solution so that the said solution can
seamlessly integrate and be part of the AIOPs/MLOps workflow. It is essential for the model designer to
have a comprehensive understanding of the interactions between the various components in a Kubernetes
cluster and be familiar with the appropriate CLI/API to extract the necessary data for training a model to
perform inference and detect anomalies.
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Figure 6 presents an illustration of a typical Argo Workflow deployment using a template that performs
AutoML task for time series regression [1] [2]. The experimenter has only to indicate the dataset to use, the
prediction type, the number of workers for parallel search, and the workflow template to use. The rest of
the steps and their complexities are hidden from the experimenter so that the experimenter can focus on
the application aspect of the model to make decisions when there is an anomaly, which happens when the
prediction of the trained model is way off from the actual value of the metric.

argo -n argo submit \
—-—from clusterworkflowtemplate/bicomplex-amlp-template \
-p workers=3 -p input=CPU.csv \
-p predictiontype=regression
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Figure 6: Illustration of a Typical Argo Workflow

For workflows that rely on a time-series foundation model supporting zero-shot learning, creating a
shareable template will be significantly simpler, as no ML training is required. The decision whether to use
zero-shot learning models or traditional ML models will depend on the performance of the model during
the actual deployment.

2.3.3 Interfaces

Table 5 presents some of the available Argo Workflows interfaces.
Table 5: Argo Workflows Interfaces

CLI TOOL/REST Command/

API Endpoint Body/Parameter Description
template argo_workflow_template_ |Store a workflow template in the cluster to
CLI: argo '
create yaml_file be referenced later for deployment.
--from Dl
' workflow template_name Deploy argo wor.kﬂow pipeline based on a
CLI: argo submit template, replacing the default values of the
-p parameterl=valuel -p L .
parameters indicated in the arguments
parameter2=valueZ2 ...
HTTP: Argo POST /api/v1/cluster- store a workflow template into the cluster to
template store workflow-templates be referenced later for deployment
HTTP: Argo GET /api/v1/cluster- list of workflow templates
template query workflow-templates
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HTTP: Argo /api/v1/cluster- deploy workflow template specified in
template deploy GET workflow- {name}
templates/{name}

In addition, MLFlow is integrated with Kubeflow at the component level. In particular, MLFlow’s Python
SDK is used within a Kubeflow pipeline step (defined in a Jupyter notebook running in the Kubeflow
environment). This allows models trained as part of Kubeflow pipelines to be logged, tracked and registered
in MLFlow’s experiment tracking and model registry. The MLFlow Tracking Server is reachable from the
Kubeflow environment, enabling a seamless interface between the two platforms.

Thus, Table 6 presents some of the supported Python methods for interacting with MLFlow. The full list of
supported Python methods is available here:

https://MLFlow.org/docs/latest/api reference/python api/index.html.

Table 6: MLFlow Python API

Python Method Parameters Description

Set the Mlflow tracking server URI to
point to the deployed Mlflow server.

Set the given experiment as the active
experiment. The experiment must either
be specified by name via
experiment_name or by ID via
experiment_id.

set_tracking_uri e uri(Union[str, pathlib.Path])

e experiment_name(Optional[str]

set_experiment . . )
-exp e experiment_id(Optional[str]

set_experiment_ta [ e Kkey(str)

Set a tag on the current experiment.
g e value(Any) & P

«  run_id(Optional[str] Start a new MLflow run, setting it as the

start_run . i t id(Optionallst active run under which metrics and
experiment_id(Optional[str] parameters will be logged.
Set a tag under the current run. If no run
o key(str) . . . .
set_tag is active, this method will create a new
e value(Any) .
active run.
e model_input(Any) Infer an MLflow model signature from
models.infer_sign | e model_output(MlflowInferableDatas [the training data (input), model
ature et) predictions (output) and parameters
e params(Optional[dict]) (for inference).

Log a batch of params for the current
log_params e params(dict) run. If no run is active, this method will
create a new active run.

Log multiple metrics for the current run.
log_metrics e metrics(dict) If no run is active, this method will
create a new active run.

o xgb_model(XGBoost model)
xgboost.log_mode | artifact_path(str) Log an XGBoost model as an MLflow

| e input_example(Union[pandas.coref [artifactfor the currentrun.

rame.DataFrame, numpy.ndarray,
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dict, list, csr_matrix, csc_matrix, str,
bytes, tuple])
e registered_model_name(str)

Create a new model version in model
registry for the model files specified by
model_uri.

e model_uri(URI)

register_model
& - e name(str)

2.4 Al Federation Paradigm for Telemetry Support
2.4.1 Overview

As described in Section 1, the SUNRISE-6G Al Federation framework aims to support the automation and
centralised storage of experimentation data collected through Telemetry APIs. This telemetry data will be
collected by Prometheus and Thanos sidecars (Figure 7) from the Kubernetes infrastructure, covering both
hardware and software components. Thanos telemetry refers to the collection of operational metrics and
performance data from the Thanos system, a highly available, long-term storage and querying layer for
Prometheus. Thanos gathers information such as query latency, data ingestion rates, component health, and
storage usage across the distributed Thanos architecture. This telemetry enables observability into
Thanos's internal processes, helping operators monitor system behaviour, detect anomalies, and optimise
resource usage for large-scale Prometheus deployments.

Telemetry data are TS data consisting of logs, events, and metrics to monitor the health, performance, and
behaviour of the cluster. The most common telemetries include CPU and memory requests/limits,
nodes/pods status, network 1/0, pod scheduling attempts/retries, etc. Monitoring CPU/memory requests
help ensure that containers get the correct number of resources they need to run properly. On the other
hand, monitoring CPU/memory limit helps avoid any single container consuming all the resources on a
particular node which may affect the stability of other containers running in the same node. In addition,
monitoring CPU/memory usage helps in the decision whether to horizontally scale up or scale down. For
network [/0, monitoring this metric helps diagnose issues causing network latency and identify potential
bottlenecks.
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Figure 7: Telemetry Support in Al Federation Framework
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By leveraging on Thanos to perform aggregated queries across SUNRISE-6G Federated testbeds, the model
designer can use PromQL which the Thanos Querier supports to extract a range of time-series data such as
CPU usage across testbeds and use this data as input to the MLOps workflow for regression or classification
or anomaly detection using a certain workflow template. By having an optimal model that can predict
CPU/memory usage for each node across testbeds, its predictions can be used to load-balance future
workloads across testbeds.

2.4.2 Implementation

While Prometheus is a popular choice for collecting metrics in a local Kubernetes cluster, it is not designed
to store its data persistently or scale it across different testbed clusters for the distributed collection of
metrics. This distributed collection supporting global queries are useful for load balancing to exploit
clusters that are underutilised or match workloads to clusters with GPU resources.

To address these shortcomings, Thanos main component is deployed as a sidecar on top of Prometheus
extending the latter’s capabilities to support scalable persistent storage, global queries, as well as robust
and resilient metrics collection. Thanos implementation uses a single binary supporting the following
components:

e Sidecar: This component runs together with the Prometheus instance, collecting metrics to the
object store and making Prometheus a part of the Thanos architecture.

e Querier: This componentis responsible for data aggregation across multiple Prometheus instances
and other Thanos components to provide a unified view of the collected metrics.

e Store Gateway: This component retrieves older metrics from the object store to support queries
that combine with what Prometheus retains locally.

e Compactor: This component enhances query performance and storage efficiency by downsampling
and compacting stored metrics after a specified period.

e Ruler: This component adheres to Prometheus-style recording and alerting rules, while also
supporting historical data to enable alerts on long-term trends.

These distributed metrics across different testbeds are tracked to monitor both the status of hardware
(CPU, memory, etc) and services being deployed during experiment to make automated decisions in
workload scaling and management, model (re)training and (re)deployment based on the occurrence of
model or data drift as detected by AIOps/MLOps monitoring system. Table 7 presents some of the available
interfaces of Thanos Queries.

Table 7: Interfaces of Thanos Queries

CLI Command/ o
Tool/REST Body/Parameter Description

Method Endpoint

uer op(time_series_metrics[time_|Evaluate op (rate, sum, count) of time series
thanos ([1< ﬂays>] range]{filter1=valuel, metric filtered by valuel, value2,... over the
& filter2=value2,...})[duration] |duration of time.
query=<string>: prometheus expression query
. string.
/api/vl/query
HTTP GET . start: unix timestamp
/api/v1l/query_range
end: unix timestamp
query=<string>: prometheus expression query
. string.
HTTP POST /api/vl/query i
. start: unix timestamp
/api/vl/query_range
end: unix timestamp
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3 Reusable AI/ML Assets and Foundation Models

The SUNRISE-6G Al Federation framework supports federated management of AI/ML assets, via the
development of incremental repositories of reusable models and the support for finetuning and domain
adaptation.

The relevance of time series analysis in the context of SUNRISE-6G Al Federation infrastructure lies in its
ability to capture temporal dependencies and trends of both hardware and software services utilisation
which are important for tasks covering forecasting (e.g. demand, workload, traffic, etc.) and anomaly
detection (network latencies, CPU/memory usage, model drift, etc.). While many of the traditional methods
for time series analysis such as AutoRegressive Integrated Moving Average (ARIMA) [3], moving average
(MA), Support Vector Machines (SVMs) [4], Random Forests (RF) [5], Gradient Boosting Machines (GBMs)
[6], Artificial Neural Networks (ANN) [7], Recurrent Neural Networks (RNN) [8], etc., have been successful
in many previous application domains, they lack the ability to perform zero-shot or transfer learning which
are becoming a necessity in the context of cloud computing, where the volume and dimension of time series
data to be processed are relatively high and dynamically changing. Traditional methods rely on individual
time-series for training, which have limited capacity to scale up because of their inherent shortcomings of
not being able to generalise on varying temporal patterns and resolutions particularly in large volumes of
heterogenous time series datasets [9].

Onerecent developmentin time series forecasting relies on the Transformer-based technology with notable
models such as PatchTST [10], Autoformer [11], and Fedformer [12] demonstrating significant
improvements from the traditional statistical and ML techniques. In addition, MLP-mixer-based
architectures, such as TSMixer [13] and TimeMixer [14], have shown competitive results with their
transformer counterparts at a significantly reduced computational time.

Another recent development in time series applications is inspired by the remarkable success in the
application of Large Language Foundation Models (LLMs) in Natural Language Processing (NLP) and
Computer Vision (CV). One angle of research is to pre-train a foundation model (FM) from scratch using a
large collection of time series data. Pioneering efforts have been initiated by TimeGPT [15] and TimesFM
[16]. Another angle of research is anchored in the strong generalisation ability of LLMs in various
downstream tasks, such as zero- or few-shot learning for prediction and anomaly detection, transfer
learning, and explainability. Several massive pre-trained models for time series with strong benchmark
results in zero-shot learning include Chronos [17], Moirai [18], Lag-llama [19], Moment [20], TimesFM [16],
LLM-time [21], Time-LLM [22], and GPT4TS [23]. These large pre-trained TSFMs (Time Series Foundation
Models) demand extremely high computing resources, paving the way for the development of relatively
small language models that are cost-effective for real-world industrial deployments. Both angles of research
are useful to the goal of having a unified architecture that consumes large datasets with powerful
generalization, prediction, and explanation abilities.

3.1.1 Time-Series Foundation Models
3.1.1.1 Zero-shot learning for TS Prediction

One major challenge in dealing with real-time data collected from the telemetry of Kubernetes clusters in
the SUNRISE-6G testbeds is the speed of execution of the chosen model, which is crucial for making timely
predictions. A typical approach using traditional models is to train and optimise the parameters of the ML
model, including its pre-processing pipeline, and then deploy this trained model to predict resource
utilisation and detect anomalies in the SUNRISE-6G testbed clusters. Since data may drift due to changes in
the environment, the trained model may need to be retrained to minimise false predictions after a specific
period of time to adapt to these changes. The retraining will involve the collection of new baseline data that
may require manual intervention and repetitions of the training process, which may take time and cause
delays affecting timely predictions of the streaming time series data.

Recently, a more promising approach is relying on TSFM (Time Series Foundation Model) variants that have
been trained on large and heterogeneous timeseries datasets, exploiting their generalisation capability for
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zero-shot learning. However, some of the major issues with using any of these variants are the high
computational costs and slow speed of execution to perform inference with respect to the volume of time
series data in real-time applications. With these issues in mind, IBM introduced Tiny Time Mixers (TTM)
[24] which is a compact model starting around 1M parameters with zero shot learning capabilities
exclusively trained using public datasets. TTM outperforms many SOTA FMs in zero shot forecasting with
significant reduction of inference time. Moreover, its lightweight architecture allows it to run in CPU-only
machines without significant slowdown in its performance and makes it deployable to infrastructures with
limited resources.

Multi-resolution Pretraining data
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Figure 8: TTM Architecture Overview

Figure 8 summarizes the main architecture and features of TTM. One major design of TTM is to perform
multivariate forecasting across different channels of a time-series dataset. TTM follows a multi-level
architecture composed of four components:

1. TTM Backbone;
2. TTM Decoder;

3. Forecast Head;

4. Exogenous Mixer.

The TTM Backbone is derived from the building blocks of TSMixer [13]. The TTM Decoder is similar to the
TTM backbone but 10-20% smaller in size. The Forecast Head is a linear head for producing forecast output,
while the Exogenous Mixer is used to fuse exogenous data into the forecasting process.

The pre-processing in Figure 8 (a) starts with the normalisation of the time series data and subsequently
pacthed into non-overlapping windows and sent to the TTM Backbone as shown in Figure 8 (b). Patching is
employed to preserve local semantic information to accommodate a longer history and reduce computation
time. In order for TTM to have generalisation capability across a wide range of datasets with varying
resolution yet having an extremely small model, the following enhancements have been employed from the
TSMixer backbone:

1. Adaptive patching;
2. Augmentation via diverse resolution sampling;
3. Resolution prefix tuning.
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More details of these enhancements can be found in the paper [24]. The Exogenous mixer block in Figure 8
(c) replaces the forecast values of the exogenous variables by their true values which are known in
advanced. The inter-channel lagged correlations are computed by patching the exogenous variables into a
series of overlapped windows and sent to the TSMixer for channel mixing.

The zero shot (ZS) performance of TTM has been compared with SOTA pre-trained models such as
TimesFM, Moirai, Lag-Llama, Chornos, and LLMTime. Using datasets such as ETT,Weather, Electricity,
Traffic, Bike Sharing, Carbon Capture Plant, etc, TTM zero shots results consistently outperform the full shot
results of SOTA models with TTM having the lowest inference time and memory usage. More detailed
benchmark discussion and results can be found in [24].

3.1.1.2 Automated Modulation Classifier

The technological evolution towards 6G mobile networks marks a transformative shift in wireless
communications, characterised by ultra-dense deployments and pervasive integration of Al [25]. A key
challenge to address is the use of multiple frequency bands and a diverse set of numerologies and
modulation schemes at the physical layer. This complexity heightens the importance of Automated
Modulation Classification (AMC), which is essential for enabling intelligent signal interpretation and
adaptive communication strategies [26, 27]. Advanced sensing and low-overhead control solutions will be
needed to allocate resources in such distributed networks optimally. Accurate classification of modulation
and other physical configurations will be required to minimize overhead and reduce losses caused by late
modulation and coding adaptation.

KUL has developed a foundational modulation classifier, leveraging time-domain feature extraction from
sequential IQ signal processing through a ResNet (Residual Network) ML model. Residual learning involves
incorporating "skip connections" or shortcuts that allow the input to bypass one or more layers, enabling
the network to learn residual functions rather than direct mappings. This design facilitates the training of
deeper networks (large features or long sequence dependencies) by addressing challenges like vanishing
gradients across deep-layer architectures. For the AMC task, the ResNet processes IQ samples in parallel
rather than sequentially, functioning as a parallel feature extractor. This is performed to reduce the large
sequence processing of the 1Q stream by a deep layer model and maximise the model performance and
possibility for future distributed processing. Figure 9 shows the baseline ResNet model architecture
parallelised for the AMC task.
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Figure 9: Parallelised ResNet model for AMC

The input layer of the model receives N complex samples, which are represented as N X 2 real-valued
samples, corresponding to the in-phase (I) and quadrature (Q) components, buffered in parallel. Therefore,
the ResNet model performs the AMC classification task on individual frames, where each frame is
represented as a matrix R of N rows and 2 columns corresponding to the I, and Q components, respectively.
This is required to accurately determine the corresponding modulation by analysing multiple samples of
the same subset of possible symbols in the constellation for a certain frame.
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Following the input layer, the second block of the ResNet model comprises a dedicated feature extraction
section (green block in Figure 9), which includes several residual stacks. These stacks are responsible for
converting the received 1Q samples into feature representations. The number of residual stacks is a
configurable design parameter, with each stack containing 32 filters and a (3,1) kernel.

After the feature extraction, the third block, known as the decision layer (orange block in Figure 9),
generates a soft decision. This soft decision represents the probability assigned by the decision layer for
identifying the modulation used in the input IQ samples. The decision layer consists of two dense layers,
each containing 128 neurons, followed by a final dense layer with six neurons, corresponding to the number
of modulations under consideration. The exit layer will then perform the final modulation classification,
considering the modulation with the highest estimated probability. This layer determines the transmitted
modulation 7 from the set of known modulations M by analyzing the estimated probability using a
Maximum A Posteriori (MAP) criterion:

m= argrrrl;lglal(P (m|R) (1

For training the ResNet based AMC model, it is assumed a scenario where a transmitter sends a modulated
signal s(t) through a flat fading channel h(t), which includes attenuation and additive white noise v(t). The
modulation format m used by the transmitter for a given sequence is selected from a predefined set of
known modulations M. Upon reception, the continuous signal r(t), as shown in Equation 2, is converted into
discrete In-phase/Quadrature (IQ) samples to be buffered and feed in batches of size N at the input layer.
During each frame of size N the modulation scheme remains constant.

r(t) =s(t) X h(t) + v(t) (2)

Preliminary results on a subset M = {BPSK , QPSK, PSK8, PAM4, QAM16, QAM64}, from the digital
modulation techniques considered in RML-22 (Radio Modulation Learning) synthetic dataset [28], show a
classification accuracy of 87% for SNRs above 10 dB. In the range of 7 to 20 dB, the model accuracy is
approximately 85%.

3.1.1.3 MLOps for Experiment Description Creation

Towards lowering the barrier for new users to experiment with the SUNRISE-6G and SLICES-RI
infrastructures, Al tools are being integrated to support experimenters and new users in getting started
with the experimentation process. In this section, we provide details on one of the LLMs being used for this
purpose and explain how it operates to recommend resources for users based on their needs or assist them
in conducting their experiments simply by conversing with a chatbot agent. The LLM that is described is
being developed over the SLICES-RI testbeds and will be used in the final chatbot interface of SUNRISE-6G.
After users interact with the central SUNRISE-6G chatbot, their experimentation intent will be routed to the
SLICES-RI local experimentation agent to create an experiment compatible with the SLICES-RI
infrastructure.

LLM based chatbot - slAlces

The resources offered by SLICES-RI are defined based on thought experiments, spanning a wide range of
programmable infrastructure, including Open-RAN and beyond 5G networks, as well as edge and High-
Performance Computing (HPC) and IoT. However, retrieving documentation needed for bootstrapping the
experimentation process, as well as identifying the appropriate resources in such complex environments,
can be a very tedious task, especially for new users of the RI that are not yet familiar with the specific
methodologies that need to be followed to get started with the experimentation process.

To this aim, tools that increase the user-friendly interface for on-boarding users with the facilities are
needed to increase the attractiveness and overall usability of the RI. Generative Al and Large Language
Models (LLMs) have emerged as tools able to simplify the creation of human interpretable content based
on knowledge that they have access. Based on their training, such models can create content by combining
knowledge from multiple sources, including even automatic code generation, that can be used in the context
of user support for Rls.
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In this context, slAlces is being created and further tuned, to provide an LLM-based experimentation agent
for lowering the barrier for new users experimenting with the SLICES-RI infrastructure. The agent has been
using the well-established Generating Pre-trained Transformer (GPT) 4 model and is currently switched to
a self-hosted LLAMA instance. It can create outputs and configurations necessary for accessing the
infrastructure, including selecting the most suitable hardware nodes based on the type of experiment users
need to conduct, while receiving input from the respective documentation of each testbed (including
hardware capabilities, supported experiment types, etc.). Hereunder, we present the architecture, design
choices, lessons learned so far and recommendations from the development and the model training process,
which will be offered for SUNRISE-6G experimenters using the SLICES-RI infrastructure.

LLM Architecture and Configuration

To design the agent, a structured framework development strategy was employed, consisting of four key
stages: data preparation, developing and implementing a RAG (Retrieval-Augmented Generation) system,
LLM fine-tuning, and user querying via an appropriate environment. The overall integrated architecture is
illustrated in Figure 10. The initial stage involves acquiring SLICES data from diverse websites using a web
scraper, further described below. Subsequently, raw data is appropriately enhanced by enriching both the
textual content and the code content. This enhancement process involves leveraging the online GPT-4
model, which is used to upload our data for further enrichment. Additionally, our domain expertise is
leveraged to enhance this process.
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Figure 10: LLM System Architecture for SLICES-RI specific testbeds

The Retrieval-Augmented Generation (RAG) system consists of a pipeline of different functions that are
responsible for:

1. Breaking and storing the data in suitable data structures (indexing),
2. Retrieving the most similar information to the user query from the data (retrieval),
3. Constructing a prompt that contains the retrieved information as long as the user query

(prompting),
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4. Using an LLM to get the response to the user query (LLM-Output).

Following these, we deploy the LLM based agent service onto one of our SLICES servers. In order to provide
a user-friendly interface, we have established a link between the SLICES server (housing the deployed agent
where experimentation intent is delegated by the SUNRISE-6G chatbot) and a backend server running the
local LLM. This integration allows users to interact with the SUNRISE-6G chatbot, simplifying the process
and providing a more intuitive interface for the end user. The basic concepts and functionalities of our
system are further explained in the subsections below.

Data acquisition and augmentation

The data that feeds the model are sourced primarily from the official website of SLICES-RI as well as the
links within its contents that point to educational and training material, such as tutorials for students and
researchers to become familiar with various frameworks and technologies that each integrated testbed of
SLICES-RI is equipped.

To be able to automatically retrieve the required information from the documentation websites, a web
scraper was developed and used, designed to operate in two stages. In the first stage, all the links and URLs
inside the documentation pages are tracked recursively from the root website, with the help of the urllib
library.

After gathering all the referral URLs on the visited websites, duplicate URLs are removed to create a unique
set of URLs. Subsequently, a manual review and evaluation of the content of the web pages is performed, to
evaluate its relevance and value to be included in the dataset. In the second stage of the web scrapper, the
web page data is retrieved and converted from HTML format to text through the Beautiful Soup library.

Given the variation in website designs among the SLICES-RI testbeds, the code was adapted according to
each website-specific design to extract the information correctly. At this stage, the data from each website
is stored in distinct files, allowing a modular approach to removing/adding new information to the model.

Fine-tuning is mandatory to make our system efficient. Although the retrieved data from the documentation
sites are interpretable by humans, they can be less beneficial for LLMs. LLMs, in contrast to humans, struggle
to understand complexity and ambiguity since they lack real-world understanding.

The learning process for humans versus the one for LLMs significantly differs, especially in tutorials. A
human can approach tutorials already having a basic understanding of the technology and the ontology of
the various entities and components used in them. Foundational knowledge makes it easier for humans to
make new connections among the different parts of information as long as they can easily grasp new
concepts. Tutorials mainly point to hands-on experience, not providing depth in theory. In addition, the
reader of the tutorials can refer to other sources besides the tutorial and its own references. However, none
of these applies to LLMs, since LLMs lack ontological understanding. They realize text based on patterns
observed using statistical correlations in their training data and not using relationships to convey meaning.
LLMs also suffer from Referencing Limitations since their knowledge is restricted only to their training and
In-context Learning (ICL) dataset, without external post-training resources.

Our raw dataset, provided by the documentation, presents gaps and deficiencies for appropriate LLM
training, with respect to clarity, depth, or specificity of different information. To address such
vulnerabilities, we enriched our dataset with comprehensive vocabulary as well as with an extensive and
precise description of the theory (e.g., component's architecture, terminology, etc.). We employed the
popular ChatGPT Al system!3 based on GPT4 model! to perform this enhancement. Switching to the LLAMA
3.3 model is also currently being tested. Following that, we restructured the generated text, into smaller
paragraphs with titles emphasizing the context of their body. We validated rigorously, and thoroughly
checked the data enhancement to ensure that we did not add vague information and pollute our data with
noise, since ChatGPT can make mistakes.

13 OpenAl, “Introducing ChatGPT,” https://openai.com/blog/chatgpt, accessed: 2024-04
14 OpenAl, “GPT-4,” https://openai.com/gpt-4, accessed: 2024-04
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In-context learning and fine tuning

A diverse amount of publicly available internet text data, such as websites, Wikipedia, Common Crawl,
articles, as well as scientific papers, have been used to train GPT. This extensive training leads LLMs to
identify patterns observed using statistical correlations, and identify grammar, syntax, and semantics,
achieving a significant amount of general knowledge. Although GPT has tremendous performance in
general-purpose knowledge, it looks very vulnerable to specific domains, such as aiding SLICES RI
infrastructure, where domain-specific knowledge and contextual understanding are crucial. For an LLM
model to be updated with special-purpose data, there are two popular methods: in-context learning via a
RAG system and fine-tuning.

IN-context learning feeds the LLM with special-purpose data and by providing extra information in the
prompt, without any parameter updates or fine-tuning. This method utilizes a RAG system to insert context
into the input prompt, allowing the LLM to generate responses by leveraging its reasoning capabilities. Our
RAG implementation follows the Naive RAG architecture as described in [29] and has three necessary axes:
Data Ingesting, data indexing and data retrieving.

Data ingestion refers to how the contents of files in different formats (CSV, JSON, XML, PDFs, etc.) can be
converted into data structures. Subsequently, Data Indexing is responsible for organizing, storing, and
efficiently accessing the converted data.

Several proposed index schemes can be used in different use-case scenarios. A node in the data Indexing
world represents a chunk of source data from a document, regardless of its type. There are multiple index
schemes available, such as List Index, Vector Store Index, Tree Index and the key-word index. The data
retriever is responsible to identify the most similar data nodes of the indexed dataset to include its content
to the prompt. Our system utilized the open-source library Llamals to manage the data ingestion, indexing
and retrieving procedures of the implementation.

Fine-tuning (FT) is another strategy to integrate specific-domain knowledge into an LLM than ICL. The
strategy mainly focuses on training a pre-trained model using domain-specific datasets to incorporate data
from specialized fields. Using a pre-trained model offers considerable advantages compared to an LLM that
is exclusively trained with our private data. One of the most important ones is efficiency, since training the
model from scratch requires significant computational resources, time, and an enormous dataset to learn
language understanding. FT changes the model's weight through additional training, improving
performance on domain-specific tasks. During the FT process, great attention was given to the parameters
that will be modified so that they maintain the performance of our model and not to become overfit.

The strategy of FT is not as straightforward as that of In-context learning. Since the FT process is designed
to adjust the model's parameters using examples of input-output pairs, we must change the format in which
the data are fed to the model. Instead of giving the information in raw text, all information intended for
training should be converted into a query-answer format to be used as a prompt. Following this, our dataset
should be structured in a prompt-completion format as described in the Fine-tuning Guide!¢. We decided to
fine tune the model with a portion of the dataset that LLM had difficulty responding when using only ICL.

ICL and FT are two complementary techniques that can enhance a model's capabilities on distinct levels
without being mutually exclusive. Our chatbot assistant is of considerable complexity, primarily because it
must deliver not just theoretical knowledge but also detailed instructions and advanced information across
a multitude of configurations, console outputs, commands, architectural concepts and many more. To deal
with this issue, it is critical to integrate both FT and ICL into our development process. With ICL we are
capable of providing the model with all the information, including even the slightest detail. On the other
hand, FT is inevitable, since it helps the model to deeply understand our specific dataset, enabling it to
interpret the meanings of different data types and follow advanced procedures.

15 ], Liu, “Llamalndex,” 2022, https://github.com/jerryjliu/llama_index
16 OpenAl, “Preparing Your Dataset for Fine-Tuning,” https://platform.openai.com/docs/quides/fine-tuning/preparing-your-dataset,
accessed: 2025-04.
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Evaluation and indicative results

To assess the chatbot's performance before and after data augmentation, we have generated 25 multiple-
choice questions from our datasets. It is important to mention that each question was formulated across a
diverse range of data sources and was structured to have answers that had small deviations from the correct
one, in order to increase the level of difficulty. Subsequently, the questions were first presented to the RAG
system with the original dataset, and then to the same model indexed with the enhanced dataset. The RAG
system was prompted the same way for both the raw and the enhanced dataset, outlining the role of RAG
as a chatbot assistant, as well as generating responses based only on the information provided to it. As
depicted in Figure 11, the correctly-answered questions percentage by the model with the original-data was
76%, in contrast to the enhanced-data model that achieved 96%. This difference suggests a huge
performance improvement, as it underscores the importance of data augmentation in enhancing the
chatbot's understanding and response accuracy.
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Figure 11: Percentage of Correctly Answered Questions

Regarding the open-ended answers, the model that uses the enhanced data provided responses with more
precision and included more information compared to the model using the raw dataset. When it came to
modifying code and configuration files, both models achieved the expected outcomes, with the responses
from the RAG system using the enriched data being more solid, especially in the reasoning part. For
example, as depicted in Table 8, when asking the same question, “Which nodes of the NITOS testbed should |
use to deploy the 5G RAN using USRPs according to 5G Blueprint17?” to the GPT-4 model, the chatbot did not
respond in the case of raw data, in contrast to the enhanced one, which answered correctly. At this point we
note that the same information was present in both datasets, but the GPT-4 model could not successfully
identify or interpret it to produce good responses. Additional indicative responses to various questions are
provided in the accompanying figures (Figure 12) below.

Table 8: Question Responses per Model & Dataset

Question Which nodes of the NITOS testbed should I use to deploy the 5G RAN using

USRPs according to 5G Blueprint?

Original Data | The given context does not provide specific details about the nodes of NITOS that can
with  GPT-4 | deploy 5G RAN using USRPs, as per the 5G Blueprint. Detailed information regarding
Model this would be required to provide a precise answer.

Enhanced The NITOS testbed nodes capable of deploying the 5G RAN using USRPs, according
Data with | to the 5G Blueprint, are node055, node056, node059, node060, node067, node068,
GPT-4 Model | node071, and node072. These nodes are equipped with USRP B210 models, which
are connected via USB 3.0. The USRP B210 devices are particularly significant for 5G

17 SLICES Starting Community, “SLICES-RI Blueprint,” https://doc.slices-ri.eu/, 2025, accessed: 2025-04
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research due to their wide frequency range and high bandwidth capabilities,
enabling researchers to simulate and analyze various aspects of 5G networks.

Enhanced To deploy the 5G RAN using USRPs according to the 5G Blueprint in the NITOS
Data - GPT- | testbed, you should utilize the nodes equipped with USRP N210 and USRP B210
3.5 devices. Here are the specific nodes that you should use for this purpose: USRP N210

Nodes: node052, node064, node080 USRP B210 Nodes (Connected via USB 3.0):
node055, node056, node059, node060, node067, node068, node071, node072.

Enhanced The NITOS testbed encompasses specific nodes equipped to facilitate the
Data - Fine- | deployment of 5G RAN experiments utilizing USRP devices. According to the 5G
Tuned GPT- | Blueprint, the following NITOS nodes are suitable for this purpose: node055,
3.5 node056, node059, node060, node067, node068, node071, node072. These nodes
are instrumental in realizing advanced 5G RAN scenarios, enabling researchers to
leverage the versatile capabilities of USRP B210 models for comprehensive and
cutting-edge experiments.

lices_gpt W99
. Provide the conf file of cai-nr-ue which will have the IMSI: 208990100001125 using charts. Also how should | deploy it? - @socratis

Figure 12: Indicative responses from slAlces, when trained with the OpenAirinterface documentation

Future Work and Exploitation Plans

The initial results of the chatbot seem very promising, as they can aid the experimenter to easily identify
the resources of the SLICES testbeds, based on their needs. We already have started the process to improve
the capabilities of our chatbot by developing an execution multi-agent mechanism, that will automate the
experimental workflow and the process of experimentation. This includes several stages such as
experiment design, resource reservation, experimentation and result collection. Each of them will
constitute a separate RAG system, that will help to provide concise outputs to experimenters, based on what
they are asking (e.g. documentation details only, experiment code generation, etc.). The system is currently
being switched to use the LLAMA models only and tuned to provide real-time performance when conversing
with the agent. This entails the usage of different accelerators, depending on the model that is used, e.g.
Nvidia based GPUs, to provide the respective outputs in real time speeds, not depending on remote LLM
service providers such as OpenAl.
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4 AI/ML Experimentation and Modelling Pipelines

SUNRISE-6G introduces a collaborative approach to 6G Al research, promoting the free sharing of not only
Al training datasets by testbeds, but also (pretrained) models whose artefacts are stored at the SUNRISE-
6G Model Registry. The involved testbeds also adopt common Al experimentation workflows, which help
streamline their local Al experimentation workflows. This improves the reproducibility of experiments
performed by the testbeds themselves and also unlocks the capability to perform joint Al experiments with
other collaborating testbeds, which will be reported in the final version of this deliverable (i.e., D4.5).

This section outlines the Al/ML Experimentation and Modelling pipelines, implemented at the local testbed
level by testbeds participating at the SUNEISE-6G “Al Federation”, as outlined at D2.2. These pipelines
constitute the main innovation angles offered to the federated Al framework through its local MLOps
deployments. In particular, the experiments described here align with E2E Al's broader goal of enabling
federated Al deployments. Each pipeline explores specific capabilities that contribute to the end-to-end
lifecycle of Al across federated infrastructures: from workload prediction and AutoML to lightweight
inference on edge devices and MLOps for network analytics.

4.1 Transfer Learning- Enhanced AutoML for TS Workload Prediction

In the context of 6G network experimentation, automating the process of predicting time-series (TS)
workloads, such as throughput, latency, or CPU/memory usage, requires both flexibility and domain
adaptation. AutoML (Automated Machine Learning) streamlines this process by automating critical steps
across the ML pipeline, including data pre-processing, feature engineering, model selection,
hyperparameter optimization (HPO), and final model evaluation. However, when dealing with dynamic and
localised 6G testbed environments, traditional AutoML can fall short in capturing site-specific behaviour
without retraining from scratch. This is where transfer learning-enhanced AutoML plays a pivotal role.

Transfer learning involves reusing a pre-trained model, typically trained on a large and diverse corpus of
generic telemetry data collected across different operators, regions, and radio conditions, and fine-tuning
it using local data from the target testbed. In this experimental setup, Time-Series Foundation Models
(TSFMs) are trained offline on large-scale, cross-domain network telemetry datasets. These foundational
models are then imported into a testbed environment (e.g., the KUL testbed), where they undergo selective
fine-tuning using locally observed metrics and conditions. This may involve adapting only the final layers
of the model or re-optimising specific hyperparameters based on the local workload.

The key innovation in this experiment lies in biasing the AutoML search space using insights from
transfer learning. Instead of exploring the entire architecture and hyperparameter space from scratch, the
AutoML engine is guided using metadata and artefacts from previously successful experiments conducted
in similar environments. These "AutoML recipes”, stored in the Artefact Storage, include best-performing
pre-processing strategies (e.g., windowing methods, decomposition techniques) and optimal HPO settings
(e.g., learning rate ranges, forecast horizons) correlated with specific workload characteristics like traffic
volatility or resource constraints.

4.1.1 Experiment Description
Input:

e Local TS data collected (metrics on throughput, latency, CPU/memory usage)

e Experiment configuration and requirements (e.g., specific prediction horizon, accuracy and latency
requirements, etc.)

e Pre-trained TS Foundation Models

Key Components

e Model Registry: to load pre-trained TS Foundation Models
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e Artefact Storage: storing previous AutoML artefacts, such as the best time-series pre-processing
strategies (e.g., sliding windows, seasonal decomposition), or HPO settings (e.g., learning rates,
window sizes) tied to workload characteristics (e.g., traffic volatility, CPU load variability).

¢ Local Kubeflow deployment: Orchestrates the execution of AutoML workflows and the fine-tuning
of models at the testbed level (In KUL testbed).

Output

e Best fine-tuned model or optimal experiment configuration (i.e. data pre-processing pipeline, etc.).
Both the fine-tuned model and the best experiment configuration are exported back to the MLFlow
Model Registry, and other artefacts, such as local tuning parameters, are exported to the MinlO
Artefact storage for future reuse by other testbeds.

4.1.2 Workflow Orchestration and LCM of ML Models

The experimentation workflow starts with the Experimenter selecting a TS Foundation Model that best
matches the local testbed domain characteristics. Concurrently, metadata and artefacts from prior AutoML
experiments, retrieved from the Artefact Storage, are used to seed and bias the AutoML process. This
accelerates convergence by narrowing the search to model architectures and hyperparameter spaces that
have been proven effective in analogous scenarios.

The selected TS Foundation Model undergoes transfer learning using local data, typically requiring only a
few fine-tuning epochs to adapt to the unique network and service conditions of the testbed. This transfer-
aware AutoML process leverages the best of both worlds: rapid adaptation through fine-tuning and
intelligent search guidance informed by historical AutoML knowledge. Throughout the workflow, Kubeflow
handles orchestration, resource provisioning, and lifecycle management, ensuring that outputs, including
tuned models and enriched AutoML configurations, are persistently stored and ready for reuse or further
optimization across federated experimentation environments.

4.2 TinyML for Real-Time Navigation on the Edge Robotics

TinyML is essential in scenarios where deploying traditional ML models is impractical due to severe
resource constraints on edge devices. As modern Al models grow in complexity, their computational and
energy demands (often referred to as "ThirstyAl") become prohibitive for devices such as, sensors,
microcontrollers, or edge robots that operate with limited memory, processing power, and battery life.
TinyML addresses this by enabling the execution of lightweight, compressed models directly on the
device, eliminating the dependency on cloud resources and ensuring low-latency, privacy-preserving
inference.

4.2.1 Experiment Description

In the context of object detection and exploration on edge robotics, TinyML is particularly valuable, as it
allows robots to locally process visual data, recognise objects, and make real-time decisions, without
requiring constant connectivity or offloading computations to a central server. This is crucial in dynamic
environments such as warehouses and subterranean mining, where connectivity may be intermittent, and
responsiveness is mission-critical. By leveraging TinyML, robots can operate more efficiently and reliably,
with on-device intelligence that is adaptable, updatable, and resource-aware.

4.2.2 Workflow Orchestration and LCM of ML Models

The experiment workflow begins with the data collection and pre-processing phase, where image data
are gathered directly from the robot's onboard camera as it navigates a simulated subterranean mining
environment, such as a cave or tunnel. During exploration, the robot collects real-time data from onboard
sensors, such as LiDAR or ultrasonic sensor data.

In the next phase the experimenter will make use of pretrained models stored in the centralized MLFlow
registry and perform fine-tuning of the downloaded pre-trained model. Depending on the chosen model
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and whether full-precision or partially compressed models exist, model compression might be required and
will be delivered by using TinyML techniques such as:

1. Pruning, which removes unnecessary parameters from a neural network,

2. Quantization, which reduces the precision of the model’s weights and activations by using fewer
bits to represent them and

3. knowledge distillation may be used to transfer mapping performance from a more complex model
to a smaller one.

Following compression, the conversion and validation stage prepares the model for execution on the
robot’s microcontroller. The trained model is converted into the TFLite format compatible with
TensorFlow Lite for Microcontrollers (TFLM) and validated on a simulated data stream to ensure that pose
or map predictions remain consistent despite the reduced precision.

In the on-device deployment step, the validated model is integrated into the robot's navigation firmware.
It is flashed onto the microcontroller, replacing or complementing traditional geometric SLAM components.
The robot’s embedded system uses the TinyML model to estimate its motion or local map in real-time based
solely on onboard sensors. This enables the robot to navigate autonomously, without requiring cloud-based
localisation support or high-throughput data offloading. The workflow culminates in the exploration and
mapping evaluation phase. The robot is deployed in a physical or simulated mining environment where it
performs an autonomous exploration mission.

4.3 Workload Prediction and Decision Engine

This task focuses on developing an MLOps-driven workload prediction pipeline optimised for Kubernetes-
based cloud-native infrastructures. The objective is to support proactive, zero-touch autoscaling and
placement decisions by leveraging time-series forecasting models on edge nodes. The proposed solution
follows a zero-touch MLOps approach, wherein pre-trained time series forecasting models are pulled from
the model registry, deployed through a serving layer and invoked for real-time inference. The predicted
workload informs a decision engine responsible for adjusting node scaling or workload distribution,
ensuring system responsiveness and SLA compliance. This solution is aligned with the Al Federation
paradigm and supports reusable ML assets, enabling low-latency inference workflows across federated
infrastructure domains.

4.3.1 Experiment Description

The experimental workflow begins with the deployment of telemetry agents on Kubernetes nodes to collect
time-series metrics, such as CPU and memory utilisation. The telemetry-monitored nodes continuously
generate traffic and consume resources to closely emulate realistic user scenarios. These metrics are used
to train foundation models under diverse load scenarios, enabling them to be pulled from the model registry
and deployed with minimal or no hyperparameter tuning. Once deployed, these models operate live on the
nodes, continuously performing inference on incoming telemetry to predict short-term resource demand
and support proactive, optimal scaling and placement decisions. Inference is performed continuously on
incoming metrics, predicting short-term resource demand to optimise resource efficiency and prevent SLA
violations. The MLOps pipeline supports model versioning, serving and performance monitoring effectively.
Figure 13 depicts the complete workflow, where telemetry agents feed time-series metrics into a training
pipeline, producing foundation models that are stored and versioned in MLflow. These models are later
served through a dedicated MLOps pipeline, enabling real-time inference and predicting short-term
resource demand. The resulting decisions guide automated scaling and placement actions within the
Kubernetes cluster.
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Figure 13: Workflow of the Time-Series-Based Workload Forecasting

4.3.1.1 Workflow Sub-Steps

The experimental workflow begins with the deployment of telemetry agents within the testbed to collect
time-series metrics, including CPU and memory utilization. Prometheus scrapes metrics across the cluster,
making real-time telemetry available for training and inference. To simulate realistic and stress-intensive
workloads, the puBench microservice benchmark suite is deployed across the cluster. As shown in Figure 14,
uBench consists of several internal and external services interconnected via REST/gRPC. These services
mimic typical microservice architectures with varying dependencies and communication patterns. Apache
JMeter is configured to generate traffic toward these endpoints through a NGINX API Gateway, simulating
concurrent user interactions with randomized delays to reflect realistic user patterns. This controlled load
allows for consistent testing across a wide range of usage scenarios. The collected telemetry under this
synthetic yet representative load serves as training data for LSTM-based foundation models that forecast
short-term resource demand.
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Figure 14: Triggering of the uBench Microservice Application

4.3.2 Workflow Orchestration and LCM of ML Models

The MLOps setup on the ISI Kubernetes cluster provides an E2E system for managing ML models. It handles
data collection, training, deployment and monitoring. Time-series models used for forecasting resource
usage are trained and tracked using MLflow, which also stores the models and keeps track of versions. Once
a model is ready, it's pulled from MLflow and deployed as a containerised microservice that runs inference
in real time on telemetry data. The automation of this workflow is handled by Argo Workflows, which runs
the steps of the ML pipeline and ArgoCD is used alongside to manage deployments automatically, ensuring
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everything is synchronised with version-controlled configuration files. For monitoring, Prometheus collects
resource metrics and Grafana displays them on dashboards. Logs are gathered using Loki and MinlO acts as
storage for datasets, model files and other artefacts. It ensures that all data and models used in the pipeline
are stored in a way that supports reproducibility and traceability.

4.4 MLOps for NWDAF

MLOps plays a critical role in enabling scalable, reliable, and efficient deployment of Al models within core
network functions, particularly the NWDAF. As NWDAF is responsible for collecting and analysing network
data to support intelligent decision-making across the 5G core, implementing MLOps pipelines ensures that
analytics models can be continuously trained, validated, deployed, and monitored in production
environments. This capability is essential for adapting to dynamic network conditions, maintaining high
performance, and supporting real-time automation.

Figure 15 illustrates EURECOM’s MLOps platform, which enables complete ML pipelines for both training
and inference, tightly integrated with 5G Core Network functions through NWDAF. The platform is designed
as a set of microservices deployed on Kubernetes, providing a highly scalable, resilient, and cloud-native
environment for operationalising Al within telecommunications networks.
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Figure 15: EURECOM'’s E2ZE MLOps Platform for Local Experiments with 5G core NWDAF.

4.4.1 Experiment Description: Real-Time 5G Core Traffic Anomaly Detection

This experiment is part of the SUNRISE-6G project’s local MLOps experimentation framework, with a
specific focus on validating the inference phase of the MLOps lifecycle for real-time anomaly detection in 5G
core traffic. The objective is to demonstrate a fully automated, API-driven inference pipeline that enables
Sunrise experimenters to detect abnormal activity in the core network, utilising advanced MLOps tools and
orchestration mechanisms designed explicitly for NWDAF integration. In this use case, pre-trained models
are selected from the existing local model registry. The Experimenter initiates the inference workflow by
submitting a service request, such as model selection or inference execution, through a RESTful API. These
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requests are handled by the Domain Manager and Orchestrator (DMO), which coordinates the flow and
communicates with the Al Fabric. The latter is responsible for managing the deployment of ML services
within the testbed.

Once a model is selected from the local model registry, it will be deployed through the Al Fabric alongside
a Data Consumer component. The Data Consumer is responsible for initiating real-time data ingestion from
the 5G Core Network. Data collection begins at the NWDAF interface, where a CN Adapter extracts raw
telemetry and event data. This raw data is then parsed, transformed, and normalised into standardised data
models that are suitable for ML processing. The resulting structured data is published to these Kafka topics,
enabling scalable, high-throughput data delivery. The deployed Data Consumer subscribes to these Kafka
topics, continuously retrieving time-series data, applying necessary pre-processing, and passing the input
to the deployed model. In this experiment, an LSTM (Long Short-Term Memory) model is used, selected for
its ability to handle sequential data and capture temporal patterns, making it well-suited for anomaly
detection in network traffic.

Throughout this process, all inference steps are automated and accessible via APIs. Users can monitor
inference status, inspect results, and manage deployed pipelines through provided interfaces. The platform
maintains full support for experiment tracking and model lifecycle management through MLflow, ensuring
reproducibility and operational transparency. This experiment confirms the capability of EURECOM’s
MLOps platform to support automated, scalable inference workflows in a 5G environment, highlighting its
effectiveness in enabling intelligent, adaptive network behaviour in alignment with the SUNRISE-6G vision.

4.4.2 Workflow Orchestration and LCM of ML Models

The MLOps platform offers a comprehensive orchestration and LCM framework for ML models. It automates
key operations, including model training, evaluation, registration, deployment, monitoring, and retraining.
This automation minimises manual intervention and ensures that models remain current and effective as
network conditions evolve.

During inference, the LSTM model is deployed as a production-grade microservice within the Al Fabric. The
workflow automatically handles the deployment of associated Data Consumers, ensuring that live network
data is continuously fed to the inference model without disruption. Kafka serves as the backbone for real-
time data distribution, enabling scalable and resilient data streaming across system components.

The platform’s API-driven design allows users to:

Initiate and manage model training sessions.

Visualise and monitor experiments through MLflow.

Discover and select registered models from the model registry.

Deploy inference models with a single request.

Launch and configure Data Consumers for continuous real-time data ingestion.

Through this architecture, anomaly detection workflows are fully automated and highly accessible,
supporting rapid deployment, continuous monitoring, and proactive network management. The tight
integration of data extraction, transformation, model inference, and result visualisation within a unified
MLOps ecosystem ensures that 5G core network operations are intelligent, adaptive, and future-ready.
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5 Conclusions

This deliverable contributed to the implementation aspects of the SUNRISE-6G Al Federation Framework
by detailing the functionalities and interfaces of the components comprising the Al federation, thus
extending the architectural design presented in D2.2 “SUNRISE-6G Overall Architecture”. Additionally,
SOTA and beyond SOTA Al/ML assets and Foundation models have been detailed, which will cover aspects
of the federated management of the Al federation framework. Experimentation workflows on the test-bed
level have also been detailed, thus contributing to the innovation angles of the SUNRISE-6G Al federation
framework.

This deliverable will provide input to Task 5.4, “Al plane integration of federated experimentation
platforms,” wherein implementations of the Al federation framework will be integrated and interface with
each other within the SUNRISE-6G Al federation, as well as in Deliverable D5.2, “Initial Report on Testbed
Interconnection and Federation.”

The next phase of work will focus on leveraging the comparison of the effectiveness of diverse foundation
models across a set of federated Al/ML experimentation pipelines, which have been implemented locally at
the testbed level. These pipelines represent a major innovation angle within the Al federation framework,
offering practical deployment of MLOps methodologies tailored to federated environments. In particular,
the four aforementioned key experiments will be executed and evaluated:

1) Transfer learning - enhanced AutoML for timeseries prediction, which aims to optimise prediction
accuracy and adaptability in dynamic workloads using foundation model fine-tuning techniques.

2) TinyML for real-time navigation on edge robotics, demonstrating lightweight Al models for real-
time perception and decision-making in constrained, decentralised robotic systems.

3) Workload prediction and decision engine, which focuses on developing an MLOps-driven pipeline
for proactive workload prediction and orchestration in Kubernetes-based cloud-native
infrastructure.

4) MLOps for NWDAF, which implements robust MLOps pipelines to operationalise Al models within
the 5G core’s NWDAF.

Through these experiments, we aim to validate the performance, interoperability, and scalability of the Al
federation components.

A final report on the SUNRISE-6G Federation framework implementation will be delivered in M24 via D4.5,
“Final Report on Al-driven Decision Engine.” In this report, the pool of reusable Foundation models and
Al/ML assets will be expanded and enriched, and results from the implemented experimentation workflows
will be provided.
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